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ABSTRACT

T h is  t h e s i s  i n v e s t i g a t e s  t h e  d e s i g n  and a n a l y s i s  o f  b r o a d c a s t  

r o u t i n g  a l g o r i t h m s  f o r  u se  i n  s t o r e - a n d - f o r w a r d  p a c i .e t  s w i tc h e d  com puter 

n e tw o rk s .  B ro a d c a s t  r o u t i n g  i s  t a k e n  h e r e  to  be a  s p e c i a l  c a s e  o f  

m u l t i - d e s t i n a t i o n  r o u t i n g ,  i n  w hich a  p a c k e t  i s  d e l i v e r e d  to  a l l  

d e s t i n a t i o n s  r a t h e r  th a n  to  some s u b s e t .

We exam ine f i v e  a l t e r n a t i v e s  to  t r a n s m i t t i n g  s e p a r a t e l y  a d d r e s s e d  

p a c k e t s  from th e  s o u r c e  t o  t h e  d e s t i n a t i o n s .  The a l g o r i t h m s  a r e  

compared q u a l i t a t i v e l y  i n  terms, o f  memory r e q u i r e m e n t s ,  e a s e  o f  

im p le m e n ta t io n ,  a d a p t i v e n e s s  t o  ch an g in g  n e tw o rk  c o n d i t i o n s ,  and 

r e l i a b i l i t y .  The a l g o r i t h m s  a r e  a l s o  compared q u a n t i t a t i v e l y  i n  te rm s  

o f  t h e  number o f  p a c k e t  c o p i e s  g e n e r a t e d  to  p e rfo rm  b r o a d c a s t  and th e  

d e l a y s  to  p r o p a g a te  th e  p a c k e t  to  a l l  d e s t i n a t i o n s .  Lower bounds on th e  

p e r fo rm an c e  m e a s u re s  a r e  d e te rm in e d  f o r  a l l  t h e  a l g o r i t h m s  by ex am in ing  

r e g u l a r  g r a p h s .

P r o t o c o l s  t h a t  p r o v id e  r e l i a b l e  com m unication  u s in g  b r o a d c a s t  

r o u t i n g ,  i . e .  b r o a d c a s t  p r o t o c o l s ,  a r e  a n a lo g o u s  t o  i n t e r p r o c e s s  

com m unica tion  p r o t o c o l s  e x c e p t  t h a t  co m m unica tion  i s  b e tw een  one p r o c e s s  

and many p r o c e s s e s .  R e l i a b l e  b r o a d c a s t  p r o t o c o l  d e s ig n  i s  f a c e d  w i th  

p ro b lem s  s i m i l a r  to  th o s e  i n  th e  d e s i g n  o f  i n t e r p r o c e s s  com m unication  

p r o t o c o l s  -  a d d r e s s i n g ,  s e q u e n c in g ,  d u p l i c a t e  d e t e c t i o n  and g u a r a n te e  o f  

d e l i v e r y .  T h is  a r e a  p r e s e n t s  many s u b j e c t s  f o r  f u t u r e  r e s e a r c h .
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We d e s c r i b e  a  few a p p l i c a t i o n s  f o r  b r o a d c a s t  p r o t o c o l s  i n  

d i s t r i b u t e d  com puting  e n v iro n m e n ts .  In  p a r t i c u l a r ,  we show i n  d e t a i l  

how th e  c a t a l o g  o f  a  d i s t r i b u t e d  f i l e  sy s tem  c o u ld  b e  s t r u c t u r e d  in  a 

s im p le  way, i f  t h e  system  c o u ld  make u se  o f  e f f i c i e n t  r e l i a b l e  b r o a d c a s t  

p r o t o c o l s .

The p r o p e r t i e s  o f  r e l i a b l e  b r o a d c a s t  p r o t o c o l s  a t  t h e  h o s t  l e v e l  

emerge from th e  r e l i a b i l i t y  o f  th e  r o u t i n g  a lg o r i t h m s  and th e  

a p p l i c a t i o n s  f o r  th e  p r o t o c o l s .  We have  examined th e  t r a d e o f f s  be tw een  

g l o b a l  and subgroup  b r o a d c a s t  r o u t i n g .  One c o n c lu s io n  we o f f e r  i s  t h a t  

com m unication  s u b n e ts  sh o u ld  s u p p o r t  b o th  c a p a b i l i t i e s  i n  th e  form o f  

m u l t i - d e s t i n a t i o n  a d d r e s s in g  and r e v e r s e  p a th  fo rw a rd in g  r e s p e c t i v e l y .

An outcome o f  t h e  i n v e s t i g a t i o n  o f  b r o a d c a s t  r o u t i n g  a lg o r i th m s  i s  

t h e  f o r m u la t io n  o f  two d i s t r i b u t e d  ( p a r a l l e l )  a lg o r i t h m s  f o r  

c o n s t r u c t i n g  m in im al sp an n in g  t r e e s .  We b e l i e v e  t h a t  t h e s e  a lg o r i th m s  

a r e  th e  f i r s t  o f  t h e i r  k in d .  The f o r m u la t io n  o f  such  a lg o r i t h m s  h a s  

made th e  p rob lem s a f f e c t i n g  th e  d e s ig n  o f  d i s t r i b u t e d  a lg o r i th m s  i n  

n e tw o rk  en v iro n m e n ts  c l e a r e r .  These m in im al sp an n in g  t r e e  a lg o r i th m s  

can  b e  used  i n  b r o a d c a s t  r o u t i n g ,  a s  w e l l  a s  o t h e r  n e tw o rk s  l i k e  th e  

P a c k e t  Radio  Network.
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CHAPTER 1

INTRODUCTION

1.1  I n t r o d u c t i o n

T his  t h e s i s  i n v e s t i g a t e s  th e  d e s ig n  and a n a l y s i s  o f  b r o a d c a s t  

p r o to c o l s  i n  p a ck e t  sw i tch e d  computer n e tw o rk s .  In  p a r t i c u l a r ,  we a r e  

concerned  w ith  th e  d e s ig n  and a n a l y s i s  o f  b r o a d c a s t  r o u t i n g  a lg o r i th m s  

f o r  use in  s to r e - a n d - f o r w a r d  p ack e t  s w i tc h in g  com puter n e tw o rk s .

Computer com m unication netw ork  f e a s i b i l i t y  and u t i l i t y  h a s  been  

d em o n stra ted  by th e  ARPANET [R o b e r ts7 2 , M cQ uillan72] , and th e  o th e r  

o p e r a t i o n a l  and p lanned  ne tw orks  l i k e  T e le n e t  [O pderbeck76], TYMNET 

[Tymes71], CYCLADES [P o u z in 7 3 ] ,  and AUTODIN I I .  Much o f  th e  r e s e a r c h  

accompanying th e s e  deve lopm en ts  h a s  fo c u s se d  on th e  com m unication su b n e t  

i t s e l f  [F u l tz 7 2 ,  G e r la7 3 , M e tc a lfe 7 3 ,  M cQ uillan74, Lam74, Tobagi74 , 

Karaoun76]. The emergence o f  p a c k e t  com m unication a s  an im p o r ta n t  

te ch n o lo g y  f o r  com puter com m unication h a s  been  c l e a r l y  d e m o n s t ra te d .  

P a c k e t  s w i tc h in g  p r o v id e s  com m unication  u s in g  com puters  a s  w e l l  as  

com munication among c o m p u te rs .

We a r e  o n ly  now b e g in n in g  to  se e  th e  s h a r in g  o f  r e s o u r c e s  betw een 

th e  com puters  co n n ec te d  by th e  com m unication s u b n e t ;  one o f  th e  o r i g i n a l  

g o a l s  o f  th e  ARPANET [R o b e r ts 7 0 ] . A l l  com munication betw een th e  h o s t  

com puters  i s  viewed a s  i n t e r p r o c e s s  com m unication , and r e s o u r c e  s h a r in g  

i s  made p o s s i b l e  by a  l a y e r  o f  p r o t o c o l s  o r  ag reem ents  [C ro c k e r7 2 ] . 

I n t e r p r o c e s s  com m unication i s  th e  b a s i s  on which a l l  o th e r  p r o t o c o l s  a r e
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b u i l t  and  h a s  r e c e i v e d  a  g r e a t  d e a l  o f  renew ed  i n t e r e s t  [C a r r7 0 ,  

M cK enzie72, W alden72, M e tc a l f e 7 2 ,  C e r f7 4 ,  S u n s h in e 7 5 ] . We b e l i e v e  t h a t  

i t  i s  now t im e  t o  exam ine  b r o a d c a s t  p r o t o c o l s .

D i s t r i b u t e d  o p e r a t i n g  s y s te m s  t h a t  s u p p o r t  a  d i s t r i b u t e d  co m pu ting  

e n v i ro n m e n t  [ F a r b e r 7 2 a ,  Thomas73, C ro c k e r7 5 ]  may o f t e n  h a v e  t o  make 

a v a i l a b l e  t o  a  u s e r  p r o c e s s  a  r e m o te ly  r e s i d e n t  r e s o u r c e .  The r e s o u r c e  

may b e  c a p a b le  o f  m i g r a t i o n  ( e . g .  f i l e s  i n  a  d i s t r i b u t e d  f i l e  sy s te m  o r  

p r o c e s s e s  c a p a b l e  o f  p e r f o r m in g  s p e c i a l i z e d  f u n c t i o n s ) , o r  c o u ld  b e  t h e  

l e a s t  e x p e n s iv e  copy o f  a  d u p l i c a t e d  r e s o u r c e  [ C o s e l l 7 5 ] . I n  o r d e r  to  

f i n d  such  a  r e s o u r c e  t h e  r e q u e s t i n g  h o s t  may h a v e  to  sen d  a  r e q u e s t  

m e ssa g e  t o  a l l  h o s t s  p o t e n t i a l l y  c a p a b l e  o f  s u p p ly in g  t h e  r e s o u r c e .  In  

g e n e r a l ,  t h i s  s e t  o f  h o s t s  w i l l  b e  a  s u b s e t  o f  a l l  t h e  h o s t s  i n  t h e  

n e tw o rk .  F o r  t h e  p u rp o s e  o f  t h i s  t h e s i s ,  h o w e v e r ,  we c o n s i d e r  t h e  

p ro b lem  o f  d e l i v e r i n g  t h e  m essa g e  t o  a l l  h o s t s .  The r e q u e s t o r  w i l l  be  

s a i d  t o  b r o a d c a s t  t h e  m e ssa g e  ( t o  a l l  h o s t s ) .

B r o a d c a s t  p r o t o c o l s  a r e ,  t h e r e f o r e ,  s i m i l a r  to  i n t e r p r o c e s s  

co m m u n ica tio n  p r o t o c o l s  e x c e p t  t h a t  c o m m u n ica tio n  i s  b e tw e e n  one  p r o c e s s  

and  many p r o c e s s e s .  R e l i a b l e  b r o a d c a s t  p r o t o c o l  d e s i g n  i s  f a c e d  w i th  

p ro b le m s  s i m i l a r  t o  t h o s e  i n  t h e  d e s i g n  o f  i n t e r p r o c e s s  co m m u n ica t io n  

p r o t o c o l s  -  a d d r e s s i n g ,  s e q u e n c in g ,  d u p l i c a t e  d e t e c t i o n  and g u a r a n t e e  o f  

d e l i v e r y .

The e f f i c i e n c y  o f  t h e  b r o a d c a s t  i s  g r e a t l y  d e p e n d e n t  on t h e  n a t u r e  

o f  t h e  p a r t i c u l a r  s u b n e t  o v e r  w hich  i t  i s  a t t e m p t e d .  The s t r u c t u r e  o f  

t h e  s u b n e t  a l s o  i n f l u e n c e s  t h e  d e s i g n  o f  t h e  b r o a d c a s t  p r o t o c o l  c h o se n  

t o  f i n d  r e s o u r c e s .  F o r  e x am p le ,  m u l t i a c c e s s  c h a n n e l s ,  l i k e  th o s e
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a v a i l a b l e  in  th e  ALOHA sy s tem  [A bram son70], t h e  E t h e r n e t  [ M e tc a l f e 7 6 ] , 

s a t e l l i t e  n e tw o rk s  [A bram son73], o r  r i n g  n e tw o rk s  [F a rb e r7 2 ]  le n d  

th e m s e lv e s  v e r y  w e l l  to  b r o a d c a s t  p r o t o c o l s  s i n c e  t h e  v e r y  n a t u r e  o f  th e  

s u b n e t  makes e v e r y  t r a n s m i s s i o n  a v a i l a b l e  t o  a l l  h o s t s .  C i r c u i t  

s w i tc h e d  n e tw o rk s  p r o v id e  p o i n t - t o - p o i n t  c o m m u n ica tio n ,  and so b r o a d c a s t  

i s  done e i t h e r  by h a v in g  a  s e p a r a t e  c i r c u i t  b e tw een  th e  b r o a d c a s t e r  and 

e ac h  r e c e i v e r ,  o r  by c r e a t i n g  a m u l t i d r o p  c i r c u i t ,  t h a t  b e h av e s  l i k e  a 

r i n g ,  b e tw een  th e  b r o a d c a s t e r  and t h e  r e c e i v e r s .  S to r e - a n d - f o r w a r d  

p a c k e t  s w i tc h e d  n e tw o rk s  (PSNs) h av e  s t o r a g e  and a  ( s m a l l )  h o ld in g  t im e  

a t  e v e r y  s w i tc h in g  n o d e .  PSNs a r e  more s u i t a b l e  f o r  p e r fo rm in g  

b r o a d c a s t  th a n  CSNs, a s  a d v a n ta g e  can  be  t a k e n  o f  th e  p a c k e t  mode o f  

c o m m u n ica tio n ,  and so s e p a r a t e l y  a d d r e s s e d  p a c k e t s  to  each  d e s t i n a t i o n  

need  n o t  b e  t r a n s m i t t e d .  The ARPANET w i l l  b e  used  a s  th e  m odel f o r  

PSNs. Some o b s e r v a t i o n s  on b r o a d c a s t  p r o t o c o l s  and r o u t i n g  i n  p a c k e t  

s w i tc h e d  n e tw o rk s  c an  b e  found i n  [K ahn76].

M u l t i - d e s t i n a t i o n  r o u t i n g ,  w h ich  c an  be  u sed  f o r  b r o a d c a s t  r o u t i n g  

I s  found i n  AUTODIN I  [ P a o l e t t i 7 3 ] , i n  th e  form o f  m u l t i p l e  a d d r e s s e s  i n  

t h e  m essage  h e a d e r s .  AUTODIN I  i s  a  m essage  s w i tc h e d  n e tw o rk  and do es  

n o t  h av e  t h e  same s t r i n g e n t  r e a l  t im e  c o n s t r a i n t s  a s  p a c k e t  s w i tc h e d  

n e tw o rk s .  The a v e r a g e  a d d r e s s  m u l t i p l i c i t y  p e r  m essag e  in  t h i s  n e tw o rk  

i s  1 .7 5 .  I t  i s  q u i t e  l i k e l y  t h a t  m u l t i - d e s t i n a t i o n  a d d r e s s in g  i s  found 

i n  some o t h e r  m i l i t a r y ,  o r  s p e c i a l  p u rp o se  n e tw o rk s  (S IT A ), b u t  t h i s  

c a p a b i l i t y  h a s  n o t  b e e n  w e l l  docum en ted .

T h e re  a r e  many ways o f  p e r fo rm in g  b r o a d c a s t  i n  PSNs so a s  t o  re d u c e  

t h e  t o t a l  amount o f  com m unica tion  n e e d e d ,  t h e r e b y  p e r fo rm in g  t h e
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b r o a d c a s t  q u ic k ly  and c h e a p ly ,  a s  w e l l  a s  lo w e r in g  th e  p o s s i b i l i t y  o f  

su b n e t  c o n g e s t io n .  We d e s c r i b e  f i v e  a l t e r n a t i v e s  t o  t r a n s m i t t i n g  

s e p a r a t e l y  a d d re s s e d  p a c k e ts  t o  each  d e s t i n a t i o n .  One o f  th e s e  ways i s  

to  u se  a  m u l t i - d e s t i n a t i o n  a d d r e s s in g  scheme in  th e  com m unication  

s u b n e t .  We d e te rm in e  th e  r e l i a b i l i t y  o f  such  a lg o r i th m s  to  d e l i v e r  

p a c k e t s  to  a l l  h o s t s ,  and exam ine th e  e f f e c t  o f  t h i s  on b r o a d c a s t  

p r o t o c o l s  a t  th e  h o s t  l e v e l .  We p ro p o se  a  s e t  o f  p e rfo rm an ce  m e asu re s  

f o r  b r o a d c a s t  com m unication  and e v a lu a t e  th e  a lg o r i th m s  by  d e te r m in in g  

low er bounds f o r  t h e s e  m easu re s  i n  r e g u l a r  g r a p h s .

We now b r i e f l y  d e s c r i b e  a  few a p p l i c a t i o n s  where b r o a d c a s t  r o u t i n g  

i s  u s e f u l .  F i r s t  some te rm in o lo g y  f o r  d e s c r i b i n g  th e  com ponents o f  th e  

d i s t r i b u t e d  ne tw o rk  e n v iro n m e n t .  A h o s t  i s  a  com puter system  t h a t  i s  a  

p o t e n t i a l  u s e r  a n d /o r  s u p p l i e r  o f  r e s o u r c e s  i n  th e  d i s t r i b u t e d  com puting 

sy s tem . A u s e r  i s  a  p e r s o n  o r  a  program t h a t  i n t e r a c t s  w i th  th e  h o s t .  

A u s e r  p r o c e s s  i s  a p r o c e s s  a s s o c i a t e d  w ith  a  u s e r .  A s w i tc h in g  node i s  

a d e v i c e ,  i n  many c a s e s  a  s m a l l  co m p u te r ,  t h a t  a c c e p t s  d a t a  and c o n t r o l  

from th e  h o s t  and sen d s  i t  o v e r  t h e  com m unication  l i n k s ,  w i th  t h e  

p o s s i b l e  c o o p e r a t i o n  o f  o t h e r  s w i tc h in g  n o d e s ,  to  th e  d e s t i n a t i o n .  The 

c o l l e c t i o n  o f  s w i tc h in g  nodes  and com m unication l i n k s  i s  t h e  

com m unication  ne tw o rk  o r  com m unication  s u b n e t . In  a  PSN, t h e  s w i tc h in g  

nodes  w i l l  be p a c k e t  s w i t c h e s .  We assume t h a t  a l l  com m unication  be tw een  

h o s t s  i s  v iew ed  as  I n t e r p r o c e s s  com m u n ica tio n .

In  d i s t r i b u t e d  d a t a  g a t h e r i n g  sy s te m s ,  r e a l  t im e  d a t a  may be  

g e n e r a te d  by rem ote  s e n s o r s .  The d a t a  must b e  c o l l e c t e d  b e f o r e  i t  i s  

p r o c e s s e d .  For r e a s o n s  c o n c e rn in g  r e l i a b i l i t y  and s i m p l i c i t y  t h e
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s e n s o r s  may n o t  know w hich  n o d e s ,  o r  how many o f  them a r e  g a t h e r i n g  

d a t a .  Only t h e  g a t h e r i n g  n o d e s  n eed  d e c i d e  w hich  i n f o r m a t i o n  to  k e e p .  

B ro a d c a s t  r o u t i n g  i s  n e c e s s a r y  f o r  su ch  a scheme to  work e f f i c i e n t l y .

I n  t h e  ARPANET u s e r  a u t h e n t i c a t i o n  and b i l l i n g  scheme [ C o s e l l 7 5 ] , a  

TIP m ust l o c a t e  an RSEXEC s e r v e r  p r o c e s s  t o  v e r i f y  t h e  u s e r s '  p a s s w o rd ,  

and th e n  p e r i o d i c a l l y  r e c o r d  th e  u s e r s '  u sag e  o f  t h e  n e tw o rk .  B r o a d c a s t  

com m u n ica tio n  h e l p s  i n  l o c a t i n g  an  RSEXEC s e r v e r  f a s t e r ,  and can  h e l p  i n  

r e d u n d a n t l y  s t o r i n g  a c c o u n t in g  d a t a .

I n  d i s t r i b u t e d  f i l e  s y s t e m s ,  f i l e  a c c e s s  r e q u e s t s  c an  b e  b r o a d c a s t ,  

so t h a t  t h e  u s e r  n eed  n o t  know t h e  c u r r e n t  l o c a t i o n  o f  t h e  f i l e .  I f  

b r o a d c a s t  co m m unica tion  i s  e f f i c i e n t ,  t h e n  t h e  s t r u c t u r e  o f  t h e  c a t a l o g  

f o r  t h e  f i l e  sy s tem  can  b e  s i m p l i f i e d .  We d e s c r i b e  how t h e  c a t a l o g  

s t r u c t u r e  and s e a r c h  a l g o r i t h m s  b e n e f i t  by  t h e  a v a i l a b i l i t y  o f  b r o a d c a s t  

c o m m u n ic a t io n .

To c r e a t e  a v e r y  s e c u r e  co m m u n ica tio n  e n v i r o n m e n t ,  b r o a d c a s t  

co m m u n ica tio n  can  b e  u sed  to  sen d  a l l  m e s s a g e s  t o  a l l  d e s t i n a t i o n s  

e f f i c i e n t l y .  By c h o o s in g  t h e  a p p r o p r i a t e  b r o a d c a s t  r o u t i n g  a l g o r i t h m ,  

u n ifo rm  t r a f f i c  p a t t e r n s  can  b e  c r e a t e d  w i t h i n  t h e  s u b n e t .  By 

e n c r y p t i n g  t h e  d a t a ,  o n ly  t h e  a p p r o p r i a t e  r e c e i v e r s  w i l l  b e  a b l e  to  

d eco d e  t h e  m e ss a g e .  As a  r e s u l t ,  a n  o b s e r v e r  c an  n o t  t e l l  from w here 

t h e  d a t a  o r i g i n a t e d  and to  w here  i t  i s  d e s t i n e d .
' * ' '  ' . a *  w  / ■

In  a d d i t i o n ,  i n  t h i s  t h e s i s ,  we d e s c r i b e  two d i s t r i b u t e d  a l g o r i t h m s  

f o r  c o n s t r u c t i n g  m in im a l s p a n n in g  t r e e s  i n  co m p u te r  co m m u n ica tio n  

n e tw o r k s ,  i n  w hich  t h e r e  i s  no one s o u r c e  o f  c o n t r o l .  The a l g o r i t h m s
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a r e  b o th  a sy n c h ro n o u s  and c o n c u r r e n t  i n  o p e r a t i o n .  Our i n v e s t i g a t i o n  

i n t o  t h e  d e s ig n  o f  su ch  a l g o r i t h m s  was spawned by o u r  e f f o r t s  t o  d e s ig n  

b r o a d c a s t  r o u t i n g  a l g o r i t h m s .  The m in im a l sp a n n in g  t r e e  can  b e  u sed  f o r  

f o r w a rd in g  b r o a d c a s t  m e s s a g e s .  Each node knows w hich  o f  t h e  ed g es  

i n c i d e n t  t o  i t  a r e  b ra n c h e s  o f  t h e  m in im a l sp an n in g  t r e e .  Hence, a 

" b r o a d c a s t "  p a c k e t  a r r i v i n g  on one  su ch  b ra n c h  would b e  d e l i v e r e d  to  a l l  

h o s t s  c o n n e c te d  to  t h e  n o d e , and fo rw ard ed  a lo n g  th e  re m a in in g  b r a n c h e s .  

By b e in g  a b l e  to  c o n s t r u c t  su ch  t r e e s  in  p a r a l l e l ,  i t  i s  p o s s i b l e  to  

a d a p t i v e l y  c o n s t r u c t  new m in im al sp an n in g  t r e e s  a s  t h e  c o n d i t i o n s  w i t h i n  

t h e  s u b n e t  c h a n g e .  M inimal sp an n in g  t r e e  r o u t i n g  a l s o  a p p e a r s  to  have 

a p p l i c a t i o n  in  th e  d e s ig n  o f  a d a p t i v e  r o u t i n g  a l g o r i t h m s ,  s i n c e  th e  

b r a n c h e s  o f  t h e  m in im a l s p a n n in g  t r e e  c o u ld  be  used  to  t r a n s m i t  d e la y  

e s t i m a t e s  to  a l l  n o d e s ,  r a t h e r  th a n  u s in g  th e  hop by hop r e f in e m e n t  

t e c h n iq u e  [M c Q u il lan 7 4 ] . The a d a p t i v e  v e r s i o n  o f  t h e  d i s t r i b u t e d  

a lg o r i t h m  h a s  a p p l i c a t i o n s  i n  com m unication  n e tw o rk s  l i k e  th e  P a c k e t  

R adio  N etw ork (PRNET) [Kahn75, Frank75] i n  w hich th e  p a c k e t  r a d i o  

r e p e a t e r s  m ust c o n f i g u r e  th e m s e lv e s  i n t o  a  v i r t u a l  to p o lo g y  when 

random ly  p l a c e d  i n  an o p e r a t i n g  e n v i ro n m e n t ,  f o r  exam ple when d ro p p ed  

o u t  o f  an a i r p l a n e .  The a l g o r i t h m s  can  a l s o  be  u sed  in  a  m u l t i p r o c e s s o r  

com puter  sy s tem  t o  c o n s t r u c t  m in im a l sp a n n in g  t r e e s  f o r  t h e  many 

a p p l i c a t i o n s  th e y  a r e  used  f o r .  We b e l i e v e  t h a t  t h e s e  a l g o r i t h m s  a r e  

t h e  f i r s t  o f  t h e i r  k i n d .  The d e s i g n  o f  su ch  a l g o r i t h m s  r e v e a l  t h e  k in d s  

o f  com m unica tion  . and s y n c h r o n i z a t i o n  p ro b lem s  t h a t  a r e  t y p i c a l  i n  

d i s t r i b u t e d  com puting  e n v i ro n m e n ts .
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1.2 ' Summary

In  C hap te r  2 ,  we p r e s e n t  two d i s t r i b u t e d  a lg o r i t h m s  f o r  th e  

c o n s t r u c t i o n  o f  m in im al sp an n in g  t r e e s  i n  com puter com m unication  

n e tw o rk s .  The a lg o r i th m s  a r e  b a se d  on th e  s e q u e n t i a l  a lg o r i th m  p roposed  

by  Prim [P r im 5 7 ] . The a lg o r i th m s  can  b e  e x ec u te d  c o n c u r r e n t l y  and 

a sy n c h ro n o u s ly  by th e  d i f f e r e n t  com pute rs  o f  th e  n e tw o rk . There  i s  no 

one p o i n t  o f  c o n t r o l .  The im p o r ta n t  f e a t u r e  in  t h e i r  d e s ig n  i s  th e  

s y n c h r o n iz a t i o n  and com m unication  betw een th e  p r o c e s s o r s ,  i n  an 

en v iro n m en t where t h e r e  may be a r b i t r a r y  d e la y s  i n  com m unica tion . The 

f i r s t  a lg o r i th m  i s  s t a t i c ,  i n  t h a t  i t  assum es c e r t a i n  i n i t i a l  c o n d i t i o n s  

and c o n s t r u c t s  t h e  m in im al sp an n in g  t r e e .  The second a lg o r i th m  i s  

a d a p t i v e  and e x e c u te s  c o n t i n u o u s l y .  I t  d y n a m ic a l ly  c o n v e r t s  t h e  o ld  

(m in im al)  sp an n in g  t r e e  i n t o  a  new m in im al sp an n in g  t r e e  when edge c o s t s  

ch an g e ,  n o d es  a r e  removed from th e  n e tw o rk ,  o r  new nodes a r e  added to  

t h e  n e tw o rk .  . Such a l g o r i t h m s  can  b e  used  i n  m u l t i p r o c e s s o r  com puter 

system s a s  w e l l .

C h ap te rs  3 and 4 f o c u s  on th e  d e s ig n  and a n a l y s i s  o f  b r o a d c a s t  

r o u t i n g  a lg o r i th m s  in  s t o r e - a n d - f o r w a r d  p a c k e t  sw i tc h e d  com puter 

n e tw o rk s .  C h ap te r  3 p ro p o s e s  f i v e  a l t e r n a t i v e s  to  s e p a r a t e l y  a d d r e s s in g  

p a c k e ts  to  each  d e s t i n a t i o n ,  and q u a l i t a t i v e l y  com pares them. The 

r e l i a b i l i t y  a c h i e v a b le  from t h e s e  a lg o r i th m s  i s  d e te r m in e d . The 

p r o p e r t i e s  o f  a  h ig h  l e v e l  b r o a d c a s t  p r o t o c o l  emerge from th e  p r o p e r t i e s  

o f  th e  u n d e r ly in g  r o u t i n g  a lg o r i th m  and th e  r e q u i r e m e n ts  o f  p r o c e s s e s  

u s in g  th e  p r o t o c o l .  We d i s c u s s  th e  t r a d e o f f s  be tw een  a  b r o a d c a s t - t o - a l l  

s t r a t e g y  compared to  a  b r o a d c a s t - t o - s u b s e t  s t r a t e g y .
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C hapter 4 p ro p o ses  perform ance  m easures  f o r  b ro a d c a s t  communication 

i n  such n e tw o rk s .  The m easures  d e te rm in e  the  overhead  imposed on th e  

communication subnet by a b r o a d c a s t , and th e  d e la y s  in  a c h ie v in g  

b r o a d c a s t .  The v a r io u s  b r o a d c a s t  r o u t in g  a lg o r i th m s  a r e  q u a n t i t a t i v e l y  

compared by d e te rm in in g  low er bounds on t h e i r  perform ance in  r e g u l a r  

g ra p h s .  The low er bounds d e te rm in e  th e  perfo rm ance  of th e s e  a lg o r i th m s  

i n  " i d e a l "  n e tw o rk s ,  a g a i n s t  which ne tw ork  d e s ig n e r s  may m easure  t h e i r  

n e tw o rk s .

In  C hapter 5 we d i s c u s s  th e  s t r u c t u r e  o f  a d i s t r i b u t e d  f i l e  system . 

We rev iew  c u r r e n t  work in  t h i s  e f f o r t ,  and p ropose  a model to s t r u c t u r e  

th e  c a ta lo g  o f  th e  f i l e  sy s tem , and sea rc h  a lg o r i th m s  f o r  l o c a t in g  th e  

f i l e s .  We show how th e  perfo rm ance  o f  th e  system  improves i f  t h e r e  i s  

an u n d e r ly in g  b ro a d c a s t  communication c a p a b i l i t y .  By u s in g  such a 

c a p a b i l i t y ,  i t  i s  n o t  n e c e s s a r y  to  have m u l t i p l e  c o p ie s  o f  th e  c a t a l o g ,  

which must be kep t c o n s i s t e n t .

C hapter 6 wraps up t h i s  t h e s i s  by s t a t i n g  th e  r e s u l t s  and 

c o n c lu s io n s  o f  ou r r e s e a r c h .  Open problem s stemming from our work a re  

s t a t e d ,  s in c e  they  p ro v id e  im p o r ta n t  a r e a s  f o r  f u t u r e  r e s e a r c h .  A s e t  

o f  Appendices enhance th e  d e s c r i p t i o n  in  v a r io u s  c h a p t e r s .  There i s  one 

Appendix p e r  c h a p te r  -  th e  f i r s t  one p ro v id e s  a d e t a i l e d  t a b l e  o f  

c o n te n t s  to  t h i s  t h e s i s .
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CHAPTER 2

DISTRIBUTED ALGORITHMS FOR CONSTRUCTING MINIMAL SPANNING TREES

2 .1  I n t r o d u c t i o n

In  t h i s  c h a p t e r ,  we p r e s e n t  two d i s t r i b u t e d  a l g o r i t h m s  f o r  

c o n s t r u c t i n g  m in im al sp a n n in g  t r e e s  i n  com pu te r  com m unica tion  n e tw o rk s .  

The a l g o r i t h m s  can  b e  e x e c u te d  c o n c u r r e n t l y  and a s y n c h r o n o u s ly  by  t h e  

d i f f e r e n t  co m p u te rs  o f  a  n e tw o rk .  T h e re  i s  no one s o u r c e  o f  c o n t r o l .  

The a l g o r i t h m s  a r e  a l s o  s u i t a b l e  f o r  c o n s t r u c t i n g  m in im a l sp an n in g  t r e e s  

u s in g  a m u l t i p r o c e s s o r  com pute r  sy s te m .  The f i r s t  a l g o r i t h m  i s  s t a t i c ,  

i n  t h a t  i t  a ssum es  c e r t a i n  i n i t i a l  c o n d i t i o n s  and  c o n s t r u c t s  t h e  m in im al 

sp an n in g  t r e e .  The second  a l g o r i t h m  i s  a d a p t i v e  and e x e c u t e s  

c o n t i n u o u s l y .  I t  d y n a m ic a l ly  c o n v e r t s  an o l d  (m in im al)  sp a n n in g  t r e e  

i n t o  a  new m in im a l s p a n n in g  t r e e  when edge  c o s t s  c h a n g e ,  n o d e s  a r e  

removed from th e  n e tw o rk ,  o r  new n o d es  a r e  added to  t h e  n e tw o rk .  Some 

a p p l i c a t i o n s  i n  com puter  com m unica tion  n e tw o rk s  t h a t  r e q u i r e  

c o n s t r u c t i n g  m in im a l  sp an n in g  t r e e s  a r e  now d e s c r i b e d .

The m in im a l sp a n n in g  t r e e  can  b e  u sed  f o r  fo r w a r d in g  b r o a d c a s t  

m essag es  i n  d i s t r i b u t e d  o p e r a t i n g  s y s te m s  b u i l t  on to p  o f  a  p a c k e t  

s w i tc h e d  n e tw o rk .  I f  a  m in im a l sp a n n in g  t r e e  was embedded on th e  

e x i s t i n g  s u b n e t  t o p o lo g y ,  t h e n  any n o d e  on t h i s  m in im a l sp a n n in g  t r e e  

c o u ld  i n i t i a t e  a  b r o a d c a s t ,  and  th e  p a c k e t s  would be  fo rw ard ed  a lo n g  

t h i s  t r e e  to  a l l  d e s t i n a t i o n s .  Each node  knows w hich  o f  th e  ed g es  

i n c i d e n t  to  i t  a r e  b r a n c h e s  o f  t h e  m in im a l sp a n n in g  t r e e .  H ence, a
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" b r o a d c a s t "  p a c k e t  a r r i v i n g  on one such  b ra n c h  would be  d e l i v e r e d  to  a l l  

h o s t s  c o n n e c te d  to  t h e  n ode , and fo rw arded  a lo n g  t h e  rem a in in g  b r a n c h e s .  

T h is  t e c h n iq u e  a ssu m e s ,  o f  c o u r s e ,  t h a t  th e  c o s t  o f  com m unication a lo n g  

an  edge o f  th e  n e tw o rk  i s  same i n  b o th  d i r e c t i o n s .  T h is  i s  n o t  t r u e ,  i n  

g e n e r a l ,  f o r  FSNs, s i n c e  t h e  t r a f f i c  p a t t e r n s  d e te rm in e  th e  qu eu e in g  

d e l a y s  i n  e i t h e r  d i r e c t i o n  o f  a l i n k .  I t  i s ,  how ever, n o t  a  bad 

a p p ro x im a t io n .  F ig u r e  2 .1  shows th e  com m unication  su b n e t  o f  a  PSN w ith  

t h e  embedded m in im al sp an n in g  t r e e .  I f  b r o a d c a s t  was i n i t i a t e d  from a 

h o s t  c o n n ec te d  to  node 1, th e n  a  p a c k e t  would b e  t r a n s m i t t e d  a lo n g  each  

o f  th e  m in im al sp an n in g  t r e e  b ra n c h e s  in  th e  d i r e c t i o n s  shown in  th e  

f i g u r e .  Note t h a t  a l l  th e  edges  i n  th e  s u b n e t  do n o t  have  th e  same 

c o s t .  We exam ine, i n  d e t a i l ,  t h e  s u i t a b i l i t y  o f  u s in g  th e  m in im al 

sp an n in g  t r e e  f o r  b r o a d c a s t  r o u t i n g  i n  C h a p te rs  3 and 4 .

B ro a d c a s t  r o u t i n g  i s  a l s o  used  by t h e  m in im al sp an n in g  t r e e  

a lg o r i th m s  th e m s e lv e s .  When th e  m in im al sp an n in g  t r e e  h a s  been  

c o n s t r u c t e d ,  a l l  nodes  must b e  in fo rm ed  and " th e  s im p le s t  way i s  to  

b r o a d c a s t  t h e  m essage  a lo n g  th e  b ra n c h e s  o f  t h e  t r e e .  In  th e  

c o n s t r u c t i o n  p r o c e s s  i t s e l f ,  a  m essage may have  to  be s e n t  from one node 

to  a n o th e r  in  t h e  same s u b t r e e  a s  th e  o r i g i n a t o r .  We s h a l l  s e e  t h a t  we 

can  u se  t h e  s u b t r e e  f o r  r o u t i n g ,  by b r o a d c a s t i n g  t h e  m essage r a t h e r  th a n  

r e l y i n g  on a n o th e r  u n d e r ly in g  r o u t i n g  m echanism.

M inimal sp a n n in g  t r e e  r o u t i n g  a l s o  a p p e a r s  to  hav e  a p p l i c a t i o n  in  

t h e  d e s ig n  o f  a d a p t i v e  r o u t i n g  a l g o r i t h m s ,  s i n c e  t h e  b ra n c h e s  o f  th e  

m in im al sp an n in g  t r e e  c o u ld  be  used  to  b r o a d c a s t  d e la y  e s t i m a t e s  to  a l l  

n o d e s ,  r a t h e r  th a n  u s in g  a  hop by  hop r e f in e m e n t  t e c h n iq u e  

[M cQ u il lan 7 4 ] . We h av e  n o t  e x p lo re d  t h i s  p o s s i b i l i t y .
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F ig u re  2 . 1 .  BROADCAST ALONG THE BRANCHES OF THE MST INITIATED 
FROM NODE 1 .
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The a d a p t i v e  a l g o r i t h m  h a s  s p e c i a l  a p p l i c a t i o n  in  co m m u n ica tio n  

n e tw o rk s  l i k e  t h e  P a c k e t  R adio  N etw ork  (PRNET) [Kahn75, F r a n k 7 5 ] . The 

p a c k e t  r a d i o  r e p e a t e r s  m ust c o n f i g u r e  th e m s e lv e s  i n t o  a  s u i t a b l e  

t o p o lo g y  when ran d o m ly  p l a c e d  i n  an o p e r a t i n g  e n v i r o n m e n t ,  f o r  exam ple  

when d ro p p ed  o u t  o f  an a i r p l a n e .  C u r r e n t l y  a  t r e e - l i k e  to p o lo g y  i s  s e t  

up from  a  c e n t r a l i z e d  p o i n t  o f  c o n t r o l .  I f  a  m in im a l s p a n n in g  t r e e  i s  

a c c e p t a b l e ,  t h e n  t h i s  a l g o r i t h m  c o u ld  b e  u s e d .

S e c t i o n  2 .2  d i s c u s s e s  c o n s t r u c t i o n  p r i n c i p l e s  f o r  m in im a l sp a n n in g  

t r e e s ,  and  s e c t i o n  2 .3  d e s c r i b e s  an  a b s t r a c t  p a r a l l e l  a l g o r i t h m  by w hich  

s u c h  t r e e s  can  b e  c o n s t r u c t e d  i n  a  d i s t r i b u t e d  e n v i r o n m e n t .  S e c t i o n s

2 .4  and 2 .5  d i s c u s s  th e  s t a t i c  a l g o r i t h m ,  and 2 .6  t h e  a d a p t i v e  

a l g o r i t h m .  These  a l g o r i t h m s  a r e  b a s e d  on th e  a b s t r a c t  p a r a l l e l  

a l g o r i t h m .
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2 .2  C o n s t r u c t i o n  P r i n c i p l e s  f o r  M inim al S pann ing  T re e s  -

13

In  t h i s  s e c t i o n  we re v ie w  d e f i n i t i o n s  and c o n s t r u c t i o n  p r i n c i p l e s  

o f  m in im a l sp a n n in g  t r e e s .  A n e tw o rk  i s  composed o f  a  s e t  o f  nodes  and 

a  s e t  o f  ed g es  t h a t  c o n n e c t  p a i r s  o f  n o d es  and have  a  c o s t  a s s o c i a t e d  

w i th  them . The M inimal S panning  T ree  (MST) o f  such  a  n e tw o rk  i s  a

s u b s e t  o f  t h e  e d g e s  such  t h a t  t h e r e  e x i s t s  a  p a th  b e tw een  e v e r y  p a i r  o f

n o d e s ,  and th e  sum o f  t h e  c o s t  o f  t h e s e  e d g es  i s  a  minimum. The ed g es  

i n  t h i s  MST w i l l  b e  c a l l e d  th e  b r a n c h e s  o f  t h e  MST.

In  g ra p h  t h e o r e t i c a l  te rm s  th e  MST prob lem  can  b e  s t a t e d  a s

f o l l o w s .  C o n s id e r  a  c o n n e c te d ,  u n d i r e c t e d  g r a p h ,  G, w i th  v e r t e x  s e t  V, 

and edge  s e t ,  E (E i s  a s u b s e t  o f  VxV). A s p a n n in g  t r e e  i s  a s u b s e t  o f  

E, su ch  t h a t  t h e r e  i s  a  u n iq u e  p a th  be tw een  any  two v e r t i c e s  i n  V. 

Suppose t h e r e  i s  a  c o s t  a s s o c i a t e d  w i th  e v e r y  edge  i n  E; a m in im al

sp a n n in g  t r e e  o f  G i s  a sp a n n in g  t r e e  o f  G t h a t  m in im iz e s  t h e  sum o f  t h e

c o s t  o f  t h e  e d g e s .  [ B e n t l e y 7 5 ] . •

The p a th  be tw een  any  two n o d es  i n  a  sp a n n in g  t r e e  i s  th e  s e q u e n c e  

o f  e d g es  o f  t h e  sp a n n in g  t r e e  t h a t  m ust b e  t r a v e r s e d  to  g e t  from one

node t o  t h e  o t h e r .  The c o s t  o f  a  p a t h  i s  t h e  sum o f  t h e  e d g es

c o m p r is in g  t h e  p a t h .  I f  t h e  c o s t  o f  a  p a th  i s  l a r g e r  th a n  t h a t  o f  

a n o t h e r ,  th e n  t h a t  p a th  i s  s a i d  to  be  l o n g e r  th a n  th e  o t h e r .  The 

d i a m e te r  o f  a sp a n n in g  t r e e  i s  th e  c o s t  o f  t h e  l o n g e s t  p a th  i n  th e  

sp a n n in g  t r e e .

B e n t le y  and F riedm an  [B e n tley 7 5 ]  b r i e f l y  r e v ie w  e x i s t i n g  te c h n i q u e s  

f o r  t h e  c o n s t r u c t i o n  o f  MSTs and  p ro p o se  f a s t  a l g o r i t h m s  f o r  th e
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c o n s t r u c t i o n  o f  MSTs i n  m u l t id im e n s io n a l  c o o r d in a t e  s p a c e s .  These 

a l g o r i t h m s - a r e - o f  th e  o r d e r  o f  Nl'ogNV where N i s  t h e  number o f  n o d e s .  A 

c o m p le te  b i b l i o g r a p h y  on th e  s u b j e c t  (up to  1974) can  be found in  

[ P i e r c e 7 5 ] . The c o n s t r u c t i o n  p r i n c i p l e s  f o r  MSTs were f i r s t  f o r m a l i z e d  

by Prim  [Prim57] and a r e  a p p l i c a b l e  to  n e tw o rk s  f o r  w hich th e  edge c o s t s  

( e . g .  l e n g t h ,  d i s t a n c e ,  d e la y )  need n o t  be  d i s t i n c t  o r  c o n s i s t e n t  w ith  

E u c l id e a n  g eo m etry .

The n e tw o rk s  o f  i n t e r e s t  to  us  w i l l  be  th e  g e n e r a l  c l a s s  o f  

n e tw o rk s  s t u d i e d  by Prim .

2 .2 .1  P r i m 's  P r i n c i p l e s

Prim  (1957) s u g g e s te d  two p r i n c i p l e s  f o r  c o n s t r u c t i n g  MSTs. We 

p a r a p h r a s e  some o f  h i s  d e f i n i t i o n s ,  c o n s t r u c t i o n  r u l e s ,  and c o n d i t i o n s .  

The p r i n c i p l e s  assume t h a t  t h e  c o n s t r u c t i o n  p r o c e s s  i s  s e q u e n t i a l .  An 

i s o l a t e d  node i s  a  node t o  w h ich , a t  a  g iv e n  s t a g e  o f  t h e  c o n s t r u c t i o n ,  

no c o n n e c t io n s  have  y e t  been  made. A f rag m en t i s  a s u b s e t  o f  nodes  

c o n n ec te d  by e d g es  be tw een  members o f  th e  s u b s e t .  These ed g es  w i l l  

become b ra n c h e s  o f  t h e  MST. An i s o l a t e d  f rag m e n t  i s  a  f rag m e n t  to  

w h ich , a t  a  g iv e n  s t a g e  o f  c o n s t r u c t i o n ,  no e x t e r n a l  c o n n e c t io n s  have  

been  made. The d i s t a n c e  ( c o s t )  o f  a node from a f rag m e n t  o f  which i t  i s  

n o t  an e lem en t  i s  th e  minimum o f  i t s  d i s t a n c e s  ( c o s t s )  from  each  o f  th e  

i n d i v i d u a l  nodes  c o m p r is in g  th e  f r a g m e n t .  A n e a r e s t  n e ig h b o r  o f  a node 

i s  a node whose d i s t a n c e  from th e  s p e c i f i e d  node i s  a t  l e a s t  a s  s m a l l  a s  

t h a t  o f  any o t h e r .  A n e a r e s t  n e ig h b o r  o f  a  f r a g m e n t , a n a lo g o u s ly ,  i s  a 

node whose d i s t a n c e  from th e  s p e c i f i e d  f rag m en t i s  a t  l e a s t  a s  s m a l l  a s  

t h a t  o f  any  o t h e r .
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Prim proved t h a t  an MST co u ld  always be  c o n s t r u c te d  by fo l lo w in g  

th e  fo l lo w in g  two p r i n c i p l e s .

P r i n c i p l e  1 ( P I ) : Any i s o l a t e d  node can be connec ted  to  a  n e a r e s t  

n e ig h b o r .

P r i n c i p l e  2 (P 2 ) : Any i s o l a t e d  fragm ent can b e  connec ted  to  a

n e a r e s t  n e ig h b o r  by a s h o r t e s t  a v a i l a b l e  edge*.

These p r i n c i p l e s  were b ased  on two n e c e s s a ry  c o n d i t i o n s .

N ecessa ry  C o n d it io n  1 (NCI): Every node in  an MST must be connec ted  

to  a t  l e a s t  one n e a r e s t  n e ig h b o r .

N ecessa ry  C o n d it io n  2 (NC2): Every fragm ent in  an MST must be

connec ted  to  a t  l e a s t  one n e a r e s t  n e ig h b o r  by a  s h o r t e s t  a v a i l a b l e  

edg e .

2 .2 .2  E x i s t in g  A lgorithm s

Most e x i s t i n g  a lg o r i th m s  use  PI and P2 to  c r e a t e  an i s o l a t e d  

f ragm en t and th en  in c r e a s e  th e  number o f  nodes in  th e  fragm ent u n t i l  i t  

becomes an MST. The p rim ary  concern  has  been how to  s t r u c t u r e  th e  d a ta  

so t h a t  i t  i s  p o s s i b l e  to  q u ic k ly  d e te rm in e  th e  s h o r t e s t  edge by which 

an i s o l a t e d  fragm ent can be  connec ted  to  a node o u t s i d e  i t .  T h is  i s  o f

*The n e a r e s t  n e ig h b o r  o f  a fragm ent may be  connec ted  to  th e  nodes o f  th e  
fragm ent by more than  one edge. U su a l ly  th e  p ro c e ss  o f  d e te rm in in g  th e  
n e a r e s t  n e ig h b o r  o f  a fragm ent w i l l  in v o lv e  exam ining th e  edge c o s t s  
c o n n ec t in g  nodes w i th in  th e  fragm ent to  nodes o u t s id e  i t ,  and so th e  
s h o r t e s t  a v a i l a b l e  edge w i l l  e a s i l y  be  d e te rm in e d .
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g r e a t  im p o r ta n c e  i f  a f u l l y  c o n n e c te d  n e tw o rk  h a v in g  a  l a r g e  number o f  

n odes  i s  u n d e r  s t u d y .  A l l  t h e s e  a l g o r i t h m s  a r e  s e q u e n t i a l ;  t h e r e  i s  no 

c o n c u r re n c y  i n  g row ing  many i s o l a t e d  f r a g m e n ts .  The m u l t i - f r a g m e n t  

a l g o r i t h m  [B en tley 7 5 J  i s  s e q u e n t i a l  i n  i t s  o p e r a t i o n .

The g o a l  o f  o u r  r e s e a r c h  i s  t o  d e s c r i b e  c o n c u r r e n t ,  a sy n c h ro n o u s  

a l g o r i t h m s  t o  c r e a t e  an  MST. Such a l g o r i t h m s  a r e  d e s i r a b l e  n o t  

n e c e s s a r i l y  f o r  t h e  i n c r e a s e d  sp eed  o f  e x e c u t io n  (w h ich  we e x p e c t ) , b u t  

a l s o  b e c a u s e  th e y  e n s u r e  t h a t  t h e r e  i s  no one s o u r c e  o f  c o n t r o l .  Such 

a l g o r i t h m s  a r e  i d e a l l y  s u i t e d  to  com pute r  com m unication  n e tw o rk s ,  i n  

w hich  c o n t r o l  i s  d i s t r i b u t e d  i n  o r d e r  t o  im prove th e  r e l i a b i l i t y  o f  t h e  

n e tw o rk ,  and to  make t h e  n e tw o rk  more s e n s i t i v e  to  ch an g in g  lo a d  

c o n d i t i o n s .  The a l g o r i t h m s  may a l s o  b e  u sed  f o r  c o n s t r u c t i n g  MSTs f o r  

o t h e r  a p p l i c a t i o n s  u s in g  a  m u l t i p r o c e s s o r  c o m p u te r ,  su c h  a s  t h e  P l u r i b u s  

[ O r n s t e i n 7 5 ] .
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2 .3  P a r a l l e l  MST a lg o r i th m s

In  th e  m ost a b s t r a c t  s e t t i n g ,  p a r a l l e l  a l g o r i t h m s ,  b a sed  on P r im 's  

p r i n c i p l e s ,  f o r  c o n s t r u c t i n g  MSTs can  be  s t a t e d  a s  f o l l o w s .

I n i t i a l i z a t i o n ; L e t e v e ry  node be a f r a g m e n t .  A frag m en t i s  a 

s u b t r e e  o f  th e  MST. The MST i s  u n iq u e  i f  a l l  t h e  edge c o s t s  a r e  

d i s t i n c t  [ K ru s k a l5 6 ] .

G e n e ra l  s t e p : Choose one o r  more f r a g m e n ts .  For each  frag m en t

ch o sen  s e l e c t  t h e  minimum c o s t  edge  c o n n e c t in g  a  node o f  th e  

f rag m e n t  t o  a  node o u t s i d e  th e  f r a g m e n t .  Add a l l  s e l e c t e d  edges  to  

th e  sp an n in g  t r e e  b e in g  c o n s t r u c t e d .  These added edges  combine 

c e r t a i n  f r a g m e n ts .  Combine th e s e  f rag m e n ts  i n t o  new, l a r g e r  

f r a g m e n t s .

R epea t t h e  g e n e r a l  s t e p  u n t i l  o n ly  one f rag m en t i s  l e f t .

I t  i s  im m edia te  from th e  b a s i c  p r o p e r t i e s  o f  minimum sp an n in g  t r e e s  

and from th e  f a c t  t h a t  th e  MST i s  u n iq u e ,  t h a t  t h i s  a lg o r i th m  c o r r e c t l y  

com putes t h e  MST. The d i f f i c u l t i e s  i n  im plem enting  th e  a lg o r i th m  a r i s e

c h a p te r  two t e c h n iq u e s  f o r  p e r fo rm in g  com m unication  and s y n c h r o n iz a t io n  

b e tw een  th e  c o n c u r r e n t  p r o c e s s e s ,  and d e s c r i b e  p o s s i b l e  a l t e r n a t i v e s  and 

t h e i r  u n d e r ly in g  a s s u m p t io n s .  We c a l l  t h e s e  a lg o r i th m s  d i s t r i b u t e d  

a lg o r i th m s  b e c a u s e  th e  com pu te rs  o f  a n e tw o rk  a r e  v e ry  l o o s e l y  c o u p le d ,  

and b e c a u s e  we would l i k e  th e  a l g o r i t h m s  to  b e  r e s i l i e n t  to  ne tw o rk  

e r r o r s  and f a i l u r e s .

s y n c h r o n iz a t io n  p ro b le m s .  We p r e s e n t  i n  t h i s
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2 .3 .1  P r o p e r t i e s  o f  D i s t r i b u t e d  MS.T A lg o ri th m s

18

A d i s t r i b u t e d  a lg o r i th m  c o n s i s t s  o f  a program e x e c u t in g  i n  each  o f  

th e  nodes such  t h a t ,  when a l l  th e  program s t e r m in a t e ,  th e  r e s u l t  would 

b e  an  MST c o n n e c t in g  th e  n o d es .  Every node w i l l  know which o f  t h e  edges 

co n n ec ted  to  i t  a r e  b ra n c h e s  o f  th e  MST. I t  w i l l  be  n e c e s s a ry  f o r  th e  

nodes  to  communicate w ith  t h e i r  n e ig h b o rs  o r  some o th e r  node by means o f  

m essag es .  P r o p e r t i e s  o f  such  a lg o r i th m s  t h a t  a r e  o f  i n t e r e s t  i n c lu d e :

( i )  Does sh a red  in fo r m a t io n  betw een nodes have to  be  lo ck ed  when 

m o d if ied ?

( i i )  What form of s y n c h r o n iz a t io n  i s  r e q u i r e d  between th e  nodes?

( i i i )  Are t h e r e  any s p e c i a l  i n i t i a l  c o n d i t io n s ?

( iv )  Does th e  a lg o r i th m  work o n ly  f o r  c e r t a i n  co m b in a tio n  edge 

c o s t s ?

(v) In  a ne tw ork  env ironm ent can  th e  a lg o r i th m  a cco u n t f o r  some o f  

th e  nodes go ing  down, new nodes coming up , edges  b r e a k in g ,  o r  edge 

c o s t s  changing?

In  o r d e r  to  p ro v e  t h a t  any a lg o r i th m  f o r  c o n s t r u c t i n g  MSTs w orks, 

i t  i s  s u f f i c i e n t  to  show t h a t  e v e ry  O p e r a t i o n  perfo rm ed  i s  i d e n t i c a l  to  

P i o r  P2, and t h a t  th e  a lg o r i th m  t e r m i n a t e s .  We w i l l  c o n s t a n t l y  map th e  

a lg o r i th m s  we d e s c r i b e ,  i n  te rm s  o f  th e  a b s t r a c t  p a r a l l e l  a lg o r i th m  in  

o r d e r  to  see  how th e  s y n c h r o n iz a t io n  and communication betw een th e  

c o n c u r r e n t  asy n ch ro n o u s  p r o c e s s e s  i s  a c h ie v e d .  Note t h a t  f o r  th e
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p a r a l l e l  a l g o r i t h m  b a se d  on P r a m 's  p r i n c i p l e s  t o  w ork , t h e  edge  c o s t s  i n  

th e  n e tw o rk  m ust b e  d i s t i n c t  so  t h a t  t h e  MST i s  u n iq u e .  T h i s  i n  g e n e r a l  

w i l l  n o t  b e  t h e  c a s e ,  and so we f i r s t  d e s c r i b e  a  d i s t r i b u t e d  t r a n s f o r m  

by  w hich  a  g ra p h  can  b e  c o n v e r t e d  i n t o  one  w i th  d i s t i n c t  ed g e  c o s t s .

2 . 3 . 2  T r a n s fo rm in g  a  N etw ork  i n t o  one w i th  D i s t i n c t  Edge C o s ts

S in c e  t h e r e  i s  o n ly  one  ed g e  c o n n e c t i n g  any  two n o d e s  i n  th e

n e tw o rk ,  and  n o d es  h av e  d i s t i n c t  i d e n t i t i e s  (n u m b e r s ) ,  e a c h  ed g e  h a s  a

u n iq u e  p a i r  o f  node  i d e n t i t i e s  a s s o c i a t e d  w i th  i t .  T h is  makes i t  v e r y

e a s y  t o  d y n a m ic a l ly  o r d e r  t h e  e d g e s  w i th  t h e  same c o s t ,  t h u s  

t r a n s f o r m i n g  t h e  n e tw o rk  i n t o  one w i th  d i s t i n c t  edge  c o s t s .  S p i r a

s u g g e s t e d  an  i d e a  t h a t  l e d  to  t h i s  t r a n s f o r m ,  and  t h e  fo rm a l  

d e s c r i p t i o n ,  w h ich  f o l l o w s ,  was s u g g e s te d  by  T a r j a n .

L e t  C (e) b e  t h e  c o s t  a s s o c i a t e d  w i th  ed g e  e ,  w here  e  i s  a  t u p l e  

( n l» n 2^* w here  n^ and n 2  a r e  t h e  i d e n t i t i e s  o f  t h e  two n o d e s .  L e t  th e  

m o d i f ie d  c o s t  C ' (e )  o f  e b e  t h e  t r i p l e

C ' ( e )  = ( C ( e ) , min(n1,n2), max(n1,n2)).

The t r i p l e s  a r e  o r d e r e d  l e x i c o g r a p h i c a l l y ,  i . e .  ( i , j , k )  < ( i ' , j ' , k ' >  i f f  

i < j , o r  i = i '  and j < j ' , o r  i = i '  and j = j '  and k < k ' . W ith  m o d i f i e d  c o s t s  

d e f i n e d  i n  t h i s  way a l l  ed g es  h a v e  d i s t i n c t  c o s t s ,  and C (e^ )  < C (e 2 ) 

i m p l i e s  C ' ( e j )  < C ' ( e 2 ) w here  e^ and  e 2  a r e  any  two e d g e s  i n  t h e  

n e tw o rk .  T h e re  i s  now a  t o t a l  o r d e r i n g  d e f i n e d  on t h e  m o d i f i e d  edge  

c o s t s ,  and  t h a t  i s  a l l  t h a t  i s  n e c e s s a r y  f o r  t h e  p a r a l l e l  MST a l g o r i t h m  

t o  w ork .
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T h is  t r a n s f o r m a t i o n  can  be  p e rfo rm ed  e v e r y  t im e  a  node com pares  th e  

c o s t  o f  two e d g e s ,  s i n c e  e ac h  node  i n  a n e tw o rk  t y p i c a l l y  knows th e  

i d e n t i t y  o f  t h e  node a t  t h e  o t h e r  end o f  an  e d g e .  H ence, t h e  n e tw o rk  

can  b e  t r a n s f o r m e d  i n t o  one w i th  d i s t i n c t  edge  c o s t s  u s in g  a  d i s t r i b u t e d  

a l g o r i t h m .
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2 .4  A S t a t i c  D i s t r i b u t e d  MST A lg o ri th m

21

This  d i s t r i b u t e d  a lg o r i th m  can be  used  to  c o n s t r u c t  an MST i n  a 

com puter n e tw o rk ,  o r  u s in g  a  m u l t i p r o c e s s o r  computing system . The 

a lg o r i th m  assum es t h a t  a l l  components o f  th e  d i s t r i b u t e d  env ironm ent a r e  

f u n c t io n in g  c o r r e c t l y ,  and t h a t  each  node knows which o t h e r  nodes a r e  

i t s  n e ig h b o rs  and th e  c o s t  o f  th e  edges  c o n n e c t in g  i t  to  i t s  n e ig h b o r s .  

Th is  a lg o r i th m  i s  n o t  a d a p t iv e  to  changing  edge c o s t s  o r  new nodes b e in g  

added to  th e  n e tw o rk ,  and hence  th e  term " s t a t i c " .

2 .4 .1  The B a s ic  Model

The u n d e r ly in g  p h i lo s o p h y  o f  th e  a lg o r i th m  i s  based  on NCI, which 

s t a t e s  t h a t  e v e ry  node m ust be c o n n ec ted  to  a t  l e a s t  one o f  i t s  n e a r e s t  

n e ig h b o r s .  Hence e v e ry  node knows which n e ig h b o r  to  form a  b ra n c h  w i th .  

However, th e  r e s u l t  o f  such  an a c t i o n  by e v e ry  node w i l l  c r e a t e  an MST 

o n ly  i n  some c a s e s .  In  g e n e r a l ,  su ch  an a c t i o n  w i l l  p ro d u ce  a number o f  

f rag m en ts  t h a t  m ust be c o n n ec ted  t o g e t h e r  a p p r o p r i a t e l y .  The 

d i s t r i b u t e d  a lg o r i th m  must d i s c o v e r  t h a t  such  a fragm ent h a s  been  

c r e a t e d  and th e n  choose  an a p p r o p r i a t e  edge to  c o n n ec t  th e  fragm en t to  

o th e r  such  f rag m e n ts  w i th o u t  in t r o d u c in g  any c y c l e s  in  th e  g ra p h .

We now in t r o d u c e  some d e f i n i t i o n s ,  and p ro v e  some s im p le  p r o p e r t i e s  

o f  th e  m odel.  T h is  i s  m a in ly  to  p ro v id e  a framework and v o c a b u la ry  f o r  

th e  t r e a tm e n t  o f  th e  a lg o r i th m  which w i l l  f o l lo w .
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F ig u re  2 .2 a  shows a  ne tw ork , i n  which ev e ry  edge has  a d i s t i n c t  

c o s t  a s s o c i a t e d  w ith  i t .  The MST f o r  t h i s  ne tw ork  i s  sho rn  in  f i g u r e

2 .2 b .  N o tice  t h a t  some o f  th e  b ra n c h es  o f  t h i s  MST have been m arked.

The m ark ings  have th e  fo l lo w in g  i n t e r p r e t a t i o n :

 • Such a b ran ch  i s  c a l l e d  a s i n g ly  marked b ra n c h .  T h is  b ranch

i s  p a r t  o f  th e  MST s in c e  i t  c o n n ec ts  th e  node from which th e

arrow  em anates to  i t s  n e a r e s t  n e ig h b o r  (by v i r t u e  o f  NCI).

»-► ^ * Such a b ra n c h  i s  c a l l e d  a . doub ly  marked b ra n c h .  I t  c o n n ec ts

b o th  nodes  to  t h e i r  n e a r e s t  n e ig h b o r s .

• ■ T h is  b ran ch  i s  unmarked.

In  f i g u r e  2 .2 b ,  edges BD, CF, GF, F J , NM, E l ,  HK and PO a r e  s in g ly  

marked. Edges AD,: IK, LO and JM a r e  doubly  marked w h ile  DE, EF and IL 

a re  unmarked.

The l a r g e s t  f ragm en ts  composed on ly  o f  marked b ran ch es  ( s i n g l y  o r  

doubly) w i l l  be c a l l e d  Marked Fragm ents (MFs). N o tice  t h a t  MFs a r e  

connec ted  by unmarked b ran c h es  t o  form l a r g e r  fragm en ts  u n t i l  th e  MST i s  

form ed. In  f i g u r e  2 .2 b ,  unmarked b ranch  DE co n n ec ts  marked fragm ents

{A, B, D> and <H, K, I ,  E). In  a  ne tw ork  t h a t  does  n o t  have  d i s t i n c t

edge c o s t s ,  a number o f  MSTs a r e  p o s s i b l e .  There  may be  d i f f e r e n t  ways 

o f  c r e a t i n g  MFs in  each  c a s e ,  and so th e  number and i d e n t i t y  o f  th e  

s i n g ly  and doubly  marked b ran ch es  w i l l  v a ry .
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A NETWORK

Figure 2.2b. THE MINIMAL SPANNING TREE FOR THE NETWORK.
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We now s t a t e  and p ro v e  some s im p le  p r o p e r t i e s  o f  t h e s e  MSTs.

We know t h a t  a n e tw o rk  w i th  N n o d es  h a s  an  MST w i th  N -l b r a n c h e s .

Theorem 2 . 1 : In  an  MST, t h e  number o f  MFs e q u a l s  t h e  number o f  d o u b ly

m arked b r a n c h e s ,  and each  su c h  f ra g m e n t  c o n t a i n s  e x a c t l y  one d o u b ly

m arked b r a n c h .

P r o o f : E very  MF i s  a  s u b t r e e  o f  t h e  MST (by  d e f i n i t i o n  o f  th e  

c o n s t r u c t i o n  o f  MSTs). Each MF i s  a l s o  an  MST f o r  th e  nodes  

in c lu d e d  i n  t h e  MF ( a l s o  by  d e f i n i t i o n  o f  MSTs).

E very  node  i n  t h e  MF ( l e t  t h e r e  b e  m o f  t h e s e )  h a s  a  n e a r e s t

n e ig h b o r .  T hus , m b r a n c h e s  w i l l  b e  m ark ed . However, t h e r e  a r e  

o n ly  m-1 b r a n c h e s  i n  an  MST o f  m n o d e s ,  so  i t  f o l l o w s  t h a t  e x a c t l y  

one b r a n c h  m ust b e  d o u b ly  m arked . T hus , e ac h  MF h a s  e x a c t l y  one 

d o u b ly  marked b r a n c h .

The c o m p le te  MST c o n s i s t s  o f  a  s e t  o f  MFs, and th e  number o f  

u n iq u e ly  d o u b ly  marked b r a n c h e s  i s  t h e  c a r d i n a l i t y  o f  t h e  s e t  o f  

MFs i n  t h e  MST.

Q . E . D.

C o r o l l a r y  2 . 1 . 1 : E very  MST h a s  a t  l e a s t  one d o u b ly  marked b ra n c h

Theorem 2 . 2 ; In  an  MST, t h e  number o f  unmarked b ra n c h e s  i s  e q u a l  to  one 

l e s s  th a n  t h e  number o f  MFs.

P r o o f ; The marked f ra g m e n ts  o f  th e  MST c an  b e  v iew ed  a s  s u p e r  nodes  

t h a t  a r e  c o n n e c te d  by  unmarked b ra n c h e s  to  form a t r e e .  A t r e e
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w ith  N n o d es  h a s  N -l b r a n c h e s ,  and so th e  number o f  unmarked

b r a n c h e s  in  an MST i s  one l e s s  th a n  th e  number o f  MFs.

Q.E.D.

A c h a in  i s  a node s u b s e t  ( c o n t a i n i n g  one o r  more nodes)  c o n n ec ted  

by e d g e s ,  t h a t  a r e  s i n g l y  m arked . These ed g es  c o n n e c t  nodes  t o  t h e i r  

n e a r e s t  n e ig h b o r .  Edges a r e  u n iq u e  to  a n o d e , i . e .  an  edge  c an n o t  

c o n n e c t  two nodes  to  each  o t h e r s '  n e a r e s t  n e ig h b o r s .  Such a  c h a in  i s  a  

f rag m e n t  (b u t  n o t  a  MF), and an  MST f o r  th e  node s u b s e t .  The c h a in  w i l l  

b e  s a id  to  have  one a c t i v e  node -  th e  node t h a t  would c o n n ec t  i t s e l f  to

i t s  n e a r e s t  n e ig h b o r  i f  t h e  c h a in  were e x te n d e d ,  and s t i l l  keep th e

f rag m e n t  a  c h a in .  In  f i g u r e  2 .2b  some o f  t h e  c h a in s  and t h e i r  a c t i v e  

nodes  a r e  (GF; F a c t i v e ) ,  (G ; G a c t i v e ) ,  (GF, F J ;  J  a c t i v e ) ,

(CF, GF, F J ;  J  a c t i v e )  and (CF, GF; F a c t i v e ) .

N o t ic e  t h a t  t h e r e  i s  a c e r t a i n  m o n o to n ic i ty  among th e  c o s t s  o f  

b ra n c h e s  i n  a  c h a in .  F o r  e v e ry  node i n  th e  c h a i n ,  t h e  c o s t  o f  th e  

b ra n c h e s  i n c i d e n t  a t  t h e  node ( a s  d e te rm in e d  by th e  m ark in g s  on th e  

b ra n c h )  i s  g r e a t e r  th a n  o r  e q u a l  to  th e  c o s t  o f  t h e  b ra n c h  l e a v i n g  th e  

node  ( t h e r e  i s  o n ly  o n e ) .  T h is  f a c t  w i l l  b e  p roved  i n  th e  fo l lo w in g  

th e o re m .

Theorem 2 . 3 : The c o s t  o f  t h e  p o t e n t i a l  b ra n c h  from th e  a c t i v e  node o f  

th e  c h a in  m ust be  l e s s  th a n  o r  e q u a l  to  t h e  c o s t  o f  t h e  b ra n c h e s  in  th e  

s t a r t i n g  c h a in .

P r o o f : T h is  theorem  i s  p roved  by i n d u c t i o n .
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I f  th e  c h a in  c o n s i s t s  o f  o n ly  one node (which i s  a l s o  a c t i v e )  

th e n  th e  c o s t  o f  th e  p o t e n t i a l  b ra n c h  must be l e s s  th a n  th o se  

a l r e a d y  i n  th e  c h a in  ( t h e  n u l l  s e t ) .

Now assume t h a t  th e  c h a in  has  m b ra n c h e s  s a t i s f y i n g  t h i s  

p r o p e r t y .  The a c t i v e  node h a s  a t  l e a s t  one b ra n c h  i n c i d e n t  a t  i t .  

The  a c t i v e  nod e -h a s  an  edge to —i t s - n e a r , e s t  n e ig h b o r  which i s  n o t  i n  

th e  c h a in .  The c o s t  o f  t h i s  edge can  be  l e s s  th a n  o r  e q u a l  to  t h a t  

o f  th e  lo w est  c o s t  i n c i d e n t  b ra n c h ,  b u t  n o t  more o th e rw is e  th e  node 

a t  th e  o t h e r  end o f  t h e  p o t e n t i a l  b ra n c h  would n o t  be  th e  a c t i v e  

n o d e 's  n e a r e s t  n e ig h b o r .

Q.E.D.

C o r o l l a r y  2 . 3 . 1 : I f  th e  edge c o s t s  a r e  d i s t i n c t ,  th e n  th e  b ra n c h  o u t  o f

th e  a c t i v e  node o f  a  c h a in  has  a c o s t  l e s s  th a n  t h a t  o f  any b ra n c h  in  

th e  s t a r t i n g  c h a in .

I f  th e  a c t i v e  nodes  o f  two c h a in s  d e c id e  th e y  a r e  each  o th e r s  

n e ig h b o r s ,  th e n  th e  two c h a in s  m erge , and t h i s  b ra n c h  becomes a  doubly  

marked b ran ch  o f  th e  r e s u l t i n g  MF t h a t  t h e s e  two c h a in s  a r e  p a r t  o f .  

The r e s u l t i n g  fragm en t i s  no lo n g e r  a c h a in .

When MFs c o n n ec t  to  each  o t h e r  by an  unmarked b ra n c h ,  th e  r e s u l t i n g  

fragm ent w i l l  be c a l l e d  a Minimal Spanning S u b tr e e  (MSS). A MSS becomes 

an MST when i t  c o n ta i n s  a l l  th e  MFs.

We now prove  some s im p le  p r o p e r t i e s  f o r  unmarked and doub ly  marked 

b ra n c h e s .  The p ro o f s  w i l l  be  made f o r  n e tw o rk s  w ith  d i s t i n c t  edge
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c o s t s .  The th e o re m s  w i l l  b e  v a l i d  f o r  n e tw o r k s  w i th  t h i s  r e s t r i c t i o n  

removed e x c e p t  t h a t  t h e  s t r i c t  i n e q u a l i t y  w i l l  b e  r e p l a c e d  by a w eaker 

i n e q u a l i t y .

Theorem 2 . 4 : F o r  a  n e tw o rk  w i th  d i s t i n c t  ed g e  c o s t s ,  t h e  d o u b ly  marked
t

b r a n c h  o f  a  MF h a s  t h e  lo w e s t  c o s t  among t h e  b r a n c h e s  o f  t h a t  f r a g m e n t .

P r o o f  i The two n o d es  on e i t h e r  end o f  t h e  d o u b ly  m arked b r a n c h  a r e  

a c t i v e  n o d es  o f  two c h a i n s  w h ich  h a v e  a l l  t h e  n o d es  o f  t h e  MF 

c o n t a i n e d  w i t h i n  them . The , p o t e n t i a l  b r a n c h  from  t h e s e  a c t i v e  

n o d es  h a s  a  c o s t  l e s s  t h a n  t h a t  f o r  an y  b r a n c h  i n  t h e  r e s p e c t i v e  

c h a i n s  ( f ro m  C o r o l l a r y  2 . 3 . 1 ) .  The c o s t  o f  p o t e n t i a l  b r a n c h e s  i s  

t h e  same s i n c e  th e y  a r e  t h e  same b r a n c h  -  a  d o u b ly  m arked b r a n c h .  

Hence t h e  c o s t  o f  a d o u b ly  m arked  b r a n c h  i s  l e s s  th a n  t h a t  o f  any  

o t h e r  b r a n c h  i n  t h e  MF.

Q .E.D .

Theorem 2 . 5 : F o r  a  n e tw o rk  w i th  d i s t i n c t  e d g e  c o s t s ,  t h e  c o s t  o f  an

unm arked b r a n c h  c o n n e c t in g  two MFs i s  l a r g e r  t h a n  t h a t  f o r  t h e  d o u b ly  

m arked  b r a n c h  o f  e i t h e r  MF.

P r o o f : The unmarked b r a n c h  i s  c o n n e c te d  to  a  n o d e  i n  t h e  MF, T h is

node  i s  a l s o  c o n n e c te d  to  a m arked  b ra n c h  i n  t h e  MF and so. t h e  c o s t  

o f  t h e  unm arked b r a n c h  i s  g r e a t e r  ( s i n c e  edge  c o s t s  a r e  d i s t i n c t )  

th a n  t h a t  o f  t h e  m arked  b r a n c h .  From Theorem 2 .4  i t  f o l l o w s  t h a t  

t h e  c o s t  o f  t h i s  m arked  b r a n c h  i s  g r e a t e r  th a n  o r  e q u a l  t o  t h a t  o f  

t h e  d o u b ly  m arked b r a n c h  o f  t h e  MF. Hence t h e  c o s t  o f  t h e  unmarked 

b r a n c h  i s  l a r g e r  th a n  t h a t  o f  t h e  d o u b ly  m arked  b r a n c h .  S in c e  t h i s
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a p p l i e s  t o  b o th  MFs c o n n e c te d  by th e  unmarked b r a n c h ,  t h e  theorem  

i s  p r o v e d .

Q .E.D.

These d e f i n i t i o n s  and p r o o f s  a r e  u s e f u l  i n  u n d e r s t a n d in g  how th e  

d i s t r i b u t e d  a lg o r i t h m  f o r  c o n s t r u c t i n g  an MST w o rk s ,  s i n c e  th e  a lg o r i t h m  

r e v o l v e s  a round  th e  i d e a s  o f  c o n c u r r e n t l y  c r e a t i n g  MFs and h a v in g  them 

grow i n t o  MSSs u n t i l  t h e  MST r e s u l t s .

2 . 4 . 3  S ta te m e n t  o f  t h e  A lg o r i th m

We now d e s c r i b e  th e  a l g o r i t h m  f o r  c o n s t r u c t i n g  an  MST i n  a  n e tw o rk  

w i th  d i s t i n c t  edge c o s t s .  The MST i n  such  a  n e tw o rk  i s  u n iq u e .  In  

s e c t i o n  2 . 4 . 5  we show why th e  r e s t r i c t i o n  on edge  c o s t s  i s  n e c e s s a r y .  

I t  i s ,  h o w ev er ,  a  s im p le  m a t t e r  to  t r a n s f o r m  a n e tw o rk  i n t o  one w ith  

d i s t i n c t  edge  c o s t s  u s in g  a  d i s t r i b u t e d  te c h n iq u e  ( c f .  s e c t i o n  2 . 3 . 2 ) .

The b a s i c  p h i lo s o p h y  o f  t h e  a l g o r i t h m  i s  t h a t  e ac h  node m ust 

in d e p e n d e n t ly  f i n d  i t s  n e a r e s t  n e ig h b o r  and make th e  edge  c o n n e c t in g  i t  

t o  t h a t  n e ig h b o r  i n t o  a  b ra n c h  o f  t h e  MST. The node th e n  sen d s  o f f  a  

m essage  t o  t h e  n e ig h b o r  in fo r m in g  i t  o f  t h i s  c o n s t r u c t i o n .  Two nodes  

may r e a l i z e  t h a t  t h e y  a r e  c o n n e c te d  by a  d o u b ly  marked b r a n c h .  T h is  i s  

when t h e  c o r e  o f  a  MF i s  fo rm ed . T h is  m ust grow i n t o  th e  MF. Such MFs 

w i l l  c o n n e c t  to  o t h e r  MFs o r  MSSs u n t i l  an  MST i s  c r e a t e d .  S in c e  th e  

edge c o s t s  a r e  d i s t i n c t ,  t h e  MST i s  u n iq u e .  We w i l l  show i n  d e t a i l  how 

MFs c o n n e c t  t o  o t h e r  MFs o r  MSSs. No c y c l e s  a r e  in t r o d u c e d  by t h e  

a sy n c h ro n y  and c o n c u r re n c y  o f  t h e  c o m p u ta t io n ,  b e c a u s e  a u n iq u e  b ra n c h
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c o n n e c ts  any two f ra g m e n ts  and th e r e  i s  n e v e r  any a m b ig u i ty  i n  c h o o s in g  

i t .

We now i n t r o d u c e  some more t e rm in o lo g y .  A node in  a  f rag m en t i s  

s a i d  to  b e  th e  m a s t e r  i f  i t  d e c id e s  from which node o f  th e  f r a g m e n t ,  a 

b ra n c h  s h o u ld  b e  c r e a t e d  to  a node ly in g  o u t s i d e  th e  f r a g m e n t .  The node 

t h a t  a c t u a l l y  makes th e  c o n s t r u c t i o n  w i l l  become a c t i v e . In  a  MF t h e r e  

i s  o n ly  one node t h a t  can b e  m a s t e r .  I n i t i a l l y  t h e r e  a r e  no m a s t e r s .  

When a  d o ub ly  marked b ra n c h  i s  c r e a t e d ,  one o f  th e  two nodes  a t  e i t h e r

end unam biguously  becomes m a s t e r .  We show l a t e r  how t h i s  d e c i s i o n  can

b e  made. When two MFs a r e  co n n ec ted  by  an  unmarked b ra n c h ,  t h e r e  may be  

two p o t e n t i a l  m a s t e r s  (one in  e ach  MF). One o f  t h e  m a s t e r s

unam biguously  r e l i n q u i s h e s  c o n t r o l  to  th e  o t h e r ,  w hich th e n  d e te r m in e s  

w hich node ( o f  th e  f rag m en t i t  h a s  knowledge a b o u t)  becomes a c t i v e .  The 

r e s u l t  o f  a l l  t h i s  i s  an  MST!

Every o p e r a t i o n  d e s c r ib e d  so f a r  h a s  been  c o n s i s t e n t  w ith  P r im 's  

P r i n c i p l e s .  We w i l l  show t h i s  more p r e c i s e l y  a l i t t l e  l a t e r ,  and w i l l  

now p ro ceed  to  d e s c r i b e  th e  a lg o r i th m  f o r m a l ly .

2 . 4 . 3 . 1  S t a t e  I n f o r m a t io n  a t  Each Node

The s t a t e m e n t  o f  t h e  a lg o r i th m  w i l l  assume t h a t  each  node has  a  s e t  

o f  s t a t e  v a r i a b l e s .  These c o n s i s t  o f :

( i )  The s t a t e  o f  t h e  n o d e ;  i . e .  w h e th e r  i t  i s  i n a c t i v e ,  a c t i v e  o r

m a s t e r . The s t a t e  d e te r m in e s  what th e  node sh o u ld  do when i t  g e t s  a 

m essage  from a n o th e r  n o d e .
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( i i )  In fo rm a t io n  abou t each  o f  th e  edges th e  node i s  connec ted  t o .  The 

in fo rm a t io n  c o n ta in s  so u rce  ..and d e s t i n a t i o n  node i d e n t i t i e s  o f  th e  edge, 

i t s  c o s t ,  w hether th e  edge i s  a  b ra n c h ,  w hether t h i s  node a n d /o r  th e  

node a t  th e  o th e r  end marked th e  edge a s  a  b ra n c h ,  and f i n a l l y  w hether 

t h i s  node a n d /o r  th e  node a t  th e  o th e r  end made i t  i n to  a b ra n c h  w ith o u t  

m arking i t .

( i i i )  A l i s t  o f  nodes  t h a t  a r e  in  th e  fragm ent a s  seen  by t h i s  node. 

For each such node , in fo rm a t io n  i s  k ep t on edges ( p o t e n t i a l  b ran ch es )  

co n n ec t in g  the  node to  nodes o u t s id e  th e  frag m en t.  Note t h a t  some o f  

th e se  edges co u ld  a l r e a d y  be b ra n c h e s ,  s i n c e  th e  node a t  which t h i s  d a ta  

s t r u c t u r e  r e s i d e s  may n o t  know to  what o th e r  nodes th e  node a t  th e  o th e r  

end o f th e  b ran ch  i s  c o n n ec ted ,  and so can n o t  in c lu d e  t h a t  node in  th e  

fragm ent s t a t e .

2 .4 .3 .2  In te rn o d e  Communication

In te rn o d e  communication i s  ach ieved  by sen d in g  messages c a l l e d  

SIGNALS. S ig n a ls  have f i v e  p a ra m e te r s ;  th e  s o u rc e  and d e s t i n a t i o n  node 

i d e n t i t i e s ,  th e  command, th e  fragm ent s t a t e  a s  seen  by th e  so u rc e  o f  th e  

s i g n a l ,  an d , i f  an edge i s  b e in g  made in to  a b ra n c h ,  in fo r m a t io n  abou t 

th e  edge a s  seen  by th e  so u rc e  o f  th e  s i g n a l .  The command cou ld  be 

'm ark  t h i s  e d g e ' ,  o r  'become m a s t e r '  o r  'become m a s te r  and make t h i s  

edge an unmarked b r a n c h ' . A s i g n a l  can be s e n t . t o  a  node t h a t  i s  a 

n e ig h b o r ,  o r  to  a node t h a t  i s  n o t  a n e ig h b o r  b u t  p a r t  o f  th e  same 

frag m en t,  i f  th e  command i s  'become m a s t e r ' .  We assume t h a t  th e  

communication l i n k  betw een two nodes i s  f u l l  d u p lex ,  and t h a t  an
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u n d e r ly in g  a sy n c h ro n o u s  mechanism g u a r a n t e e s  r e l i a b l e  com m unication  

be tw een  two n o d e s .

2 . 4 . 3 . 3  A s s o c i a t e d  R o u t in e s

T h ere  a r e  some s p e c i a l  r o u t i n e s  a t  e a c h  n o d e . MERGE_FRAG_STATE 

m erges  th e  f rag m e n t  s t a t e  r e c e iv e d  i n  a  s i g n a l  w i th  t h e  f r ag m e n t  s t a t e  

a l r e a d y  p r e s e n t  a t  t h e  n o d e . M erging c o n s i s t s  i n  ad d in g  nodes  n o t  

a l r e a d y  p a r t  o f  t h e  f r a g m e n t  and d e l e t i n g  ed g es  whose nodes  now l i e  

w i t h i n  th e  f r a g m e n t .  Note t h a t  th e  f r a g m e n t  s t a t e  g e t s  a l t e r e d  o n ly  

when a  s i g n a l  a r r i v e s  and i s  p r o c e s s e d ,  and n o t  when a  s i g n a l  i s  

p ro d u c e d .  H ence, when a  node makes an edge  i n t o  a  b r a n c h ,  t h e  f rag m en t 

s t a t e  i s  u n a l t e r e d  a s  t h i s  node d o e s  n o t  know what l i e s  beyond th e  node 

a t  t h e  o t h e r  end o f  t h e  e d g e .

A r o u t i n e  c a l l e d  MERGE_EDGE_INFO m erges  t h e  edge i n f o r m a t io n  

r e c e iv e d  i n  t h e  s i g n a l  ( i f  any) w i th  t h a t  c o n ta i n e d  f o r  t h i s  edge  a t  th e  

n o d e .

DECIDE i s  a  r o u t i n e  t h a t  d e te r m in e s  w hich o f  two nodes  s h o u ld  

become m a s t e r .  I f  DECIDE r e t u r n s  t r u e  t h i s  node  s h o u ld  become m a s t e r .  

R e l a t i v e  node num bering  c o u ld  be  u sed  a s  an  unam biguous d e c i s i o n .  More 

e s o t e r i c :  t e c h n iq u e s  c o u ld  b e  used  w hich may h e l p  t h e  a l g o r i t h m  e x e c u te  

f a s t e r .  For ex am p le ,  b o th  n o d es  know w hich  e d g es  t h e  o t h e r  i s  p a r t  o f  

( s i n c e  b o th  n o d es  j u s t  exchanged  f rag m e n t  s t a t e s ) .  The node t h a t  

becomes m a s t e r  c o u ld  b e  th e  one t h a t  h a s  a lo w e r  c o s t  edge  e x c lu d in g  th e  

one t h a t  c o n n e c t s  b o th  t o g e t h e r .
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ANY_NEIGHBOR i s  a  r o u t i n e  w hich exam ines  t h e  f rag m en t s t a t e  and 

d e te r m in e s  which node ( i f  any) sh o u ld  become m a s t e r .  I f  ANY_NEIGHBOR 

r e t u r n s  t r u e ,  th e n  th e  i d e n t i t y  o f  t h i s  node  i s  r e tu r n e d  i n  MASTER_NODE, 

and th e  i d e n t i t y  o f  th e  node a t  th e  o t h e r  end o f  t h e  edge from 

MASTER_NODE i n  DEST_NODE. The edge d e te rm in e d  by (MASTER_NODE, 

DEST_NODE) c o n n e c ts  t h i s  f rag m en t to  i t s  n e a r e s t  n e ig h b o r .  I f  

ANY__NEIGHBOR r e t u r n s  f a l s e ,  th e n  t h e r e  a r e  no more n e ig h b o r s  o f  t h i s  

f rag m e n t  and th u s  t h e  MST h a s  been  c o n s t r u c t e d .

TRANSFER_MASTER_CONTROL i s  a r o u t i n e  t h a t  exam ines  th e  f rag m en t 

s t a t e  th ro u g h  ANY_NEIGHBOR. I f  t h e r e  i s  a  n e ig h b o r ,  and i f  MASTER_NODE 

i s  th e  node i t s e l f ,  t h e n  th e  node c o n v e r t s  t h e  edge d e te rm in e d  by 

(MASTER__NODE, DEST_NODE) i n t o  a  b ra n c h  i f  i t  a l r e a d y  was n o t  o n e ,  and 

s i g n a l s  t h e  DEST_NODE t o  'becom e m a s t e r  and make t h i s  edge  an  unmarked 

b r a n c h ' . I f  t h e  edge i s  a l r e a d y  a b ra n c h  th e n  DEST_NODE i s  s i g n a l l e d  to  

'becom e m a s t e r ' . I f  MASTER_NODE was n o t  t h e  node i t s e l f ,  th e n  

MASTER__NODE i s  s i g n a l l e d  to  'becom e m a s t e r '  .

2 . 4 . 3 . 4  The Main Program

A b s t r a c t l y ,  th e  program i n  e ach  node can  b e  fo rm u la te d  a s  f o l l o w s .

I n i t i a l i z a t i o n : D e term ine  th e  c o s t  o f  t h e  ed g es  i n c i d e n t  a t  t h i s  node

and th e  i d e n t i t i e s  o f  th e  nodes  a t  th e  o t h e r  end o f  th e  e d g e s .  B u i ld  

t h e  d a t a  s t r u c t u r e  c o r r e s p o n d in g  to  th e  edge in f o r m a t io n  and th e  

f rag m e n t  s t a t e .  The l a t t e r  w i l l  c o n ta i n  o n ly  t h i s  node and i t s  e d g e s .
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F i r s t  s t e p ; Convert th e  edge to  th e  n e a r e s t  n e ig h b o r  in to  a marked 

b ra n c h ,  and s i g n a l  th e  n e ig h b o r  to  'm a rk  t h i s  e d g e ' .

G enera l  s t e p ; Wait f o r  a  s i g n a l .  When i t  a r r i v e s  MERGE_FRAG_STATE and 

MERGE_EDGE_INFO.

I f  th e  command i s  'm ark  t h i s  e d g e ' ,  th e n  i f  th e  edge was marked by 

b o th  nodes th e n  DECIDE who shou ld  become m a s te r ,  a s  t h i s  i s  a  doubly  

marked edge. I f  t h i s  node becomes m a s te r  th e n  TRANSFER_MASTER_CONTROL. 

I f  th e  edge was n o t  marked by b o th  nodes  do n o th in g .

I f  th e  command i s  'become m a s t e r '  then  TRANSFER_MASTER_CONTROL.

I f  th e  command i s  'become m a s te r  and make t h i s  edge an unmarked 

b r a n c h ' , th e n  i f  th e  edge was made i n t o  an unmarked b ran ch  by b o th  nodes 

th e n  DECIDE who should  become m a s t e r . I f  t h i s  node becomes m a s te r  then  

TRANSFER_MASTER_CONTROL. I f  b o th  nodes d id  n o t  make th e  edge i n to  and 

unmarked b ranch  th e n  TRANSFER_MASTER_CONTROL.

Repeat th e  g e n e r a l  s t e p .

2 .4 .4  A n a ly s is  o f  th e  A lgorithm

We p u t  o f f  d i s c u s s in g  th e  f a c t o r s  in f lu e n c in g  th e  com plex ity  o f  th e  

a lg o r i th m  t i l l  s e c t i o n  2 . 4 . 4 . 2 ,  and now prove  t h a t  i t  does  in  f a c t  

c o n s t r u c t  th e  MST,

In  te rm s o f  th e  g e n e r a l  model fo r  p a r a l l e l  MST a lg o r i th m s  ( c f .  

s e c t i o n  2 .3  G enera l s t e p ) ,  when t h i s  a lg o r i th m  s t a r t s ,  each  node i s  a  

fragm ent and c o n v e r ts  th e  edge c o n n e c t in g  i t  to  i t s  n e a r e s t  ne ig h b o r 

i n t o  a b ra n c h .  The n e ig h b o r  i s  in form ed  o f t h i s  by a m essage. Th is
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m essage  may i n c u r  a  d e l a y  b e f o r e  a r r i v i n g  a t  i t s  d e s t i n a t i o n ,  and i n  th e  

m eantim e th e  g e n e r a t o r  o f  t h e  m essage  i s  f r e e  to  c o n t in u e  p r o c e s s i n g .  

E very  node now w a i t s  f o r  m e ss a g e s .

The a r r i v a l  o f  m essag es  d e te r m in e s  w hich  f r a g m e n ts  h a v e  m erged i n t o  

l a r g e r  f r a g m e n t s ,  and w hich  n o d es  a r e  p e r m i t t e d  to  r e p e a t  th e  g e n e r a l  

s t e p  b a s e d  on t h e i r  know ledge o f  t h e  f r a g m e n t .

I f  a  m essage  a r r i v e s  an n o u n c in g  th e  e s t a b l i s h m e n t  o f  a  s i n g l y  

m arked b r a n c h ,  th e n  th e  node  c h e c k s  t o  s e e  i f  i t  to o  had marked t h i s  

b r a n c h .  I f  n o t ,  th e n  t h e  node  u p d a te s  i t s  d a t a  s t r u c t u r e s  (m erg ing  

f r a g m e n ts )  and c o n t in u e s  t o  w a i t  f o r  o t h e r  m e s s a g e s .  I f  t h i s  b ra n c h

t u r n s  o u t  t o  b e  a  d o u b ly  m arked b r a n c h ,  t h e n  t h e  c o r e  o f  a  MF h a s  been

c r e a t e d ,  and one o f  t h e  two n o d es  un am b ig u o u s ly  becom es m a s t e r .  T here  

may b e  many su ch  c o r e s  i n  c r e a t i o n  i n  t h e  n e tw o rk .  T h i s  e v e n t  i s  o f  

g r e a t  im p o r ta n c e  i n  th e  a l g o r i t h m ,  s i n c e  i t  d e t e r m in e s  w hich  n o d es  can  

r e p e a t  t h e  g e n e r a l  s t e p  ( c f .  s e c t i o n  2 . 3 ) .  R e c a l l  t h a t  Marked F ragm en ts  

a r e  c o n n e c te d  t o g e t h e r  by  unmarked b r a n c h e s  t o  c r e a t e  th e  MST. The 

m a s t e r  node  i s ,  t h e r e f o r e ,  now i n  s e a r c h  o f  an  "unm arked b ra n c h "  t h a t  

w i l l  c o n n e c t  t h i s  MF t o  a n o th e r  MF o r  MSS. The d e c i s i o n  on w hich edge  

t o  c o n v e r t  to  a  b ra n c h  i s  b a s e d  on th e  n o d e 's  c u r r e n t  i n f o r m a t i o n  o f  t h e  

f r a g m e n t .  S in c e  th e  MST i s  u n iq u e ,  so  i s  t h e  b r a n c h  t h a t  c o n n e c t s  a 

f r a g m e n t  t o  i t s  n e a r e s t  n e i g h b o r ,  and so e v en  w i th  t h e  a sy n c h ro n y  i n  th e  

o p e r a t i o n  o f  t h e  a l g o r i t h m ,  t h e  d e c i s i o n  o f  t h e  a c t i v e  node  i s  a lw ays

c o r r e c t .  Note  t h a t  t h i s  i s  t r u e  even  when t h e  s i g n a l s  t a k e  d i f f e r e n t

am ounts  o f  t im e  to  b e  s u c c e s s f u l l y  t r a n s m i t t e d .  T h i s  i s  e l a b o r a t e d  

b e lo w .
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In  q u e s t  o f  t h i s  "unmarked b ra n c h "  th e  node may p i c k  an  edge such  

t h a t  t h e  node a t  th e  o t h e r  end i s  p a r t  o f  th e  same MF. T h is  i s  p o s s i b l e  

s i n c e  th e  m essage  from t h a t  node announcing  th e  c r e a t i o n  o f  th e  s i n g l y  

marked b ra n c h  may n o t  have  y e t  a r r i v e d .  Such an a c t i o n  i s  n o t  h a rm fu l  

and i s  i n  f a c t  im p o r t a n t .  M as te r  c o n t r o l  w i l l  be  t r a n s f e r r e d  to  th e  new 

n o d e ,  w hich w i l l  now grow th e  MF w ith  th e  h e lp  o f  more co m p le te  f rag m en t 

i n f o r m a t io n ,  and m a s te r  c o n t r o l  w i l l  p ro p a g a te  u n t i l  th e  "unmarked 

b ra n c h "  to  a n o th e r  MF o r  MSS i s  fo u n d .

A node t h a t  i s  m a s te r  may even  d e c id e  t h a t  an edge t h a t  h a s  a l r e a d y  

been  made i n t o  a  b ra n c h  (b u t  s t i l l  e x i s t s  i n  th e  f rag m en t s t a t e )  

c o n n e c ts  t h e  f rag m en t to  i t s  n e a r e s t  n e ig h b o r .  The node j u s t  t r a n s f e r s  

m a s te r  c o n t r o l  to  t h a t  node s i n c e  i t  may have  a  more a c c u r a t e  v ie w  o f

th e  f rag m en t and can  make a b e t t e r  d e c i s i o n .  The node which t r a n s f e r s

m a s te r  c o n t r o l  can  n o t  p i c k  a n o th e r  edge to  c o n v e r t  I n to  a  b ra n c h

b e c a u s e  th e  edge i t  p i c k s  i s  n o t  th e  lo w e s t  c o s t  ed g e ,  and i t s  i n c l u s i o n

a s  a  b ra n c h  can  e a s i l y  c r e a t e  a c y c l e .

Note t h a t  a node t h a t  i s  a c t i v e  may c o n v e r t  an edge  i n t o  th e  

"unmarked b ra n c h "  w i th o u t  knowing what i t s  co m p le te  MF lo o k s  l i k e .  T h is  

i s  n o t  h a rm fu l  s in c e  MF b ra n c h e s  a r e  a lw ays  m arked , and m essages  

n o t i f y i n g  n e ig h b o r  nodes  o f  t h i s  c o n s t r u c t i o n  w i l l  e v e n t u a l l y  a r r i v e .

Two a c t i v e  nodes  may d e c id e  to  make an  edge  i n t o  an unmarked b ra n c h  

s im u l t a n e o u s ly ,  i n  w hich c a s e  one o f  them unam biguously  r e l i n q u i s h e s  

c o n t r o l  to  th e  o t h e r ,  and th e  m a s te r  grows t h i s  MSS.
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Note t h a t  when th e  a lg o r i th m  s t a r t s ,  t h e r e  may b e  many nodes t h a t  

a r e  m a s te r  n o d es ,  b u t  e v e n t u a l l y  t h i s  w i l l  d e c r e a s e  to  z e r o .  M aster 

nodes  w i l l  e v e n tu a l ly  d e te rm in e  t h a t  t h e r e  a r e  no more nodes  ly in g  

o u t s i d e  t h e i r  f rag m e n t ,  and w i l l  th u s  co n c lu d e  t h a t  th e  MST h a s  been  

c r e a t e d .
' *

2 .4 . 4 . 1  T e rm in a t io n  o f  th e  A lgo rithm

The program a t  each  node i s  s a id  to  t e r m in a te  when i t  r e c e i v e s  no 

more m essag es .  Of c o u r s e ,  th e  node does  n o t  know i f  i t  i s  go ing  to  

r e c e iv e  any more s i g n a l s  o r  n o t ,  and so i f  i t  t r a n s m i t s  d a ta  a lo n g  th e  

b ra n c h e s  o f  th e  m inim al spann ing  t r e e  b e f o r e  i t  h a s  been  c o m p le te ly  

c o n s t r u c t e d ,  th e  d a ta  may n o t  g e t  to  a l l  d e s t i n a t i o n s .  The p ro o f  o f  th e  

f a c t  t h a t  t h e  a lg o r i th m  te r m in a te s  i s  b a sed  on th e  o b s e r v a t io n  t h a t  a 

new s i g n a l  i s  s e n t  ( i n  re sp o n se  to  one r e c e iv e d ,  t h a t  h a s  a  command

i n d i c a t i n g  t h a t  th e  node sh o u ld  become m a s te r )  i f  and o n ly  i f  th e

f rag m en t s t a t e  a t  t h i s  node i n d i c a t e s  t h a t  i t  i s  s t i l l  p o s s i b l e  to  grow

th e  f ra g m e n t .  Nodes which a r e  t o l d  to  become m a s te r  w i l l  e v e n tu a l ly  

r e f i n e  t h e i r  fragm ent s t a t e s  such  t h a t  t h e r e  w i l l  be  no nodes  ly in g  

o u t s i d e  th e  frag m en t and so no more s i g n a l s  w i l l  b e  g e n e r a te d .

In  some a p p l i c a t i o n s  i t  may b e  d e s i r a b l e  f o r  each  .n o d e  to  

e x p l i c i t l y  know t h a t  t h e  MST h a s  been  c o n s t r u c t e d .  T h is  i s  v e r y  e a s i l y  

a c h ie v e d .  There  w i l l  be  one o r  more m a s te r  nodes t h a t  w i l l  d i s c o v e r  

upon exam ining  t h e i r  f ragm en t s t a t e s  t h a t  t h e r e  a r e  no nodes ly in g  

o u t s i d e  th e  f r a g m e n t ,  and t h e r e f o r e  c o n c lu d e  t h a t  th e  MST h a s  been 

c o n s t r u c t e d .  These nodes can  b r p a d c a s t  a s i g n a l  whose command i s
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' d o n e ' .  Upon r e c e i v i n g  su ch  a  s i g n a l  a node  c an  p ro c e e d  t o  u s e  th e  

b r a n c h e s  o f  t h e  MST.

2 . 4 . 4 . 2  F a c t o r s  I n f l u e n c i n g  C o m p le x i ty

The f a c t o r s  t h a t  i n f l u e n c e  t h e  c o m p le x i ty  o f  t h i s  a l g o r i t h m  a r e  th e  

d e g r e e  o f  p a r a l l e l i s m ,  t h e  a s y n c h ro n y  o f  i n t e r n o d e  c o m m u n ic a t io n ,  t h e  

number o f  s i g n a l s  t r a n s m i t t e d ,  t h e  l e n g t h  o f  s i g n a l s ,  t h e  o v e rh e a d  o f  

u s i n g  a  b r o a d c a s t  r o u t i n g  scheme to  d e l i v e r  s i g n a l s  t o  n o d es  i n  t h e  same 

f r a g m e n t ,  and th e  d a t a  s t r u c t u r e s  r e p r e s e n t i n g  t h e  f r a g m e n t  s t a t e  and 

ed g e  i n f o r m a t i o n .  A l l  t h e s e  f a c t o r s  a r e  n o t  in d e p e n d e n t  o f  e a c h  o t h e r .

The d e t e r m i n a t i o n  o f  t h e  c o m p le x i ty  o f  p a r a l l e l  and d i s t r i b u t e d  

a l g o r i t h m s  i s  v e r y  d i f f i c u l t .  Not o n ly  d o e s  t h e  c o m p le x i ty  a s  a 

f u n c t i o n  o f  t h e  number o f  p r o c e s s o r s  and  number o f  n o d es  h a v e  to  b e  

d e t e r m i n e d ,  b u t  a l s o  t h e  e f f e c t  o f  a s y n c h ro n y  and  d e l a y  i n  i n t e r n o d e  

c o m m u n ic a t io n .  T h e re  a r e  no fo r m a l  a n a l y s i s  t e c h n i q u e s  t o  b e  u sed  i n  

t h i s  c a s e .  The s i m u l a t i o n  o f  t h e  a l g o r i t h m  u n d e r  v a r i o u s  a s s u m p t io n s  

and  p e r fo rm a n c e  m e a s u re s  seem s t o  b e  t h e  b e s t  way t o  g e t  a  m e a s u re  o f  

t h e  c o m p le x i ty  o f  su c h  a l g o r i t h m s .  W h ile  we h a v e  s im u la t e d  th e  

a l g o r i t h m  t o  make s u r e  t h a t  i t  d o e s  i n  f a c t  w ork , t h e  d e t e r m i n a t i o n  o f  

i t s  c o m p le x i ty  i s  o u t  o f  t h e  sco p e  o f  t h i s  t h e s i s  and  a  s u b j e c t  f o r  

f u t u r e  r e s e a r c h .  We d o ,  h o w e v e r ,  d i s c u s s  t h e  e f f e c t s  o f  d e l a y s  i n  

t r a n s m i s s i o n  o f  s i g n a l s ,  and how t h e  l e n g t h  o f  s i g n a l s  c h an g e  a s  t h e  

c o m p u ta t io n  p r o g r e s s e s .  In  s e c t i o n  2 . 5 . 1  we d i s c u s s  a l t e r n a t e  ways f o r  

g a t h e r i n g  in f o r m a t i o n  a b o u t  th e  f r a g m e n t .
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The a l g o r i t h m  p r e s e n t e d  i n  t h e  p r e v io u s  s e c t i o n  c o n s t r u c t e d  an  MST 

s i n c e  t h e  edge  c o s t s  w ere  d i s t i n c t ,  and so  th e  d e c i s i o n  made by  an 

a c t i v e  node to  c o n v e r t  an  edge  i n t o  a  b ra n c h  was a lw ay s  c o r r e c t  and 

u n a f f e c t e d  by t h e  a sy n c h ro n y  o f  t h e  c o m p u ta t io n .

When t h e  edge- c o s t s  a r e  n o t  d i s t i n c t ,  t h e  a sy n c h ro n y  o f  th e  

o p e r a t i o n  may i n t r o d u c e  c y c l e s ,  and  th u s  w i l l  n o t  c o n s t r u c t  an  MST. To 

s e e  why t h i s  i s  p o s s i b l e ,  c o n s i d e r  th e  exam ple shown in  f i g u r e  2 .3 .  

Nodes A, B, and C a r e  p a r t  o f  a  l a r g e r  n e tw o rk .  Edges (A ,B ) , (B,C) and 

(A,C) a r e  a l l  o f  t h e  same c o s t .  I t  may so  happen  t h a t  when e ac h  node i s  

c o n v e r t i n g  an  edge  i n t o  a  b ra n c h  u s in g  P i  t h a t  node A c h o o se s  B, node B 

c h o o se s  C, and node C c h o o se s  A. A c y c l e  h a s  r e s u l t e d .

S i m i l a r l y ,  i f  t h e r e  a r e  two MFs t h a t  have  more th a n  one p o s s i b l e  

unmarked b ra n c h  c o n n e c t in g  them t o g e t h e r ,  t h e n  t h e  m a s t e r  node i n  each  

MF may choose  a  d i f f e r e n t  edge  t o  c o n v e r t  i n t o  a  b r a n c h ,  th u s  c r e a t i n g  a  

c y c l e .  G e n e r a l i z i n g ,  we can  sa y  t h a t  i f  t h e r e  i s  more th a n  one edge 

t h a t  can  b e  c o n v e r te d  i n t o  a  b r a n c h  so  a s  t o  c o n n e c t  two f r a g m e n ts  

t o g e t h e r ,  t h e n  t h e r e  i s  t h e  p o s s i b i l i t y  o f  a  c y c l e .

Prim  (1975) showed t h a t  i f  t h e r e  a r e  many e d g es  o f  th e  same c o s t  

c o n n e c t in g  a  f r a g m e n t  t o  i t s  n e a r e s t  n e i g h b o r s ,  t h e n  i t  d id  n o t  m a t t e r  

w hich was c h o s e n ,  and  an  MST w ould s t i l l  b e  c o n s t r u c t e d .  T h e r e f o r e ,  i f  

t h e  n e tw o rk  i s  c o n v e r t e d  i n t o  one w i th  d i s t i n c t  edge  c o s t s ,  e i t h e r  

i m p l i c i t l y  ( c f .  s e c t i o n  2 . 3 . 2 ) ,  o r  e x p l i c i t l y ,  t h e n  t h e  a lg o r i t h m  

p r e s e n te d  i n  s e c t i o n  2 . 4 . 3 ,  would s t i l l  be  s u i t a b l e .
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R e c a l l  t h a t  a  node u p d a te s  i t s  knowledge o f  t h e  f rag m en t i t  i s  i n

o n ly  when i t  r e c e i v e s  s i g n a l s .  T h e r e f o r e ,  t h e  m a s te r  node makes a

d e c i s i o n  b a sed  on i t s  c u r r e n t  know ledge o f  t h e  f r a g m e n t .  The d e c i s i o n  

c o u ld  have b een  made j u s t  b e f o r e  a  s i g n a l  t h a t  h a s  new f ra g m e n t  

in f o r m a t io n  a r r i v e s .  The d e c i s i o n  o f  th e  m a s t e r  node i s  n e v e r  wrong o r

h a rm fu l  in  c o n s t r u c t i n g  th e  MST, b u t  i t  m ig h t  r e s u l t  i n  re d u n d a n t  

p r o c e s s in g  and t r a n s m i s s i o n  o f  f u r t h e r  h a rm le s s  b u t  u n n e c e s s a ry  s i g n a l s .  

Appendix B i l l u s t r a t e s  an  example o f  su ch  re d u n d a n t  c o m p u ta t io n  b e in g  

p e rfo rm ed .  Such e f f e c t s  m ust be  ta k e n  i n t o  a c c o u n t  when d e te r m in in g  

c o m p le x i ty .

R e c a l l  a g a i n ,  t h a t  th e  f rag m en t s t a t e  t r a n s m i t t e d  i n  s i g n a l s  

c o n s i s t s  o f  a l l  th e  nodes  w i th in  th e  f rag m e n t  a s  seen  by  th e  o r i g i n a t o r  

o f  t h e  s i g n a l ,  and f o r  e ac h  such  n o d e ,  ed g es  (w i th  t h e i r  c o s t s )  t h a t

c o n n e c t  them to  nodes  o u t s i d e  th e  f r a g m e n t .  The s i z e  o f  t h i s  d a t a

s t r u c t u r e  depends on th e  to p o lo g y  o f  th e  n e tw o rk  and th e  c o n n e c t i v i t y  o f  

t h e  n o d es  w i t h i n  i t .  T y p i c a l l y ,  when th e  f r a g m e n t  i s  s m a l l  t h e r e  w i l l  

b e  few nodes  w i th in  th e  f r a g m e n t ,  b u t  many p o t e n t i a l  b r a n c h e s .  As t h e

f rag m e n t  grows th e  number o f  nodes  w i th in  th e  f rag m en t i n c r e a s e s  a s  do es

th e  number o f  p o t e n t i a l  b r a n c h e s ,  u n t i l  a  p o i n t  i s  re a c h e d  when th e  

number o f  p o t e n t i a l  b r a n c h e s  s t a r t s  d e c r e a s i n g  a g a i n .  An i n t e r e s t i n g  

s u b j e c t  f o r  f u t u r e  r e s e a r c h  i s  to  d e te rm in e  what t h i s  v a r i a t i o n  i s ,  a s  a 

f u n c t i o n  of- n e tw o rk  to p o lo g y  and in t e r n o d e  com m unication  a sy n c h ro n y .
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F ig u re  2 . 3 .  A PART OF A NETWORK WITH 
NONDISTINCT EDGE COSTS. The p o s s i 
b i l i t y  o f  a c y c le  e x i s t s .
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2.4.6 Conclusions

41

An a l g o r i t h m  h a s  b e en  d e s c r i b e d  f o r  c o n s t r u c t i n g  an  MST i n  a 

com pu te r  com m unication  n e tw o rk ,  o r  u s i n g  a  m u l t i p r o c e s s o r .  T h is  

a l g o r i t h m  i s  a sy n c h ro n o u s  and c o n c u r r e n t ,  and so can  b e  th o u g h t  o f  a s  a 

p a r a l l e l  a l g o r i t h m  f o r  c o n s t r u c t i n g  an  MST.

The a l g o r i t h m  h a s  t h e  f o l l o w in g  p r o p e r t i e s :

( i )  I n f o r m a t i o n  on t h e  s t a t e  o f  an  ed g e  i s  d u p l i c a t e d  a t  b o th  n o d e s  

o f  t h e  e d g e .  The d a t a  s t r u c t u r e  r e f l e c t i n g  t h i s  i n f o r m a t i o n  need 

n o t  b e  lo c k e d  a t  t h e  o t h e r  end when e i t h e r  node d e c i d e s  to  m o d ify  

i t .

( i i )  C o o p e ra t io n  b e tw een  th e  nodes  f o r  t h e  p u rp o s e  o f  c r e a t i n g  

b r a n c h e s ,  and f o r  r e f i n i n g  th e  s t a t e  o f  t h e  f rag m e n t  a t  e a c h  node 

i s  a c h ie v e d  by s e n d in g  m essag es  from  a node  to  e i t h e r  i t s  n e ig h b o r  

o r  to  a n o th e r  node  i n  t h e  same f r a g m e n t .  T h e re  i s  no  o t h e r  need  

f o r  s y n c h r o n i z a t i o n  be tw een  t h e  c o o p e r a t i n g  p r o c e s s e s ,  su c h  a s  

r e c e i v i n g  p o s i t i v e  acknow ledgem en ts  f o r ' t h e  m e s s a g e s ,  o r  a b o r t i n g  a  

p r e v i o u s l y  " t r a n s m i t t e d "  m essage  b e f o r e  i t  a c t u a l l y  g e t s  

t r a n s m i t t e d  ( c f .  s e c t i o n  2 . 5 ) .  T r a n s m is s io n  o f  m essag es  to  a  node 

t h a t  i s  n o t  a  n e ig h b o r  b u t  i n  t h e  same f r a g m e n t ,  c a n  be  done by  

b r o a d c a s t i n g  ( o r  r e l a y i n g )  i t  a lo n g  th e  b r a n c h e s  o f  t h e  MST o f  t h i s  

f r a g m e n t .  Hence t h e r e  i s  no n eed  f o r  a n o th e r  r o u t i n g  schem e. We 

assum e th e  e x i s t e n c e  o f  an  u n d e r ly in g  r e l i a b l e  i n t e r p r o c e s s  

co m m unica tion  m echanism f o r  t r a n s m i t t i n g  m essag es  be tw een  nodes  

[ C e r f7 4 ,  C e r f7 4 a ,  S u n s h in e 7 5 ] .
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( i i i )  The o n ly  s p e c i a l  i n i t i a l  c o n d i t i o n  i s  t h a t  a l l  nodes know th e  

c o s t  o f  t h e  edges  c o n n e c t in g  them to  o t h e r  n o d e s ,  and th e  

i d e n t i t i e s  o f  t h e s e  n o d e s .

( i v )  The a lg o r i th m  i s  a b l e  t o  c o n s t r u c t  an  MST i n  a  ne tw o rk  t h a t  

h a s  no c o n s t r a i n t  on t h e  edge c o s t s ,  s i n c e  a  n e tw o rk  can  a lw ays b e  

t ra n s fo rm e d  i n t o  one w ith  d i s t i n c t  edge c o s t s .

(v )  The a lg o r i th m  c an n o t in c r e m e n t a l ly  a c c o u n t  f o r  nodes  g o in g  

down, e d g es  b re a k in g  o r  ch an g in g  c o s t s ,  o r  nodes  coming up . The 

MST h as  to  be  recom pu ted .

\
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2.5 An Alternate Model
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T a r ja n  ( i n  a  p r i v a t e  com m unication to  th e  a u th o r )  su g g e s te d  an 

a l t e r n a t e  m odel, s i m i l a r  to  th e  one p r e s e n te d  in  s e c t i o n  2 .4 ,  by which 

nodes communicate w ith  one a n o th e r  and c o n s t r u c t  th e  MST. We d i s c u s s  

T a r j a n ' s  p ro p o s a l  and examine th e  r e l e v a n c e  o f  th e  a s su m p tio n s .

The i n i t i a l  c o n d i t i o n s  f o r  t h i s  model a r e  th e  same a s  th o s e  f o r  th e  

model o f  s e c t i o n  2 .4 ,  i . e .  each  node knows th e  i d e n t i t y  o f  i t s  n e ig h b o rs  

and th e  c o s t  o f  th e  edges  c o n n e c t in g  i t  t o  them. The edge c o s t s  a r e

a l s o  d i s t i n c t .  In  a d d i t i o n ,  assume t h a t  th e  com m unication a c r o s s  an

edge ta k e s  p la c e  in  one d i r e c t i o n  a t  a  t im e .  Thus, i f  b o th  nodes a t  th e  

end o f  an edge want to  t a l k  to  each  o t h e r  s im u l ta n e o u s ly ,  one g e t s  

p re c ed e n ce  ( i t  d o e s n ' t  m a t t e r  w h ich ) .  We assume t h a t  t h e r e  i s  a 

mechanism by which two nodes  d e t e c t  t h a t  b o th  a r e  a t t e m p t in g  to  use  th e  

com m unication ch an n e l  s im u l ta n e o u s ly ,  and one w in s .  We examine th e  

consequence  o f  t h i s  a ssu m p tio n  on th e  s t r u c t u r e  o f  th e  p r o c e s s e s

r e s i d i n g  i n  each  node , and th e  a synch rony  o f  th e  e n t i r e  system  a l i t t l e

l a t e r .

Each fragm ent i s  d e f in e d  by a  s e t  o f  edges  p r e v io u s ly  added to  th e

MST which form a  s u b t r e e  sp an n in g  th e  f ra g m e n t .  We s h a l l  d i r e c t  th e s e

edges (b ran c h es )  so t h a t  th e y  form a r o o t e d  t r e e  —  each  node w i l l  have 

a  s i n g l e  e x i t i n g  ed g e ,  ex ce p t  f o r  a  u n iq u e  n ode , th e  r o o t , which h a s  no

e x i t i n g  edg e .  The r o o t  w i l l  b e  th e  com m unications c e n t e r  f o r  th e

f ra g m e n t .
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Each f rag m e n t  com putes i n d e p e n d e n t ly .  Only when th e  f rag m en t t r i e s  

to  c o n n ec t  i t s e l f  t o  a n o th e r  f ragm en t v i a  a  minimum c o s t  e d g e ,  o r  when 

a n o th e r  f rag m en t t r i e s  t o  c o n n e c t  i t s e l f  t o  th e  g iv e n  o n e ,  i s  t h e r e  

i n t e r a c t i o n  b e tw een  f r a g m e n ts .

The c o m p u ta t io n  c a r r i e d  ou t by  a  f rag m en t c o n s i s t s  o f  two s t e p s .

1. I n f o r m a t io n  G a th e r in g : The r o o t  ( i . e .  t h e  f r a g m e n t ' s  

com m unication  c e n t e r )  m ust f i n d  o u t  th e  minimum c o s t  edge 

c o n n e c t in g  th e  f rag m en t t o  a n o th e r  f r a g m e n t .  The r o o t  co u ld  

b r o a d c a s t  a  s i g n a l  to  a l l  nodes  i n  th e  f r a g m e n t .  A s i g n a l  i s  th e n  

r e t u r n e d  from each  node i n  th e  f rag m e n t  t o  t h e  r o o t .  T h is  

in f o r m a t io n  i s  com bined, e i t h e r  a lo n g  th e  way o r  i n  th e  r o o f ,  t o  

d e te rm in e  th e  minimum c o s t  edge  ( s a y  (X ,Y )) c o n n e c t in g  a  node ( sa y  

X) i n  th e  frag m en t w ith  a  node ( s a y  Y) o u t s i d e  th e  f r a g m e n t .

2. Adding an Edge; The r o o t  sen d s  a  s i g n a l  to  X t o  add (X,Y) to  

t h e  MST. T h is  s i g n a l  t r a v e l s  a lo n g  a  p a th  o f  t h e  s u b t r e e  from th e  

r o o t  t o  X. A l l  edges  a lo n g  t h i s  p a th  hav e  t h e i r  d i r e c t i o n s  

r e v e r s e d .  I f  (X,Y) h a s  n o t  y e t  b een  added to  t h e  MST, i t  i s  added 

w i th  d i r e c t i o n  from X to  Y. T h is  f rag m e n t  i s  th u s  combined w i th  

a n o th e r  f r a g m e n t ,  and th e  new r o o t  i s  i n  some o t h e r  p a r t  o f  th e  new 

f r a g m e n t .  I f  (X,Y) h a s  a l r e a d y  b een  added to  th e  MST ( d i r e c t i o n  

from Y t o  X ), X becomes th e  new r o o t  o f  th e  e n la r g e d  f r a g m e n t ,  and 

s t e p  1 i s  i n i t i a t e d  from X. H ence, w henever a  node g e t s  a  s i g n a l  

to  c r e a t e  a  b ra n c h ,  i t  d o es  so  i f  i t  i s  n o t  a l r e a d y  t h e r e ,  and 

d e te r m in e s  i f  i t  i s  t h e  r o o t .
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The p ro c e s s  c o n t in u e s  w i th in  each  f r a g m e n t ,  u n t i l  one frag m en t h a s  

no p o t e n t i a l  b ra n c h  c o n n e c t in g  i t  t o  o t h e r  n o d e s .  The fragm ent i s  th e n  

th e  o n ly  f rag m en t ( i f  th e  g rap h  i s  c o n n ec ted )  and i t  c o n t a i n s  a l l  th e  

n o d es .  The a lg o r i th m  i s  now s a id  to  t e r m in a t e .

T here  a r e  s e v e r a l  ways o f  d o in g  th e  in f o r m a t io n  g a th e r in g  and edge 

a d d i t i o n ,  d epend ing  on how much in f o r m a t io n  we w ish  t o  send a lo n g  e d g es .  

These a r e  examined i n  d e t a i l  i n  s e c t i o n  2 .5 .1

The ad v an ta g e  o f  n o t  p e r m i t t i n g  com m unication to  o ccu r  

s im u l ta n e o u s ly  o v e r  an edge  i s  t h a t  two nodes n e v e r  c o n v e r t  th e  same 

edge i n t o  a b ra n c h  s im u l t a n e o u s ly .  Thus, th e  problem  o f  d e c id in g  which 

node sh o u ld  become th e  r o o t  (a n a lo g o u s  t o  d e c id in g  which o f  two nodes 

sh o u ld  unam biguously  become m a s te r  ( c f .  s e c t i o n  2 . 4 . 3 ) )  n e v e r  a r i s e s .  

F u r t h e r ,  t h e  a sy n ch ro n y  o f  t h e  sy stem  i s  r e s t r i c t e d  such  t h a t  no 

re d u n d a n t  c o m p u ta t io n  i s  p e r fo rm ed ,  a s  m igh t o ccu r  i f  a m a s te r  node 

c r e a t e d  an unmarked b ra n c h  o u t  o f  an edge t h a t  was to  b e  s i n g l y  m arked, 

and m a s te r  c o n t r o l  was " u n n e c e s s a r i l y "  t r a n s f e r r e d  to  th e  node a t  th e  

o t h e r  end .

The a d v a n ta g e  o f  d i r e c t i n g  th e  b ra n c h e s  i s  t h a t  when f rag m e n ts  

c o n n e c t  to  one a n o th e r  t h e r e  i s  one r e s u l t i n g  r o o t .  The a lg o r i th m  th u s  

p ro c e e d s  i n  an o r d e r l y  f a s h i o n ,  and t h e r e  i s  no re d u n d a n t  c o m p u ta t io n .  

The way t h e  MST e v o lv e s  depends  on th e  a sy n ch ro n y  o f  t h e  com m unication 

be tw een  th e  n o d e s .  In  th e  a lg o r i th m  d e s c r ib e d  i n  s e c t i o n  2 .4 ,  m a s te r  

c o n t r o l  was t r a n s f e r r e d  from node to  n o d e ,  w i th  th e  number o f  m a s te r s  

d e c r e a s in g  a s  f rag m e n ts  co n n ec ted  to  one a n o th e r .  However, a s  we
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n o t i c e d ,  i f  t h e r e  a r e  u n p r e d ic ta b l e  d e la y s  th e n  a l o t  o f  red u n d an t

com pu ta tion  may be  perform ed  a s  m a s te r  c o n t r o l  g e t s  passed  around

u n n e c e s s a r i l y  ( s e e  Appendix B ) . The s t a t i c  d i s t r i b u t e d  MST a lg o r i th m

keeps no h i s t o r y  o f  how m a s te r  c o n t r o l  i s  t r a n s f e r r e d  and so red u n d an t

com pu ta tion  i s  p o s s i b l e .

L e t us now examine th e  consequence  o f  th e  h a l f  dup lex  n a tu r e  o f  

in t e r n o d e  com m unication, and th e  f a c t  t h a t  b ra n c h es  must be  d i r e c t e d ,  on 

th e  im p lem en ta tion  o f  such  a scheme i n  a computer n e tw ork .

In  o rd e r  t h a t  s im u ltan eo u s  in te r n o d e  communication n o t  ta k e  p la c e ,  

i t  i s  n o t  s u f f i c i e n t  to  t r e a t  th e  communication l i n k s  a s  h a l f  d u p le x .  

T h is  im p l ie s  t h a t  i f  one node has  a l r e a d y  i n i t i a t e d  an asynchronous 

t r a n s m is s io n  o f  a s i g n a l  over a  b ra n c h ,  and th e  b ran ch  i s  i n  use  in  th e  

o p p o s i te  d i r e c t i o n ,  th e n  t h i s  s i g n a l  must be  a b o r te d ,  because  th e  s ig n a l  

t h a t  a r r i v e s  must b e  p ro c e ssed  b e f o r e  a n y th in g  e l s e  i s  d one . A p re v io u s  

d e c i s io n  made by th e  th e  p ro c e ss  must be  undone. A l t e r n a t i v e l y ,  th e  

p ro c e ss  must a c q u i r e  "ow nersh ip"  o f  th e  ch an n e l  in  a manner s i m i l a r  to  

g e t t i n g  p e rm is s io n  to  e n t e r  a  c r i t i c a l  s e c t i o n  o f  code . T h is  may be 

p o s s i b l e  in  some im p le m e n ta t io n s ,  b u t  i f  t h e  communication l i n k  i s  b e in g

m u l t ip le x e d  such "ow nersh ip"  may be  d i f f i c u l t  to  im plem ent, i f  a t  a l l .
(

In  p a c k e t  sw itched  ne tw orks  l i k e  th e  ARPANET t h e r e  i s  a 

p o s i t iv e -ack n o w led g em en t r e t r a n s m is s io n  p r o to c o l  to  g u a ra n te e  r e l i a b l e  

t r a n s m is s io n  betw een th e  sw i tc h in g  n o d es ;  th e  IMPs o r  T IP s .  Ownership 

o f  th e  c h an n e l  would have to  ex tend  u n t i l  th e  s i g n a l  was s u c c e s s f u l l y  

t r a n s m i t t e d .  We n o t i c e ,  t h e r e f o r e ,  t h a t  th e  assum ption  o f h a l f  dup lex  

i n te r n o d e  communication a f f e c t s  th e  a synchrony  o f  th e  s o f tw a re  in  each 

node , and thus  a c t s  a s  a  " sy n c h ro n iz in g "  mechanism between two nod es .
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When a  s i g n a l  i s  s e n t  to  a  node w i t h i n  th e  f r a g m e n t ,  i n  o r d e r  to  

c o n n e c t  t h e  f r a g m e n t  to  a n o th e r  f rag m e n t  u s in g  a s p e c i f i e d  e d g e ,  th e  

b r a n c h e s  a lo n g  th e  p a th  t h e  s i g n a l  t r a v e r s e s  m ust h av e  t h e i r  d i r e c t i o n s  

r e v e r s e d .  H ence, a n  u n d e r ly in g  r o u t i n g  mechanism  m ust e x i s t  t h a t  knows 

w hat t h e  s u b t r e e  o f  t h e  f rag m e n t  lo o k s  l i k e ,  so t h a t  i t  c a n  r o u t e  th e  

s i g n a l  o v e r  a p p r o p r i a t e  b r a n c h e s .  An u n d e r ly in g  r o u t i n g  a l g o r i t h m ,  l i k e  

t h a t  p r e s e n t  i n  t h e  ARPANET may b e  u s e f u l ,  b u t  a g a in  may n o t  i f  i t  does  

n o t  r o u t e  t h e  s i g n a l  o v e r  th e  r i g h t  p a t h .  Each node  a lo n g  th e  way m ust 

b e  in fo rm ed  t h a t  i t  m ust r e v e r s e  t h e  d i r e c t i o n  o f  t h e  b r a n c h .  H ence , i t  

i s  n o t  o n ly  n e c e s s a r y  f o r  th e  s i g n a l  to  r e a c h  i t s  d e s t i n a t i o n  b u t  f o r  

e a c h  node  a lo n g  t h e  p a th  t o  exam ine t h i s  s i g n a l  ( o r  an  e q u i v a l e n t  

s c h e m e ) .

2 .5 .1  Ways o f  G a th e r in g  I n f o r m a t io n  a b o u t  t h e  F ragm ent

We d e s c r i b e  some ways th e  r o o t  g a t h e r s  i n f o r m a t i o n  abo. '■ th e  

f r a g m e n t  o f  w hich  i t  i s  t h e  co m m u n ica tio n s  c e n t e r .

The f i r s t  a p p ro a c h  i s  v e r y  s i m i l a r  to  t h e  one u sed  i n  th e  s t a t i c  

d i s t r i b u t e d  MST a l g o r i t h m  d e s c r i b e d  i n  s e c t i o n  2 . 4 . 3 .  At e ach  n o d e  n ,  

we s t o r e  a  s e t  F (n )  w hich c o n t a i n s  t h e  n o d e s  t h a t  n knows t o  b e  i n  th e  

f r a g m e n t ,  and some r e p r e s e n t a t i o n  o f  t h e  e d g es  i n c i d e n t  t o  n o d es  w hich  n 

knows t o  b e  i n  th e  f r a g m e n t .  The r o o t  a lw ay s  c h o o se s  t h e  minimum c o s t  

e d g e ,  s a y  (X,Y) c o n n e c t in g  a  node  X, i n  t h e  f r a g m e n t ,  t o  node Y o u t s i d e .  

The r o o t  s i g n a l s  X t o  c r e a t e  t h i s  b r a n c h .  A l l  t h e  i n f o r m a t i o n  a b o u t  th e  

f r a g m e n t  a s  s e e n  by  t h e  r o o t  (F (n )  and i n c i d e n t  e d g es  to  n o d es  o u t s i d e  

t h e  f r a g m e n t)  m ust b e  p a s s e d  i n  t h e  s i g n a l ,  and  t h e  d i r e c t i o n  o f  t h e
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•b ranches  t r a v e r s e d  changed . Note t h a t  i n i t i a l l y  a l l  nodes  are., r o o t s  o f  

th e  f rag m en t c o n s i s t i n g  o n ly  o f  th e m s e lv e s .

The second  a p p ro ach  i s  t o  s t o r e  o n ly  t h e  s e t  F (n) a t  e v e ry  node n 

a n d ,  o f  c o u r s e ,  i n f o r m a t io n  on edges  and nodes  i n c i d e n t  to  n .  The 

s i g n a l  from th e  r o o t  i n d i c a t i n g  t h a t  a b ra n c h  sh o u ld  be c r e a t e d  c o n ta i n s  

a  b o o le a n  v e c t o r  r e p r e s e n t i n g  F ( n ) . When a  node d i s c o v e r s  i t  i s  th e  

r o o t ,  i t  b r o a d c a s t s  a  m essage  ( s i g n a l )  to  a l l  nodes  in  th e  s e t  F(n) i t  

h a s  knowledge o f ,  i n  o r d e r  to  g e t  b a ck  from each  o f  them , th e  c o s t  and 

i d e n t i t y  o f  p o t e n t i a l  b ra n c h e s  l e a v i n g  th e  f rag m en t F ( n ) . The r o o t  th e n  

s i g n a l s  X to  c r e a t e  th e  b ra n c h .  T h is  t e c h n iq u e  c a u s e s  more s i g n a l s  to  

b e  g e n e r a te d  b e c a u s e  a l l  th e  n o d es  i n  a  f rag m e n t  m ust be  i n t e r r o g a t e d  

b e f o r e  th e  minimum c o s t  edge l e a v i n g  i t  can  b e  d e te r m in e d .  The amount 

o f  i n f o r m a t io n  in  e ac h  s i g n a l  i s  l e s s  th a n  th e  f i r s t  c a s e .  The

re s p o n s e s  to  a  b r o a d c a s t  q u e ry  m essage from th e  r o o t  co u ld  be combined 

i n  t h e  r o o t  o r  a lo n g  th e  nodes  i n  t h e  s u b t r e e  on th e  way to  th e  r o o t .

The t h i r d  and l a s t  a p p ro ach  i s  f o r  e ach  node o n ly  to  have 

i n f o r m a t io n  a b o u t  th e  ed g es  and nodes  i n c i d e n t  to  i t .  When a node

d i s c o v e r s  t h a t  i t  i s  th e  r o o t ,  i t  m ust d e te rm in e  th e  nodes  w i th in  i t s

f r a g m e n t  and th e  p o t e n t i a l  b r a n c h e s  to  nodes  o u t s i d e  th e  f ra g m e n t .  The 

r o o t  c o u ld  b r o a d c a s t  a  m essage to  d e te rm in e  which nodes  a r e  w i th in  th e  

f ra g m e n t  and th e n  b r o a d c a s t  a  m essage  to  them to  f in d  o u t  what edges  

l e a v e  th e  frag m en t and t h e i r  c o s t s .  Both t h e s e  o p e r a t i o n s  c o u ld  be  

p e rfo rm ed  i n  one s t a g e  r a t h e r  th a n  two. The l e n g t h  o f  each  s i g n a l  i s  

now ev en  s m a l l e r ,  and when th e  r o o t  s i g n a l s  X to  c r e a t e  a  b ra n c h ,  i t

d o e s  n o t  i n c lu d e  any in f o r m a t io n  a b o u t  th e  f r a g m e n t .  N o t ic e  t h a t  when a
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r o o t  a t t e m p ts  to  d e te rm in e  th e  i d e n t i t y  o f  th e  nodes w i th in  i t s  

f r a g m e n t ,  i t  i s  n o t  s u f f i c i e n t  f o r  each  o f  th e  nodes to  send a  m essage 

d i r e c t l y  b ack  to  th e  r o o t ,  b eca u se  th e  r o o t  does  n o t  know how many nodes 

t h e r e  a r e  go ing  to  be w i th in  th e  f ragm en t and so does  n o t  know how long  

to  w a i t .  I n fo rm a t io n  must be  combined a long  th e  t r e e  back  to  th e  r o o t .  

T h is  i s  n e c e s s a ry  b eca u se  o n ly  a  node t h a t  knows w hether i t  i s  th e  l e a f  

o f  t h e  s u b t r e e  spann ing  th e  f rag m en t.

The second and t h i r d  a l t e r n a t i v e s  have l e s s  in fo r m a t io n  in  each  

s i g n a l  b u t  c au se  th e  g e n e r a t io n  o f  more s i g n a l s  th an  th e  f i r s t  

a l t e r n a t i v e .  However, t h e r e  i s  more p r o c e s s in g  overhead  a t  each  o f  th e  

nodes in  o r d e r  to  d e te rm in e  what th e  frag m en t lo o k s  l i k e .

The second and t h i r d  a l t e r n a t i v e s  c o u ld  have been used  even w ith  

th e  s t a t i c  d i s t r i b u t e d  MST a lg o r i th m  d e s c r ib e d  in  s e c t i o n  2 . 4 . 3 ,  s i n c e  

th e s e  a l t e r n a t i v e s  do n o t  depend on th e  a ssu m p tio n  o f  h a l f  d u p lex  

in te r n o d e  com m unication , o r  th e  n o t io n  o f  d i r e c t i n g  the  b ra n c h e s  o f  th e  

s u b t r e e s  b e in g  c r e a t e d .

We l e a v e  th e  d e t e r m in a t io n  o f  th e  s u i t a b i l i t i e s  o f  t h e s e  v a r io u s  

f ragm en t in fo r m a t io n  g a th e r in g  schemes f o r  f u t u r e  r e s e a r c h ,  s i n c e  t h e i r  

s u i t a b i l i t i e s  a r e  b ased  on a m easure  o f  co m p le x i ty  o f  th e  r e s u l t i n g  

a lg o r i th m ;  a  s u b j e c t  o u t  o f  th e  scope o f t h i s  t h e s i s .  We, how ever, f e e l  

t h a t  th e  a ssu m p tio n s  o f  h a l f  d u p lex  in te r n o d e  com m unication and th e  

o v e rh ead s  f o r  d i r e c t i n g  th e  b ra n c h e s  may n o t  b e  a p p r o p r i a t e  f o r  c e r t a i n  

a p p l i c a t i o n s  i n  computer com m unication n e tw o rk s .
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2 .6  An A d a p t iv e  D i s t r i b u t e d  MST A lg o r i th m

In  t h i s  s e c t i o n  we p r e s e n t  an  a d a p t i v e  d i s t r i b u t e d  a lg o r i t h m  f o r  

c o n s t r u c t i n g  MSTs. The a l g o r i t h m  e x e c u te s  c o n t i n u o u s l y ,  and d y n a m ic a l ly  

c o n v e r t s  an  o ld  (m in im al)  sp an n in g  t r e e  i n t o  a new MST. The a l g o r i t h m ,  

t h e r e f o r e  h a s  p h a s e s ;  e ac h  p h a se  t r a n s f o r m s  a  sp an n in g  t r e e  i n t o  an  MST. 

We show t h a t  one  p h ase  m ust b e  o v e r  b e f o r e  t h e  n e x t  s t a r t s ,  o th e r w i s e  

th e  i n f o r m a t io n  e a c h  node h a s  ab o u t  t h e  f rag m e n t  i t  i s  i n ,  may become 

i n a c c u r a t e .  I f  f r a g m e n t  i n f o r m a t io n  becomes i n a c c u r a t e ,  t h e n  th e  

c o n s t r u c t i o n  p r o c e s s  c o u ld  e a s i l y  p ro d u c e  c y c l e s  i n s t e a d  o f  c o n s t r u c t i n g  

t h e  MST. We w i l l  a l s o  d e s c r i b e  how- th e  a l g o r i t h m  moves from  p hase  to  

p h a s e .

The a l g o r i t h m  t a k e s  i n t o  a c c o u n t  ed g e  c o s t s  c h a n g in g ,  new nodes  

b e in g  added to  th e  n e tw o rk  (ed g e  c o s t s  t o  t h e s e  n o d es  g o in g  from 

i n f i n i t y  t o  a  f i n i t e  v a l u e ) , and nodes  g o in g  down (e d g e  c o s t s  t o  them 

becom ing i n f i n i t e ) .  The a l g o r i t h m  d o e s ,  h o w ev er ,  assum e t h a t  a l l  th e  

no d es  and ed g es  a r e  f u n c t i o n i n g  c o r r e c t l y  d u r in g  a  c o m p u ta t io n  p h a se ;  

i . e .  n o d es  and  e d g es  c a n  n o t  go down d u r in g  a  c o m p u ta t io n  p h a s e ,  th o u g h  

new n o d e s  and e d g e s  can  b e  a d d e d . T h i s  a lg o r i t h m  can  ev en  b e  used  to  

c o n s t r u c t  an MST from  s c r a t c h  b e c a u s e  t h e  n o d es  o f  t h e  n e tw o rk  c an  a l l  

b e  c o n s id e r e d  c o n n e c te d  to  a  fa k e  n o d e .  In  t h i s  c a s e ,  t h e  a lg o r i t h m  

lo o k s  v e r y  s i m i l a r  t o  t h e  s t a t i c  d i s t r i b u t e d  MST a l g o r i t h m  d e s c r i b e d  i n  

s e c t i o n  2 . 4 .  We exam ine t h i s  s p e c i a l  c a s e  i n  s e c t i o n  2 . 6 . 4 .



Distributed MST Algorithms 51

2 .6 .1  The B a s ic  Model

R e c a l l  t h e  a b s t r a c t  p a r a l l e l  MST a lg o r i th m  d e s c r ib e d  i n  s e c t i o n  

2 .3 .  F ragm ents  ( s u b t r e e s  o f  t h e  MST) c o n n e c t  to  o t h e r  f r a g m e n ts  to

c r e a t e  l a r g e r  f r a g m e n ts  u n t i l  th e  one re m a in in g  f rag m en t sp a n s  t h e

e n t i r e  s e t  o f  n o d e s .  V a r io u s  im p le m e n ta t io n s  o f  t h i s  a lg o r i t h m  impose 

c o n s t r a i n t s  on which f r a g m e n ts  can  c o n n e c t  t o  o t h e r  f r a g m e n ts ,  t h e  node 

w i th in  a  f rag m en t t h a t  makes t h e  d e c i s i o n  to  c o n n e c t  t o  a n o th e r  

f r a g m e n t ,  and th e  form o f  i n t e r n o d e  com m unication  and t r a n s f e r  o f

c o n t r o l .  The a lg o r i t h m  d e s c r ib e d  i n  s e c t i o n  2 .4  t r a n s f e r r e d  m a s te r

c o n t r o l  from node to  n o d e ,  w h i le  th e  one i n  s e c t i o n  2 .5  d e te rm in e d  which

node sh o u ld  become th e  r o o t  when two f rag m e n ts  were c o n n e c te d  to  one

a n o th e r  by th e  minimum c o s t  e d g e ,  to  form a l a r g e r  f r a g m e n t .

The a lg o r i th m  to  b e  d e s c r ib e d  i n  t h i s  s e c t i o n  u s e s  th e  o ld

sp an n in g  t r e e  to  s y s t e m a t i c a l l y  p a s s  c o n t r o l  a round  so  a s  to  t r a n s f o r m

t h i s  sp a n n in g  t r e e  i n t o  th e  MST. A t r e e  sp an n in g  a n e tw o rk  w i th  N 

n o d e s ,  h a s  N -l b r a n c h e s .  The a lg o r i th m  r e q u i r e s  t h a t  e ac h  node ( s a v e  

one) change one o f  t h e s e  N -l b ra n c h e s  (one  t h a t  i s  i n c i d e n t  to  i t )  i n to  

a b ra n c h  o f  t h e  new MST, th e r e b y  c o m p le t in g  th e  t r a n s f o r m a t i o n .  The 

te rm in o lo g y  u sed  to  d e s c r i b e  th e  a lg o r i th m  i s  s i m i l a r  t o  t h a t  u sed  in  

s e c t i o n  2 .4 .  We w i l l  r e p e a t  d e f i n i t i o n s  when a p p r o p r i a t e .

A node i s  s a i d  to  b e  th e  l e a f  o f  th e  o ld  sp an n in g  t r e e  i f  i t  i s  

c o n n ec te d  to  t h e  o ld  sp an n in g  t r e e  by  o n ly  one b r a n c h .  In  f i g u r e  2 .4b  

A, C, F , H, K, M, N and F a r e  t h e  l e a f  nodes  o f  an  o ld  sp a n n in g  t r e e  f o r  

t h e  n e tw o rk  i n  f i g u r e  2 .4 a .  A node i s  s a i d  to  be  m a s t e r  i f  i t  d e c id e s
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from which node o f  th e  hew -fragm ent a b ra n c h  sh o u ld  be  c r e a t e d  to  a  node 

ly in g  o u t s id e  th e  - f r a g m e n t .  The node t h a t  a c t u a l l y  makes th e  

c o n s t r u c t i o n  w i l l  become a c t i v e . When a  node becomes a l e a f ,  i t  m ust 

remove th e  o ld - b r a n c h  c o n n e c t in g  i t  (and th e  fragm ent o f  th e  new MST) to  

th e  o ld  spann ing  t r e e ,  and r e p l a c e  i t  w ith  a new -branch  t h a t  c o n n e c ts  

th e  new -fragm ent to  i t s  n e a r e s t  n e ig h b o r .  In  t h i s  way th e  o ld  spann ing  

t r e e  i s  c o n v e r te d  i n t o  a new MST.

A node becomes m a s te r  when i t  becomes a  l e a f  n ode . The l a s t  b ran ch  

o f  th e  o ld  sp an n in g  t r e e  i s  removed and a new one fo u n d . The m a s te r  

node may t r a n s f e r  m a s te r  c o n t r o l  to- some o t h e r  node in  th e  f rag m en t in  

s e a r c h  o f  th e  edge t h a t  c o n n e c ts  t h i s  f rag m en t to  i t s  n e a r e s t  n e ig h b o r .  

This  may r e c u r  t i l l  a node becomes a c t i v e .  A new -branch  i s  c r e a t e d  and 

m a s te r  c o n t r o l  d i s a p p e a r s .  However, i f  two a c t i v e  nodes c o n v e r t  th e  

same edge i n to  a b ra n c h ,  th e n  one o f  them must unam biguously  become 

m a s te r  a g a in .  T h is  i s  b e c a u se  a  m a s te r  node and t h e r e f o r e  an a c t i v e  

node was th e  r e s u l t  o f  removing an  o ld - b r a n c h  and r e p l a c in g  i t  w i th  a  

new o n e .  Each a c t i v e  node m ust c r e a t e  a  b ra n c h ,  and so i f  two o f  them 

c r e a t e  t h e  same b ra n c h ,  t h e r e  i s  one l e s s  new -branch  and one o f  t h e  two 

a c t i v e  nodes must becomes m a s te r  a g a in .

I n i t i a l l y ,  t h e  o n ly  f r a g m e n ts  t h a t  can compute a r e  th o s e  t h a t  

c o n s i s t  o f  s i n g l e  nodes t h a t  a r e  l e a v e s  o f  th e  o ld  spann ing  t r e e .  These 

n o d e s ,  a sy n c h ro n o u s ly  and c o n c u r r e n t l y ,  remove th e  b ra n c h  t h a t  c o n n e c ts  

them to  th e  o ld  spann ing  t r e e  and c r e a t e  a  new -branch  t h a t  c o n n e c ts  them 

to  t h e i r  n e a r e s t  n e ig h b o r s .  As a  consequence  o f  such  an a c t i o n  by l e a f  

n o d e s ,  o t h e r  nodes  i n  th e  ne tw ork  w i l l  become l e a f  nodes  and th e  p ro c e s s
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o f  r e p l a c i n g  o ld  b r a n c h e s  c o n t i n u e s ,  u n t i l  a l l  N - l  b r a n c h e s  o f  t h e  o ld  

sp a n n in g  t r e e  hav e  b e e n  r e p l a c e d  by new o n e s .  T h is  r e s u l t s  i n  an  MST. 

In  f i g u r e  2 . 4 c ,  B, G and  0 a r e  t h e  new ly  c r e a t e d  l e a v e s  a f t e r  n o d e s  A, 

, F , K, H, M, N and P h a v e  r e p l a c e d  t h e  o l d - b r a n c h e s  i n c i d e n t  t o  them . 

S i g n a l s  t h a t  t r a n s f e r  m a s t e r  c o n t r o l  o r  c r e a t e  a  b r a n c h  c o n t a i n  

i n f o r m a t i o n  a b o u t  t h e  f r a g m e n t  a s  s e e n  by  t h e  o r i g i n a t o r  o f  t h e  s i g n a l .  

N ote  t h a t  i f  a  l e a f  and  t h e r e f o r e  a  m a s t e r  node  w is h e s  t o  make an

o l d - b r a n c h  i n t o  a new o n e ,  i t  n eed  n o t  rem ove t h e  o ld  one  and th e n

c r e a t e  t h e  new one  i n  two s e p a r a t e  s i g n a l s .  The node  c o u ld  j u s t  c r e a t e  

t h e  new o n e ,  t h e r e b y  i m p l i c i t l y  rem oving  th e  o l d  o n e .

A l l  N n o d e s  i n  t h e  n e tw o rk  w i l l  e v e n t u a l l y  becom e m a s t e r ,  b u t  t h e r e  

a r e  o n ly  N -l  b r a n c h e s  t o  b e  r e p l a c e d .  Some node  w i l l  b e  th e  l a s t  one  to  

become m a s t e r .  I t  w i l l  upon e x am in in g  i t s  f r a g m e n t  s t a t e  r e a l i z e  t h a t  

t h e r e  a r e  no  n o d e s  l y i n g  o u t s i d e  t h e  f r a g m e n t ,  and  t h e r e f o r e  c o n c lu d e  

t h a t  t h e  f r a g m e n t  s p a n s  a l l  t h e  n o d e s .  T h e r e f o r e  th e  MST h a s  b een  

c o n s t r u c t e d .  N ote  t h a t  i t  i s  n o t  n e c e s s a r y  f o r  e a c h  node  to  know th e  

names o f  a l l  t h e  n o d e s  i n  t h e  n e tw o rk ,  o r  e v en  t h e  t o t a l  number to  make 

t h i s  d e c i s i o n .  H ence , new n o d e s  c an  e a s i l y  b e  added  to  t h e  n e tw o r k .  We 

p ro v e  i n  s e c t i o n  2 . 6 . 3  t h a t  t h e r e  i s  o n ly  on e  n o d e  t h a t  d i s c o v e r s  t h i s  

f a c t  ( u n l i k e  t h e  a l g o r i t h m  o f  s e c t i o n  2 . 4 . 3 ) .  T h is  node  c o u ld  th e n  

b r o a d c a s t  a  ' d o n e '  s i g n a l  to  a l l  o t h e r  n o d e s  a lo n g  t h e  b r a n c h e s  o f  t h e

MST. Upon r e c e i v i n g  a  ' d o n e '  s i g n a l  a  node  knows t h a t  t h e  l a s t

c o m p u ta t io n  p h a se  i s  o v e r  and t h a t  i t  c a n  r e i n i t i a l i z e  i t s  s t a t e  

i n f o r m a t i o n  -  f o r  e x am p le ,  t h e  new MST now b ecom es  t h e  o l d  s p a n n in g  

t r e e ,  and  edge  c o s t s  m ust b e  r e e s t a b l i s h e d .  Once a  n o d e  h a s
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r e i n i t i a l i z e d  i t s e l f ,  i t  can  p ro c e ed  w i th  t h e  n e x t  c o m p u ta t io n  p h ase  

when i t  becom es a  l e a f  w i th o u t  h a v in g  t o  w a i t  f o r  a l l  o t h e r  n o d es  to  

hav e  g o t  t h e  ' d o n e '  s i g n a l .  We exam ine how a c o m p u ta t io n  p h ase  

t e r m i n a t e s  and th e  n e x t  one i n i t i a l i z e d  i n  d e t a i l  i n  s e c t i o n  2 . 6 . 3 .

2 . 6 . 2  S ta te m e n t  o f  th e  A lg o r i th m

We now d e s c r i b e  th e  a lg o r i t h m  f o r m a l l y .  We assum e t h a t  t h e  o n ly  

change  be tw een  two p h a s e s  i s  t h e  edge  c o s t s  c h a n g in g .  We assum e t h a t  

nodes  and  ed g es  do n o t  come up o r  go down. The a l g o r i t h m  a c c o u n t s  f o r  

t h e s e  v a r i a t i o n s ,  b u t  we l e a v e  i t  f o r  s e c t i o n  2 . 6 . 5  to  e x p l i c i t l y  show 

t h i s .

2 . 6 . 2 . 1  S t a t e  I n f o r m a t io n  a t  Each Node

The s t a t e m e n t  o f  t h e  a l g o r i t h m  w i l l  assum e t h a t  e a c h  node h a s  a  s e t  

o f  s t a t e  v a r i a b l e s .  These  c o n s i s t  o f :

( i )  The s t a t e  o f  t h e  node  w i th  r e s p e c t  to  t h e  c o n s t r u c t i o n  o f  t h e  new 

MST; i . e .  w h e th e r  i t  i s  i n a c t i v e ,  a c t i v e ,  m a s t e r ,  o r  d o n e ,  and th e  s t a t e  

o f  t h e  node w i th  r e s p e c t  t o  th e  o ld  sp a n n in g  t r e e ;  i . e .  w h e th e r  i t  i s  a  

l e a f  o r  n o t .  The s t a t e  d e te r m in e s  what t h e  node  s h o u ld  do when i t  g e t s  

a  m essage  from  a n o th e r  n o d e .

( i i )  I n f o r m a t i o n  a b o u t  e a c h  o f  th e  ed g es  t h e  node i s  c o n n e c te d  t o .  The 

I n f o r m a t io n  c o n t a i n s  s o u r c e  and d e s t i n a t i o n  node i d e n t i t i e s  o f  t h e  e d g e ,  

i t s  c o s t ,  w h e th e r  t h e  edge  I s  an  o ld - b r a n c h  o r  a  n e w -b ra n c h ,  and i f  a  

new -b ran ch  w h e th e r  t h i s  node  a n d / o r  th e  node  a t  t h e  o t h e r  end made i t  

i n t o  a  b r a n c h .
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( i i i )  A l i s t  o f  nodes t h a t  a r e  in  th e  fragm ent a s  seen  by t h i s  node. 

For each  such  n ode , in f o r m a t io n  i s  k e p t  on edges  ( p o t e n t i a l  b ra n c h es )  

c o n n e c t in g  th e  node to  nodes  o u t s i d e  th e  f rag m e n t .  Note t h a t  some o f  

t h e s e  edges  co u ld  a l r e a d y  b e  b ra n c h e s ,  s i n c e  th e  node a t  which t h i s  d a ta  

s t r u c t u r e  r e s i d e s  may n o t  know to  what o t h e r  nodes th e  node a t  th e  o th e r  

end o f  t h e  b ra n c h  i s  c o n n ec ted  t o ,  and so can  n o t  in c lu d e  t h a t  node in  

t h e  frag m en t s t a t e .

2 . 6 . 2 . 2  I n te r n o d e  Communication

In te rn o d e  com m unication i s  a ch iev ed  by sen d in g  m essages  c a l l e d  

SIGNALS. S ig n a ls  have  f i v e  p a ra m e te r s ;  t h e  so u rc e  and d e s t i n a t i o n  node 

i d e n t i t i e s ,  t h e  command, th e  fragm ent s t a t e  a s  seen  by th e  s o u rc e  o f  th e

s i g n a l ,  and i f  an edge i s  b e in g  made i n to  a  b ra n c h ,  th e n  in fo r m a t io n

ab o u t th e  edge a s  seen  by  th e  so u rc e  o f  th e  s i g n a l .  The command cou ld

be  'rem ove  t h i s  o l d - b r a n c h ' ,  'make t h i s  edge (o ld - b ra n c h )  in to  a 

n e w -b ra n c h ' ,  o r  'becom e m a s t e r ' .  I f  t h e  command i s  'rem o v e  t h i s  

o l d - b r a n c h ' , th e n  th e  fragm en t s t a t e  sh o u ld  n o t  be  p r e s e n t  i n  th e  

s i g n a l .  A s i g n a l  can be s e n t  to  a  node t h a t  i s  a n e ig h b o r ,  o r  to  a  node 

t h a t  i s  n o t  a  n e ig h b o r  b u t  p a r t  o f  th e  same fragm ent i f  th e  command i s  

'becom e m a s t e r ' . We assume t h a t  th e  com m unication l i n k  betw een two 

nodes i s  f u l l  d u p le x ,  and t h a t  an u n d e r ly in g  asynch ronous  mechanism 

g u a r a n te e s  r e l i a b l e  com m unication betw een two n o d es .
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T h e re  a r e  some s p e c i a l  r o u t i n e s  a t  e a c h  n o d e .  Many o f  them a r e  

i d e n t i c a l  o r  v e r y  s i m i l a r  t o  th o s e  d e f i n e d  i n  s e c t i o n  2 . 4 . 3 . 3 .  We 

c h o o se  t o  g i v e  t h e s e  t h e  same names b e c a u s e  th e y  p e r fo rm  th e  same b a s i c  

f u n c t i o n s .

MERGE_FRAG_STATE m e rg e s  t h e  f r a g m e n t  s t a t e  r e c e i v e d  i n  a s i g n a l  ( i f  

any) w i th  t h e  f r a g m e n t  s t a t e  a l r e a d y  p r e s e n t  a t  t h e  n o d e .  M erg ing  

c o n s i s t s  i n  a d d in g  n o d e s  n o t  a l r e a d y  p a r t  o f  t h e  f r a g m e n t  and  d e l e t i n g  

e d g e s  whose n o d es  now l i e  w i t h i n  th e  f r a g m e n t .  N ote  t h a t  t h e  f r a g m e n t  

s t a t e  g e t s  a l t e r e d  o n ly  when a  s i g n a l  a r r i v e s  and  i s  p r o c e s s e d ,  and n o t  

when a  s i g n a l  i s  p ro d u c e d .  H ence, when a n o d e  m akes an  ed g e  i n t o  a  

b r a n c h ,  t h e  f r a g m e n t  s t a t e  i s  u n a l t e r e d  a s  t h i s  n o d e  d o e s  n o t  know w hat 

l i e s  beyond  t h e  node  a t  t h e  o t h e r  end o f  t h e  e d g e .

A r o u t i n e  c a l l e d  MERGE__EDGE_INFO m erg es  t h e  ed g e  i n f o r m a t i o n

r e c e i v e d  i n  t h e  s i g n a l  ( i f  any) w i th  t h a t  c o n t a i n e d  f o r  t h i s  ed g e  a t  t h e  

n o d e .

DECIDE i s  a  r o u t i n e  t h a t  d e t e r m in e s  w hich  o f  two n o d e s  s h o u ld  

become m a s t e r .  I f  DECIDE r e t u r n s  t r u e  t h i s  n o d e  s h o u ld  become m a s t e r .  

R e l a t i v e  node  n u m b erin g  c o u ld  b e  u sed  a s  an  unam biguous d e c i s i o n .  More 

e s o t e r i c  t e c h n i q u e s  c o u ld  b e  u sed  w h ich  may h e l p  t h e  a l g o r i t h m  e x e c u te  

f a s t e r .  For e x am p le ,  b o t h  n o d e s  know w h ich  e d g e s  t h e  o t h e r  i s  p a r t  o f

( s i n c e  b o th  n o d e s  j u s t  exchanged  f r a g m e n t  s t a t e s ) .  The node  t h a t

becom es m a s t e r  c o u ld  b e  th e  one t h a t  h a s  a  lo w e r  c o s t  ed g e  e x c lu d i n g  t h e  

one t h a t  c o n n e c t s  b o t h  t o g e t h e r .
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ANY_NEIGHBOR i s  a  r o u t i n e  which exam ines  t h e  f rag m en t s t a t e  and 

d e te r m in e s  w hich  node  ( i f  any) sh o u ld  become m a s t e r .  I f  ANY_NEIGHBOR 

r e t u r n s  t r u e ,  th e n  th e  i d e n t i t y  o f  t h i s  node i s  r e t u r n e d  in  MASTER_NODE,

and th e  i d e n t i t y  o f  t h e  node a t  th e  o t h e r  end o f  t h e  edge  from

MASTER_NODE i n  DEST_NODE. The edge d e te rm in e d  by (MASTER_NODE, 

DEST_NODE) c o n n e c ts  t h i s  f rag m e n t  t o  i t s  n e a r e s t  n e ig h b o r .  I f  

ANY_NEIGHBOR r e t u r n s  f a l s e  th e n ,  t h e r e  a r e  no n e ig h b o r s  o f  t h i s  f rag m en t 

and th u s  t h e  MST h a s  b een  c o n s t r u c t e d .

CHANGE_BRANCH i s  a r o u t i n e  t h a t  g e t s  invoked  when a  node becomes a 

l e a f  o f  t h e  o ld  sp a n n in g  t r e e .  The r o u t i n e  exam ines  t h e  f rag m e n t  s t a t e  

th ro u g h  ANY_NEIGHBOR. T here  must b e  a n e a r e s t  n e ig h b o r .  I f  th e  edge

(MASTER_NODE, DEST_NODE) i s  th e  same a s  th e  l a s t  o l d - b r a n c h ,  th e n  th e

node  makes t h i s  edge  i n t o  a  new -branch  and s i g n a l s  DEST_NODE t o  'm ake 

t h i s  edge  ( o ld - b r a n c h )  i n t o  a  n e w -b ra n c h ' .  O th e rw ise  th e  o ld - b r a n c h  i s  

removed and DEST_NODE s i g n a l l e d  to  're m o v e  t h i s  o l d - b r a n c h ' ,  and a  new 

b ra n c h  i s  c r e a t e d  by c a l l i n g  TRANSFER_MASTER_CONTROL.

TRANSFER_MASTER_CONTROL i s  a  r o u t i n e  t h a t  exam ines  th e  f rag m e n t  

s t a t e  th ro u g h  ANY_NEIGHBOR. I f  t h e r e  i s  a  n e ig h b o r ,  and i f  MASTER_NODE 

i s  t h e  node  i t s e l f ,  th e n  th e  node c o n v e r t s  t h e  edge  d e te rm in e d  by 

(MASTER_NODES, DEST_NODE) i n t o  a b ra n c h  i f  i t  a l r e a d y  was n o t  o n e ,  and 

- s i g n a l s —t h e  -dEST_NODE t o  'm ake  t h i s  edge  ( o ld - b r a n c h )  i n t o  a  

n e w - b r a n c h ' . I f  t h e  edge i s  a l r e a d y  a  b ra n c h  th e n  DEST_NODE i s  

s i g n a l l e d  to  'becom e m a s t e r ' .  I f  MASTER_NODE was n o t  th e  node i t s e l f ,  

th e n  MASTER_NODE i s  s i g n a l l e d  to  'becom e m a s t e r '  . I f  ANY_SIE1GHB0R 

r e t u r n s  f a l s e ,  th e n  b r o a d c a s t  a  ' d o n e '  s i g n a l  to  a l l  t h e  n o d e s ,  and s e t  

t h e  s t a t e  o f  t h e  node to  d one .
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2 . 6 . 2 . 4  The Main Program

A b s t r a c t l y ,  th e  program i n  each  node can  b e  fo rm u la te d  a s  f o l l o w s .  

Assume t h a t  a l l  nodes  know who t h e i r  n e ig h b o rs  a r e .

R e i n i t i a l i z a t i o n ; D eterm ine th e  new c o s t  o f  th e  edges  i n c i d e n t  a t  t h i s

n ode . R e i n i t i a l i z e  th e  d a ta  s t r u c t u r e  c o r re sp o n d in g  to  th e  edge

in f o r m a t io n  and th e  f ragm en t s t a t e .  The l a t t e r  w i l l  c o n ta i n  o n ly  t h i s  

node and i t s  e d g e s .  The edge in f o r m a t io n  w i l l  r e f l e c t  which ed g es  a r e  

o l d - b r a n c h e s .

F i r s t  s t e p : I f  t h e  node i s  a  l e a f  th e n  CHANGE_B RANCH.

G en era l  s t e p ; W ait f o r  a  s i g n a l .  When i t  a r r i v e s  MERGE_FRAG_STATE and 

MERGE_EDGE_INFO.

I f  t h e  command i s  'rem ove  t h i s  o l d - b r a n c h ' ,  th e n  do n o th in g  more 

s i n c e  th e  edge in f o r m a t io n  a l r e a d y  r e f l e c t s  t h i s  ch an g e .

I f  t h e  command i s  'becom e m a s t e r '  th e n  TRANSFER_MASTER__CONTROL.

I f  th e  command i s  'make t h i s  edge  ( o ld - b ra n c h )  i n t o  a  n e w - b r a n c h ' , 

th e n  i f  t h e  edge was made i n t o  a new -branch by b o th  nodes  th e n  DECIDE 

who sh o u ld  become m a s t e r .  I f  t h i s  node becomes m a s te r  th en  

TRANSFER_MASTER__CONTROL.

I f  th e  command i s  'd o n e '  th e n  t h i s  c o m p u ta t io n  phase  i s  o v e r ,  and

so fo rw ard  th e  'd o n e '  s i g n a l  a lo n g  a l l  th e  b ra n c h e s  i n c i d e n t  to  t h i s

n o d e , e x c e p t  th e  one on which th e  s i g n a l  a r r i v e d .

I f  t h e  node i s  now a l e a f  th e n  CHANGE_BRANCH.

I f  t h i s  node i s  done th en  t h i s  c o m p u ta t io n  phase  i s  o v e r .

R epea t t h e  g e n e r a l  s t e p  u n t i l  t h i s  co m p u ta t io n  phase  i s  o v e r .
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Repeat th e  I n i t i a l i z a t i o n s .

2 .6 .3  T e rm in a t io n  and R e i n i t i a l i z a t i o n  o f  Com putation Phases

We now p ro v e ,  i n f o r m a l ly ,  t h a t  t h e r e  i s  one and on ly  one node in  

th e  netw ork  t h a t  d e te rm in e s  t h a t  th e  MST has  been c o n s t r u c t e d .  Th is

node in fo rm s  th e  o th e r s  o f  th e  t e r m in a t io n  o f  th e  c u r r e n t  com pu ta tion  

phase  by b r o a d c a s t in g  a  'd o n e '  s i g n a l ,  a lo n g  th e  b ran c h es  o f  th e  new MST 

j u s t  c o n s t r u c t e d .  R e c a l l  t h a t  th e  a lg o r i th m  c o n s t r u c t s  th e  MST by 

r e p la c in g  th e  N -l o ld -b ra n c h e s  by n e w -b ra n ch e s . O ld -b ranches  g e t  

r e p la c e d  when a  node becomes a l e a f .  There a r e  N nodes i n  th e  ne tw ork  

and each  g e t s  th e  o p p o r tu n i ty  to  be a l e a f .  We f i r s t  show why a l l  nodes 

e v e n tu a l ly  become l e a v e s ,  a s  th e  p ro o f  t h a t  o n ly  one node d e te rm in es  

t e r m in a t io n  o f  th e  com pu ta tion  phase depends on t h i s  f a c t .

As o ld -b r a n c h e s  a r e  re p la c e d  by new o n e s ,  o th e r  nodes become l e a f  

nod es .  E v e n tu a l ly ,  t h e r e  w i l l  be  one node , say  Z ( t h a t  has  n e v e r  been a 

l e a f ) ,  t h a t  i s  connec ted  by o ld -b ra n c h e s  to  m (m>2) l e a f  n o d es .  See 

f i g u r e  2 .5 .  These m nodes w i l l  a t te m p t  to  r e p l a c e  th e  o ld -b ra n c h e s

i n c i d e n t  to  them, and s i g n a l s  w i l l  be  s e n t  to  Z. Modes a lw ays p ro c e ss  

s i g n a l s  s e q u e n t i a l l y  and to  c o m p le t io n ,  and so when Z h a s  p ro c e ss e d  m-1 

s i g n a l s  i t  too  w i l l  become a l e a f .  T h e re fo re  a l l  nodes become le a v e s  o f  

th e  o ld  spanning  t r e e .

As a  consequence  o f  a l l  nodes becoming le a v e s  and t h e r e  b e in g  only  

N-l o ld - b r a n c h e s ,  a f t e r  th e  l a s t  node has become a l e a f ,  two m a s te r

nodes i n  two f ragm en ts  w i l l  make th e  same edge i n t o  a new -branch . (T h is
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i s  th e  l a s t  edge to  b e  made i n t o  a  new -branch  by two a c t i v e  n o d e s . )  One 

o f  t h e s e  two nodes  unam biguously  becomes m a s te r  a g a in ,  and t r a n s f e r s  

m a s te r  c o n t r o l  i n  an a t te m p t  to  co n n ec t  th e  f r a g r a n t  i t  i s  i n  to  a n o th e r  

f r a g m e n t .  M as te r  c o n t r o l  w i l l  be  t r a n s f e r r e d  to  some node t h a t  r e a l i z e s  

t h a t  t h e r e  a r e  now no more nodes l y i n g  o u t s i d e  th e  f r a g m e n t .  T h is  n ode , 

t h e r e f o r e ,  c o n c lu d e s  t h a t  th e  MST h as  b een  c o n s t r u c t e d .  T here  a r e  no 

o th e r  m a s t e r  nodes  i n  t h e  n e tw o rk  a t  t h i s  t im e ,  b e c a u s e  a l l  o th e r  m a s te r  

n o d e s ,  g iv e n  r i s e  from l e a f  n o d e s ,  have  r e l i n q u i s h e d  th e  " m a s te r "  

p r o p e r ty  on ce  a  new -b ranch  was c r e a t e d .

L e t  us now exam ine how nodes r e i n i t i a l i z e  th e m se lv e s  f o r  t h e  n e x t  

c o m p u ta t io n  p h ase  once a  'd o n e '  s i g n a l  h a s  been  b r o a d c a s t .  A s u f f i c i e n t

c o n d i t i o n  f o r  t h i s  a d a p t i v e  a lg o r i th m  to  work i s  t h a t  a new c o m p u ta t io n
1

p h ase  n o t  be  i n i t i a t e d  w h i le  one i s  c u r r e n t l y  i n  p r o g r e s s .  The 

r e i n i t i a l i z a t i o n  p r o c e s s  m ust a lw ays  g u a r a n te e  t h a t  t h i s  c o n d i t i o n  i s  

t r u e .  L e t  us s e e  what happens  i f ,  f o r  any r e a s o n ,  t h i s  c o n d i t i o n  i s  

v i o l a t e d .  F ig u r e  2 .6 a  shows a  n e tw o rk  w i th  an o ld  sp an n in g  t r e e  and new 

edge c o s t s .  Assume t h a t  a l l  nodes know t h a t  th e  l a s t  c o m p u ta t io n  p hase  

h a s  t e r m in a te d  and have  r e e s t a b l i s h e d  th e  new edge c o s t s .  F ig u r e  2 .6b  

i l l u s t r a t e s  what th e  new MST would lo o k  l i k e .  We now show t h a t  w h i le  

t h i s  c o m p u ta t io n  p h ase  i s  i n  p r o g r e s s ,  i f  a n o th e r  one i s  i n i t i a t e d ,  th e n  

a  c y c le  i s  c o n s t r u c t e d  b e c a u s e  d i f f e r e n t  p a r t s  o f  t h e  n e tw o rk  have  

d i f f e r e n t  and i n c o n s i s t e n t  i n f o r m a t io n  ab o u t th e  f rag m e n ts  b e in g  

c o n s t r u c t e d .  C o n s id e r  t h a t  i n s t a n t  o f  t im e  when B, C and D a r e  l e a v e s .  

C w i l l  remove b ra n c h  CA and s i g n a l  0 t o  become m a s te r  so t h a t  i t  w i l l  

c o n s t r u c t  ON a s  a  b ra n c h .  Say nodes  M and N d e c id e  to  s t a r t  a n o th e r
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co m p u ta t io n  phase  and c o n s t r u c t  MF and NF a s  b r a n c h e s .  F w i l l  become a 

l e a f .  At t h i s  i n s t a n t  assume t h a t  th e  c o s t  o f  edge FB h a s  become 29 

from 10, and t h a t  o f  FG h a s  become 16.5 from 29. F w i l l  remove FB and

c r e a t e  FG a s  a  b ra n c h .  A c y c le  c o n s i s t i n g  o f  edges  FG, GO, ON and NF

h as  been  c o n s t r u c t e d .  Many, much more s u b t l e ,  c y c le s  a r e  p o s s i b l e .  M 

and N sh o u ld  n o t  have  s t a r t e d  th e  new co m p u ta tio n  p h a se ,  and B and G 

sh o u ld  n o t  have  ag re ed  to  chang ing  th e  edge c o s t s .  When a node g e t s  a 

'd o n e '  s i g n a l ,  i t  m ust communicate w ith  i t s  n e ig h b o rs  to  e s t a b l i s h  th e  

c o s t s  o f  i n c i d e n t  edges  f o r  th e  n e x t  co m p u ta tio n  p h a se .  We examine the  

r e q u ire m e n ts  o f  t h e  p r o to c o l  t h a t  a c h ie v e s  t h i s .

L e t  A b e  a node t h a t  h a s  g o t  th e  'd o n e '  s i g n a l .  Some o f  A 's  

n e ig h b o rs  may have  r e c e iv e d  th e  'd o n e '  s i g n a l ,  w h i le  o t h e r s  may n o t

h a v e .  L e t  B b e  A 's  n e ig h b o r ,  and assume t h a t  B h a s  n o t  y e t  r e c e iv e d  th e

s i g n a l .  When A com m unicates w ith  B, i n  an a t te m p t  to  e s t a b l i s h  th e  c o s t  

o f  edge (A ,B ) , B m ust t e l l  A t h a t  i t  w i l l  respond  as  soon a s  i t  g e t s  a  

'd o n e '  s i g n a l .  When B g e t s  th e  'd o n e '  s i g n a l ,  th e n  e v e r y th in g  i s  f i n e ,  

s i n c e  b o th  nodes  have g o t  th e  'd o n e '  s i g n a l  and can change th e  c o s t  o f  

an  edge c o n n e c t in g  them. When a l l  edges  i n c i d e n t  to  a  node have t h e i r  

c o s t  r e e s t a b l i s h e d  and new -branches  marked a s  o ld - b r a n c h e s ,  th e  node can 

p ro ceed  w ith  t h e  new p h a se ,  i f  p o s s i b l e .

I f  B were to  " b l i n d l y "  a g re e  on th e  new c o s t  o f  th e  edge (A ,B ), 

th e n  su b se q u e n t  a c t i o n s  o f  A may p roduce  u n d e s i r a b l e  r a c e  c o n d i t i o n s ,  

which c au se  y e t  ano th_er_£L Q m puta tion -phase--to -be-in it ia ted  w h ile  one i s  

a l r e a d y  i n  p r o g r e s s .  We i l l u s t r a t e  t h i s  in  f i g u r e  2 .7 .  Assume t h a t  th e  

MST h as  j u s t  been c o n s t r u c t e d  and node E b r o a d c a s t s  th e  'd o n e '  s i g n a l .
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The new edge c o s t s  a r e  a l s o  shown. Nodes w i l l  o n ly  e s t a b l i s h  them when 

th e y  g e t  t h e  'd o n e '  s i g n a l .  Assume t h a t  G and A hav e  r e c e iv e d  th e  

' d o n e '  s i g n a l  w h i le  B h a s  n o t .  A w i l l  now e s t a b l i s h  t h e  c o s t  o f  edge  AB 

and B w i l l  b l i n d l y  a g r e e .  A w i l l  th e n  remove b ra n c h  AF and c r e a t e  AB. 

Assume t h a t  B now g e t s  th e  'd o n e '  s i g n a l .  I t  w i l l  fo rw a rd  i t  t o  A and A 

w i l l  go a b o u t  r e e s t a b l i s h i n g  edge  c o s t s  f o r  a n o th e r  c o m p u ta t io n  phase  

and c o u ld  e a s i l y  c o n s t r u c t  c y c l e s .

T h e r e f o r e  when A com m unicates  w i th  B ab o u t th e  new c o s t  o f  edge  AB, 

A i s  k e p t  w a i t i n g  u n t i l  B h a s  g o t  t h e  ' d o n e '  s i g n a l .  Only th e n  i s  th e  

c o s t  o f  AB r e e s t a b l i s h e d .  Hence, when a  node h a s  b een  c o m p le te ly  

r e i n i t i a l i z e d ,  a l l  i t s  n e ig h b o r s  h av e  a l s o  g o t  th e  'd o n e '  s i g n a l  and 

a g re e d  on t h e s e  edge  c o s t s .  T h is  s im p le  p r o t o c o l  f o r  r e i n i t i a l i z a t i o n  

i s  s u f f i c i e n t  t o  g u a r a n te e  t h a t  a  new p h a se  i s  n o t  i n i t i a t e d  w h i le  one 

i s  c u r r e n t l y  a c t i v e  even  when new nodes  a r e  b e in g  ad d ed . We show t h i s  

i n  s e c t i o n  2 . 6 . 5 .  The p ro o f  o f  t h i s  i s  s t r a i g h t  fo rw a rd .  When a

r e i n i t i a l i z e d  node s u b s e q u e n t ly  becomes a  l e a f  a n d /o r  m a s t e r ,  i t  i s

g u a ra n te e d  t h a t  a l l  i t s  n e ig h b o r s  w i l l  p r o c e s s  a s i g n a l  i t  sen d s  them 

o n ly  a f t e r  th e y  h a v e  been  r e i n i t i a l i z e d  to o .  Hence, a  s i g n a l  b e lo n g in g  

t o  a  new p h a se  i s  n o t  p ro c e s s e d  by a  node u n t i l  i t  to o  i s  re a d y  f o r  th e

new p h a s e .  H ence, t h e  r e i n i t i a l i z a t i o n  p r o t o c o l  s e r v e s  t o  s y n c h r o n iz e

th e  knowledge two nodes  h av e  o f  t h e  edge  t h a t  c o n n e c ts  them f o r  t h e  n e x t  

c o m p u ta t io n  p h a s e .  More e s o t e r i c  r e i n i t i a l i z a t i o n  p r o t o c o l s  may be  

d e v e lo p e d .

I t  i s  a p p r o p r i a t e  a t  t h i s  p o i n t  t o  d i s c u s s  t h e  p r o p e r t i e s  o f  th e  

b r o a d c a s t  r o u t i n g  scheme by which 'd o n e '  s i g n a l s  a r e  d e l i v e r e d  t o  a l l
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t h e  n o d e s .  The ' d o n e '  s i g n a l  i s  fo rw a rd e d  a lo n g  th e  n e w -b ra n c h e s  o f  t h e  

MST. S in c e  t h e r e  i s  no a l t e r n a t e  r o u t i n g  s t r a t e g y ,  a  node  c a n n o t  g e t  a 

d u p l i c a t e  copy o f  a  ' d o n e '  s i g n a l .  F u r t h e r ,  when a  ' d o n e '  s i g n a l  o f  a 

p a r t i c u l a r  p h a se  i s  b r o a d c a s t ,  t h e n  ' d o n e '  s i g n a l s  o f  t h e  p r e v i o u s  p h a se  

no l o n g e r  e x i s t .  T h i s  i s  t r u e  s i n c e  a l l  n o d es  do n o t  c o m p le te  t h e i r  

r e i n i t i a l i z a t i o n  u n t i l  t h e y  to o  r e c e i v e  th e  ' d o n e '  s i g n a l .  The 

b r o a d c a s t  r o u t i n g  scheme t h e r e f o r e  g u a r a n t e e s  t o  d e l i v e r  e x a c t l y  one 

copy o f  t h e  ' d o n e '  s i g n a l  to  a  n o d e ,  p r o v id e d  t h a t  e d g e s  and  n o d e s  do 

n o t  go down u n t i l  a f t e r  a l l  n o d e s  hav e  l e a r n e d  o f  t h e  t e r m i n a t i o n  o f  t h e  

c u r r e n t  p h a s e .

When a  n o d e  e n t e r s  i t s  r e i n i t i a l i z a t i o n  co d e  b e c a u s e  i t  r e c e i v e s  a 

done s i g n a l ,  i t  d o e s  n o t  p r o c e s s  any  m e ssa g e s  n o t  r e l a t e d  to  

r e i n i t i a l i z a t i o n  u n t i l  a f t e r  i t  i s  r e a d y  f o r  t h e  n e x t  p h a s e .  

A n a lo g o u s ly ,  i f  e d g e  c o s t  r e e s t a b l i s h m e n t  m e ssa g e s  a r r i v e  b e f o r e  th e  

no d e  g e t s  t h e  ' d o n e '  s i g n a l ,  t h e n  t h e  node t e l l s  i t  n e ig h b o r  t h a t  t h e  

r e s p o n s e  w i l l  b e  coming s h o r t l y .  C o n c e p t u a l l y ,  one  can  im a g in e  t h a t  two 

n o d e s  h av e  g o t  two i n t e r p r o c e s s  co m m u n ica tio n  c h a n n e l s  be tw een  them -  

one  f o r  r e c e i v i n g  and t r a n s m i t t i n g  s i g n a l s  r e l a t e d  to  MST c o n s t r u c t i o n  

and t h e  o t h e r  f o r  r e i n i t i a l i z a t i o n .  The i n t e r p r o c e s s  co m m u n ica tio n  

c h a n n e l s  s h o u ld  b e  r e l i a b l e  and p r o v i d e  seq u en ced  com m u n ica tio n  [ C e r f7 4 ,  

C e r f 7 4 a ,  S u n s h in e 7 5 ] .
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2 . 6 . 4  C o n s t r u c t i n g  t h e  MST from S c r a t c h

68

L e t  u s  exam ine th e  o p e r a t i o n  o f  t h e  a l g o r i t h m  when t h e r e  i s  no 

sp a n n in g  t r e e  i n i t i a l l y  o v e r l a y e d  on th e  n o d e s  o f  t h e  n e tw o rk .  The 

n o d e s ,  h o w ev er ,  c an  a l l  b e  c o n s id e r e d  c o n n e c te d  to  a f a k e  node by  an 

ed g e .  H ence, t h e r e  i s  a  s p a n n in g  t r e e  o v e r l a y e d  on th e  n o d es  o f  th e  

n e tw o rk ,  and  a l l  t h e  n o d es  a r e  l e a f  n o d e s .

H ence, a ssum ing  t h a t  e a c h  node  knows th e  i d e n t i t i e s  o f  i t s  

n e ig h b o r s  and th e  c o s t  o f  t h e  e d g es  c o n n e c t in g  i t  t o  i t s  n e i g h b o r s ,  t h e  

a l g o r i t h m  i s  no d i f f e r e n t  from t h a t  d e s c r i b e d  i n  s e c t i o n  2 . 6 . 2 . 4  e x c e p t  

t h a t  t h e  i n i t i a l i z a t i o n s  f o r  t h e  f i r s t  p h a se  have  a l l  n o d es  l a b e l l e d  a s  

l e a v e s ,  and t h e r e  a r e  no o l d - b r a n c h e s .

N o t ic e  t h a t  t h i s  a l g o r i t h m  i s  now v e r y  s i m i l a r  to  th e  s t a t i c  

d i s t r i b u t e d  a lg o r i t h m  d e s c r i b e d  i n  s e c t i o n  2 . 4 . 3 .  The s i g n a l s  used  i n  

t h e  a d a p t i v e  a l g o r i t h m  a r e  'm ake t h i s  edge  ( o ld - b r a n c h )  i n t o  a  

n e w -b ra n c h '  and 'becom e m a s t e r ' .  These  c o r r e s p o n d ,  r e s p e c t i v e l y ,  to  

'm a rk  t h i s  e d g e '  and 'becom e m a s t e r '  i n  t h e  s t a t i c  a l g o r i t h m .  T h ere  i s  

no s i g n a l  in  t h e  a d a p t i v e  a l g o r i t h m  c o r r e s p o n d in g  to  'becom e m a s t e r  and 

make t h i s  ed g e  an  unmarked b r a n c h '  i n  t h e  s t a t i c  a l g o r i t h m .  T h is  i s  s o ,  

b e c a u s e  i n  t h e  a d a p t i v e  a l g o r i t h m  w henever two n o d es  c o n v e r t  t h e  same 

edge  i n t o  a  b r a n c h  one o f  them un am b ig u o u s ly  becom es m a s t e r .  T h is  i s  

n o t  a lw ays  t h e  c a s e  in  t h e  s t a t i c  a l g o r i t h m  where one  o f  t h e  n o d es  c o u ld  

h a v e  c r e a t e d  a  m arked b ra n c h  w h i le  th e  o t h e r  c o u ld  have  made t h a t  edge  

i n t o  an unmarked b r a n c h .  T h e re  i s  an  e x t r a  command i n  t h e  s t a t i c  c a s e  

i n  o r d e r  to  t r a n s f e r  more i n f o r m a t io n  in  a  s i g n a l .  Hence th e  s t a t i c
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a lg o r i th m  of s e c t i o n  2 .4 .3  i s  a s p e c i a l  c a se  o f  t h i s  a d a p t iv e  a lg o r i th m .

The a d a p t iv e  a lg o r i th m  w i l l  s t i l l  have o n ly  one node t h a t  

d e te rm in e s  t h a t  th e  p hase  has  t e r m in a te d .  Hence, th e  a lg o r i th m  can be 

'used to  c r e a t e  an MST from s c r a t c h  and th e n  have i t  a d a p t i v e l y  change . 

In  th e  n e x t  s e c t i o n  we examine th e  c a se  where a l l  nodes do n o t  i n i t i a l l y  

know th e  i d e n t i t i e s  o f  t h e i r  n e ig h b o rs  and th e  c o s t  o f  th e  edges 

c o n n e c t in g  them t o  t h e i r  n e ig h b o r s .

2 .6 .5  A Very G enera l  Environment

We now show how t h a t  a lg o r i th m  a s  d e s c r ib e d  i n  s e c t i o n  2 .6 .2  .can,be. 

u sed  i n  a v e ry  a synchronous  en v iro n m en t,  where edge c o s t s  a r e  ch an g in g ,  

new nodes a r e  b e in g  added to  th e  n e tw o rk , and some nodes a r e  b e in g  

removed. The a lg o r i th m  i s  e s s e n t i a l l y  unchanged from t h a t  d e s c r ib e d  In  

s e c t i o n  2 .6 .2  b u t  th e  i n i t i a l  c o n d i t i o n s  and r e i n i t i a l i z a t i o n s  a r e  a  

l i t t l e  more complex.

D uring th e  r e i n i t i a l i z a t i o n  p ro c e s s  t h a t  a node un d e rg o es  upon 

l e a r n i n g  t h a t  t h e  c u r r e n t  c o m p u ta t io n  p hase  i s  o v e r ,  i t  may d i s c o v e r  

t h a t  some o f  t h e  edges  i n c i d e n t  to  i t  have an i n f i n i t e  c o s t .  T h is  

im p l ie s  t h a t  t h e  edge can n o t  be  used f o r  com m unication, and so i t  i s  

n o t  in c lu d e d  i n  th e  n o d e 's  r e i n i t i a l i z e d  fragm ent s t a t e .  Such edges  may 

have  been  b r a n c h e s .  The node marks them as  o ld -b r a n c h e s  i n  i t s  d a t a  

s t r u c t u r e s  c o r re sp o n d in g  to  th e  edge in fo r m a t io n  so t h a t  th e  node can 

become a  l e a f  and r e p l a c e  t h i s  o ld - b r a n c h .  Note t h a t  i t  i s  l i k e l y  t h a t  

th e  nodes on e i t h e r  end o f  such  a  dead b ran ch  w i l l  a t te m p t  t o  r e p l a c e
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i t .  T h is  c o u ld  h av e  h appened  e v en  when ed g e  c o s t s  were n o t  i n f i n i t e  and

so t h i s  i s  n o t  a s p e c i a l  c a s e .

I f  a l l  e d g es  t o  a  node  become i n f i n i t e  th e n  t h e  node  and i t s  

n e ig h b o r s  assum e t h a t  t h e  node  h a s  b e e n  removed from  t h e  n e tw o r k ,  and i t  

w i l l  b e  e x c lu d e d  from  t h e  MST b e in g  c o n s t r u c t e d  by v i r t u e  o f  t h e  a c t i o n  

e ac h  n e ig h b o r  w i l l  t a k e .

Now t h a t  we know how t o  a c c o u n t  f o r  n o d es  b e in g  removed from  t h e

n e tw o r k ,  l e t  u s  exam ine  how new n o d e s  and e d g e s  c a n  b e  added  t o  t h e

n e tw o rk .  F i r s t ,  c o n s i d e r  how new n o d e s  a r e  a d d e d .  T hese  nodes , c o u ld  b e  

b ra n d  new n o d e s ,  o r  n o d es  t h a t  h av e  become c o m p le te ly  p a r t i t i o n e d  o f f  

from  t h e  n e tw o rk  and now h av e  e d g e s  o f  f i n i t e  c o s t  c o n n e c t in g  them t o  

o t h e r  n o d e s .  B oth  s i t u a t i o n s  a r e  e q u i v a l e n t .  When a  new node comes u p ,  

i t  d i s c o v e r s  i t  n e ig h b o r s  u s in g  some s im p le  low  l e v e l  p r o t o c o l ,  and 

a t t e m p t s  t o  e s t a b l i s h  i n t e r p r o c e s s  co m m u n ica tio n  c h a n n e l s  w i th  them . 

The n o d e  now a t t e m p t s  t o  e s t a b l i s h  t h e  ed g e  c o s t s  so  t h a t  i t  can  

i n i t i a l i z e  i t s  d a t a  s t r u c t u r e s  and  p ro c e e d  w i th  c o n s t r u c t i n g  t h e  MST. 

None o f  t h e  n e i g h b o r s  w i l l  a g r e e  on t h e  edge  c o s t s  u n t i l  t h e y  to o  a r e  i n  

t h e  ( r e ) i n i t i a l i z a t i o n  p r o c e s s  th e m s e lv e s  -  b e c a u s e  th e y  g o t  a  'd o n e '  

s i g n a l , -  o r  b e c a u s e  t h e y  to o  a r e  new n o d e s .  When a  new node  h a s  

c o m p le te ly  i n i t i a l i z e d  i t s  d a t a  s t r u c t u r e s  i t  c an  p r o c e e d .  A- new node 

i s  i n i t i a l i z e d  a s  a  l e a f  node  and p r o c e e d s  t o  c o n n e c t  i t s e l f  t o  a  node 

by  a  b r a n c h .  I t  i s  l i k e  any o t h e r  l e a f  node  now.

T h i s  s im p le  m ethod  o f  i n t r o d u c i n g  new n o d e s  i n t o  t h e  n e tw o rk  i s  

c o n s i s t e n t  w i th  t h e  r u l e s  f o r  t e r m i n a t i o n  and i n i t i a t i o n  o f  p h a s e s .  A
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new node can  p ro c e e d  w i th  MST c o n s t r u c t i o n  o n ly  a t  t h e  b e g in in g  o f  a

p h a se .  T h is  r e s t r i c t i o n  may im pose some d e l a y  b e f o r e  a  new node can

p ro c e e d  w i th  MST c o n s t r u c t i o n .  We f e e l  t h a t  t h i s  d e la y  i s  w o rth  t h e  

s i m p l i c i t y  o f  t h e  p h ase  s y n c h r o n iz in g  schem e.

N e x t ,  c o n s id e r  how new e d g es  can  b e  added t o  t h e  n e tw o rk .  I f  t h e s e

new e d g es  came from a t  l e a s t  one new n o d e ,  th e n  i t  w i l l  be  in t r o d u c e d  

i n t o  a  new c o m p u ta t io n  p h a se  a t  th e  same t im e  by  b o th  t h e  nodes  a t  

e i t h e r  e n d ,  a s  we have  j u s t  s e e n .  L e t  us  now exam ine how an  edge  t h a t  

once  had  an  i n f i n i t e  c o s t  now h a s  a  f i n i t e  c o s t ,  i . e .  i t  can  be  u sed  f o r  

com m unication  a g a i n .  N ote  t h a t  t h e  nodes  on e i t h e r  end a r e  n o t  new and 

have  b een  p a r t i c i p a t i n g  i n  c o m p u ta t io n  p h a s e s ,  t r e a t i n g  t h i s  edge  a s  i f  

i t  d id  n o t  e x i s t .  E i t h e r  o r  b o th  t h e  nodes  w i l l  d i s c o v e r  t h a t  t h e  edge 

i s  a v a i l a b l e  f o r  com m unication  and e s t a b l i s h  i n t e r p r o c e s s  com m unica tion  

c h a n n e ls  b e tw een  them . The d i f f i c u l t  p a r t  i s  i n t r o d u c i n g  t h i s  edge  w i th  

a  new f i n i t e  c o s t  i n t o  t h e  same c o m p u ta t io n  p h a se  f o r  b o th  n o d e s .  I f  we 

assume t h a t  su ch  e d g es  come i n t o  e x i s t e n c e  o n ly  d u r in g  th e  

r e i n i t i a l i z a t i o n  p r o c e s s  f o r  b o th  n o d e s ,  t h e n  e i t h e r  one o f  them c o u ld  

i n i t i a t e  r e e s t a b l i s h m e n t  o f  t h e  edge c o s t  and th e  edge  would be 

i n t r o d u c e d  i n  t h e  new c o m p u ta t io n  p h a se  f o r  b o th  n o d es  a t  t h e  same t im e .  

T h is  a s s u m p tio n  i s  n e c e s s a r y  f o r  t h e  same r e a s o n  t h a t  e d g es  and nodes  

c a n n o t  go down d u r in g  a  c o m p u ta t io n  p h a s e ,  o r  t h a t  edge  c o s t s  c an  n o t  be  

changed d u r in g  a  c o m p u ta t io n  p h a s e .  T h a t  i s ,  t h e  a l g o r i t h m  assum es a  

f i x e d  to p o lo g y  d u r in g  a  c o m p u ta t io n  p h a se  and any change  would c a u s e  th e  

s t a t e  i n f o r m a t io n  a t  v a r i o u s  n o d es  to  be  i n c o n s i s t e n t .
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The a ssu m p tio n  t h a t  no changes  in  to p o lo g y  can  o c c u r  d u r in g  a 

c o m p u ta t io n  p h a se ,  and o n ly  d u r in g  t h e  r e i n i t i a l i z a t i o n  p e r io d  i s  n o t  

u n r e a s o n a b le .  The a d a p t i v e  a lg o r i th m  w i l l  be  t y p i c a l l y  u sed  i n  an 

en v iro n m e n t  where an MST i s  c o n s t r u c t e d ,  and u sed  f o r  a  c e r t a i n  p e r io d  

o f  t im e  and th e n  r e c o n s t r u c t e d .  T h e re fo re  each  node w i l l  be in  th e  

r e i n i t i a l i z a t i o n  p r o c e s s  f o r  a  lo n g i s h  p e r io d  o f  t im e ,  d e c id i n g  what th e  

l o c a l  to p o lo g y  sh o u ld  be  l i k e  f o r  th e  n e x t  p h a se .  Nodes c o u ld  be 

programmed to  w a i t  f o r  a c e r t a i n  p e r io d  o f  t im e  when th e y  have  

r e i n i t i a l i z e d  th e m se lv e s  and found o u t  t h a t  th e y  a r e  l e a v e s .  Hence, one 

can  im ag in e  t h a t  th e  nodes  c o n s t r u c t  th e  MST, th e n  spend some tim e 

r e i n i t i a l i z i n g .  Upon r e i n i t i a l i z a t i o n  t h e  l e a v e s  o f  th e  MST c o u ld  w a i t  

f o r  some t im e  b e f o r e  s t a r t i n g  th e  new p h a se .  Once th e y  have  s t a r t e d  th e  

p h a s e ,  nodes  t h a t  become l e a v e s  p e r fo rm  t h e i r  u s u a l  f u n c t i o n s .  T h is  

d o es  n o t  r e q u i r e  c lo c k s  i n  d i f f e r e n t  nodes  to  be sy n c h ro n iz e d  o r  even  

have  th e  same p e r i o d .

2 . 6 . 6  The P a c k e t  R adio  Network Environm ent

We now d e s c r i b e  how th e  a lg o r i th m  can be used  i n  t h e  P a c k e t  Radio 

Network [Kahn75, Frank75] w hich u s e s  c e n t r a l i z e d  r o u t i n g .  P a c k e ts  a r e

fo rw arded  from a s o u rc e  r e p e a t e r  a lo n g  th e  b ra n c h e s  o f  a t r e e  t o  th e

s t a t i o n  where th e y  g e t  r o u t e d  e i t h e r  t o  a  h o s t  c o n n e c te d  to  a n o th e r  

n e tw o rk  f o r  w hich th e  s t a t i o n  a c t s  l i k e  a g a tew ay , o r  to  a u s e r  

c o n n ec te d  to  a  d e s t i n a t i o n  r e p e a t e r .  The t r e e  a lo n g  which p a c k e t s  a r e

fo rw ard ed  i s  r o o te d  a t  t h e  s t a t i o n  and co u ld  b e  a minimum h e i g h t  t r e e .

I f  a  minimum s p a n n in g  t r e e  c o n n e c t in g  t h e  r e p e a t e r s  and s t a t i o n  i s
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e q u a l l y  s a t i s f a c t o r y ,  th e n  t h i s  a lg o r i th m  can be used  to  c o n s t r u c t  th e  

MST when th e  r e p e a t e r s  a r e  dropped from an  a i r p l a n e  and th e  s t a t i o n  i s  

a l r e a d y  on th e  g ro u n d . The r e p e a t e r s  and s t a t i o n  a l l  have th e  same 

a lg o r i th m  e x e c u t in g  i n  them. The a lg o r i th m  a d a p t i v e ly  recom putes  th e  

MST a s  more r e p e a t e r s  la n d  and d i s c o v e r  o th e r  r e p e a t e r s .  We assume t h a t  

r e p e a t e r s  do n o t  go down and edge c o s t s  do n o t  become i n f i n i t e  ( u n le s s  

r e p e a t e r s  a r e  i n  th e  r e i n i t i a l i z a t i o n  p r o c e s s ! ) .  We m u s t ,  how ever, 

p e rm it  new edges  to  be  in t r o d u c e d  i n t o  th e  ne tw ork  a t  a l l  t im es  and n o t

o n ly  d u r in g  r e i n i t i a l i z a t i o n .  T h is  can  e a s i l y  b e  done , a s  we s h a l l  s e e .

N o t ic e  t h a t  th e  a ssu m p tio n s  f o r  th e  a d a p t iv e  a lg o r i th m  t o  work have  n o t

been  v i o l a t e d  i n  t h i s  r e a l  l i f e  a p p l i c a t i o n !

Assume t h a t  an  edge (A,B) can  go from i n f i n i t e  c o s t  to  a f i n i t e  

c o s t  a t  any t im e .  E i t h e r  A o r  B, o r  b o th  w i l l  d i s c o v e r  t h a t  t h i s  edge 

i s  a v a i l a b l e  f o r  com m unication and e s t a b l i s h  i n t e r p r o c e s s  com m unication 

c h a n n e ls  betw een  them. Assume now t h a t  A e n t e r s  i t s  r e i n i t i a l i z a t i o n  

code b eca u se  i t  g e t s  a  'd o n e '  s i g n a l .  A a t t e m p ts  to  r e e s t a b l i s h  th e  

c o s t  o f  t h i s  ed g e .  I f  B i s  a l s o  in  i t s  r e i n i t i a l i z a t i o n  c o d e ,  th e n  a l l  

i s  f i n e  and th e  edge w i l l  e n t e r  th e  new co m p u ta t io n  p h a s e ,  a s  we have 

seen  i n  s e c t i o n  2 . 6 . 5 .  However, i t  i s  p o s s i b l e  t h a t  B may a l t e r n a t i v e l y  

b e  i n  one o f  th e  two fo l lo w in g  s t a t e s :

( i )  B may j u s t  have  r e i n i t i a l i z e d  i t s e l f  and p roceeded  w i th  th e  new 

phase  (A and B c o u ld  n o t  communicate when B g o t  i t s  'd o n e '  s i g n a l  

s i n c e  edge (A,B) d id  n o t  e x i s t  a t  t h a t  t i m e ) .
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( i i )  B may n o t  h av e  y e t  g o t  t h e  ' d o n e '  s i g n a l .

A and B m u s t  s y n c h r o n iz e  t h e i r  a c t i o n s  so  t h a t  (A,B) h a s  t h e  same c o s t

a s  s e e n  by b o t h  o f  them f o r  a l l  p h a s e s . L e t  u s  s e e  how t h i s  i s

a c h i e v e d .  A w i l l  b e  t o l d  by  B t h a t  i t  i s  n o t  i n  t h e  r e i n i t i a l i z a t i o n  

p r o c e s s  and  t o  w a i t  f o r  t h e  r e s p o n s e .  A c a n  n o t ,  h o w e v er ,  w a i t  

i n d e f i n i t e l y  b e c a u s e  B may h a v e  b e en  i n  a  s t a t e  d e s c r i b e d  i n  ( i )  a b o v e .  

A m u s t t r e a t  t h i s  edge  s p e c i a l l y .  A a ssu m es  t h a t  B i s  i n  s t a t e  ( i i )

above  and w a i t s  f o r  a  c e r t a i n  am ount o f  t im e .  I f  B r e s p o n d s  i n  t h a t

t im e  w i th  e s t a b l i s h m e n t  o f  t h e  edge  c o s t ,  a l l  i s  a g a i n  f i n e .  I f  B d o es  

n o t  r e s p o n d ,  th e n  A a b o r t s  t h i s  r e e s t a b l i s h m e n t  and assum es  t h a t  B was 

i n  s t a t e  ( i )  and t h e r e f o r e  t r e a t s  t h e  ed g e  a s  th o u g h  i t  had  an  i n f i n i t e

c o s t .  A 's  a s s u m p t io n  may h av e  b e e n  wrong i n  t h a t  i t  j u s t  d i d n ' t  w a i t

lo n g  en o u g h . In  t h a t  c a s e  t h e  s i t u a t i o n  and p r o c e s s  B g o es  th r o u g h  upon 

g e t t i n g  i t s  ' d o n e '  s i g n a l  i s  s y m m e tr ic a l  t o  what we j u s t  d e s c r i b e d .  

H ence , i f  t i m i n g s  a r e  n o t  r i g h t ,  t h e n  i t  i s  l i k e l y  t h a t  A and B w i l l  n o t

i n t r o d u c e  t h i s  new ed g e  i n t o  t h e  n e tw o rk  f o r  a  number o f  p h a s e s .  We

b e l i e v e  t h a t  n o d e s  w i l l  b e  i n  t h e  r e i n i t i a l i z a t i o n  p r o c e s s  f o r  a  l o n g i s h  

p e r i o d  o f  t i m e ,  and  t h a t  t h e r e  a r e  s t o c h a s t i c  d e l a y s  and so t h i s  

s y n c h r o n i z a t i o n  w i l l  e v e n t u a l l y  come a b o u t .  T h i s  s y n c h r o n i z a t i o n  

m echanism  i s  v e r y  much i n  t h e  same s p i r i t  a s  t h e  one u se d  by t h e  

I n t e r n e t  T r a n s m is s io n  C o n t r o l  P rogram  when i t  s e t s  up an  i n t e r p r o c e s s  

co m m u n ica tio n  c h a n n e l  a c r o s s  a  v e r y  u n r e l i a b l e  s u b n e t  [ C e r f7 4 a ,  

T o m lin so n 7 4 , D a l a l 7 4 ,  D a l a l 7 5 ,  S u n s h in e 7 5 ] .

As r e p e a t e r s  l a n d  th e y  w i l l  d i s c o v e r  t h e  w o r ld  a ro u n d  them . They 

do n o t  w a i t  f o r  a l l  r e p e a t e r s  I n  t h e i r  n e ig h b o rh o o d  to  l a n d  s i n c e  th e y
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do n o t  know how many t h e r e  w i l l  b e .  A r e p e a t e r  d e c id e s  t h a t  i t  has  

enough n e ig h b o r s  and th e n  c o n s id e r s  i t s e l f  i n i t i a l i z e d  and p ro c e e d s  to  

c o n s t r u c t  t h e  MST. I t  i s  p o s s i b l e  t h a t  a  sm a l l  MST w i l l  be  c o n s t r u c t e d  

i n  th e  f i r s t  p h a se ,  and t h i s  w i l l  become l a r g e r  a s  new nodes  a r e  added 

i n  su b se q u e n t  p h a s e s .  I t  i s  a l s o  p o s s i b l e  t h a t  a number o f  s m a l l  MSTs 

w i l l  be  c o n s t r u c t e d ,  b u t  a s  more nodes  la n d  o r  th e  e x i s t e n c e  o f  new 

edges  a r e  d i s c o v e r e d  th e  s m a l l  MSTs w i l l  c o n n ec t  th e m se lv e s  to  one 

a n o th e r  p ro d u c in g  a  f i n a l  MST.

2 .6 .7  A n a ly s is  o f  t h e  A lg o r i th m

The a d a p t iv e  a lg o r i t h m  i s  r e l a t i v e l y  s im p le  once a  new c o m p u ta t io n  

phase  has  b een  p r o p e r ly  i n i t i a t e d .  In  te rm s o f  th e  a b s t r a c t  p a r a l l e l  

a lg o r i t h m ,  l e a f  nodes  d e c id e  to  co n n ec t  th e  new f rag m en t th e y  have 

in f o r m a t io n  a b o u t  to  a n o th e r  f rag m en t by  th e  minimum c o s t  e d g e .  S in ce  

a l l  N nodes  e v e n t u a l l y  become l e a v e s  and t h e r e  a r e  o n ly  N -l 

o ld - b r a n c h e s ,  one and o n ly  one node d e t e r m i n e s >t h a t  th e  c o m p u ta t io n  

p hase  h a s  t e r m in a t e d .  T h is  node in fo rm s  th e  o t h e r s  by b r o a d c a s t i n g  a 

'd o n e '  s i g n a l ,  a lo n g  th e  b ra n c h e s  o f  t h e  MST j u s t  c o n s t r u c t e d .

The r e i n i t i a l i z a t i o n  p r o c e s s  t h a t  a  node u n d e rg o es  upon r e a l i z i n g  

t h a t  th e  c u r r e n t  c o m p u ta t io n  p h ase  i s  o v e r  i s  v e r y  i m p o r t a n t . The 

p r o p e r t i e s  o f  th e  p r o t o c o l  by which edge  c o s t s  a r e  e s t a b l i s h e d  have  been  

d e s c r ib e d  i n  s e c t i o n s  2 . 6 . 3 ,  2 . 6 . 4 ,  and 2 . 6 . 5 .  The a lg o r i th m  assum es 

t h a t  c e r t a i n  changes  in  to p o lo g y ,  i . e .  ed g es  o r  nodes  g o in g  down, o n ly  

o c c u r  d u r in g  r e i n i t i a l i z a t i o n ,  i n  o r d e r  t o  keep th e  to p o lo g y  from 

ch an g in g  d u r in g  a  c o m p u ta t io n  p h a se ,  and to  g u a r a n te e  t h a t  a  co m p u ta t io n  

p h ase  p r o p e r ly  t e r m i n a t e s .
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I f  edge c o s t s  a r e  n o t  d i s t i n c t ,  th en  th e  a synchrony  o f  th e  

c o n s t r u c t i o n  p ro c e s s  may r e s u l t  i n  c y c l e s ,  i n  a  manner s i m i l a r  to  t h a t  

d e s c r ib e d  i n  s e c t i o n  2 . 4 . 5 .

The f a c t o r s  t h a t  i n f l u e n c e  th e  c o m p lex ity  o f  t h i s  a lg o r i th m  a r e  

s i m i l a r  to  th o s e  d e s c r ib e d  f o r  th e  s t a t i c  a lg o r i th m  i n  s e c t i o n  2 . 4 . 4 . 2 , 

and th e  a c t u a l  d e te r m in a t io n  o f  co m p lex ity  i s  a s u b j e c t  f o r  f u t u r e  

r e s e a r c h .  S ince  c o n t r o l  i s  t r a n s f e r r e d  s y s t e m a t i c a l l y ,  t h e r e  i s  l e s s  

chance  o f  re d u n d a n t  co m p u ta t io n  b e in g  perfo rm ed  as  a  r e s u l t  o f  long  

com munication d e l a y s .

The v a r io u s  fragm ent in f o r m a t io n  g a th e r in g  schemes d i s c u s s e d  in  

s e c t i o n  2 .5 .1  co u ld  have been  used  i n  t h i s  a lg o r i th m  to o ,  i n s t e a d  o f  

p a s s in g  th e  fragm ent s t a t e  in  each  s i g n a l .

2 .6 .8  C o n c lu s io n s

We have d e s c r ib e d  an  a d a p t iv e  d i s t r i b u t e d  a lg o r i th m  t h a t  c o n v e r t s  

th e  o ld  sp an n in g  t r e e  i n t o  an MST. The p r o p e r t i e s  o f  t h i s  a lg o r i th m  a r e  

s i m i l a r  to  th o s e  o f  th e  s t a t i c  a lg o r i th m  w ith  th e  a d d i t i o n a l  f e a t u r e  

t h a t  i t  i s  a d a p t i v e .  The r e i n i t i a l i z a t i o n  p ro c e s s  betw een two 

co m p u ta tio n  p h ase s  must g u a ra n te e  t h a t  a new co m p u ta t io n  p h ase  i s  n o t  

i n i t i a t e d  w h i le  one i s  c u r r e n t l y  in  p r o g r e s s .  The r e i n i t i a l i z a t i o n  

p r o to c o l  we have d e s c r ib e d  must s y n c h ro n iz e  th e  knowledge two nodes have 

o f  th e  edge c o n n e c t in g  them f o r  th e  n e x t  c o m p u ta t io n  p h a se .  T h is  

r e q u ire m e n t  and th e  f a c t  t h a t  t e r m in a t io n  o f  a co m p u ta t io n  phase  i s  

announced by a  b r o a d c a s t  a lo n g  th e  b ra n c h e s  o f  th e  MST r e q u i r e s  t h a t
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e d g es  and nodes  c an  go down o n ly  d u r in g  t h e  r e i n i t i a l i z a t i o n  p r o c e s s .

New e d g es  and nodes  c an  b e  added  to  t h e  n e tw o rk  a t  any  t im e ,  and a r e  

i n t r o d u c e d  i n t o  t h e  c o m p u ta t io n  p h ase  c o r r e c t l y .  T h is  a l g o r i t h m  can  be

used  i n  t h e  P a c k e t  R adio  N etwork to  i n i t i a l l y  c o n f ig u r e  t h e  r a d i o

r e p e a t e r s  when th e y  a r e  d ro p p ed  o u t  o f  an  a i r p l a n e .
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2.7 Conclusions

78

We have p r e s e n t e d  two c o n c u r r e n t  and a sy n ch ro n o u s  a lg o r i th m s  f o r  

c o n s t r u c t i n g  MSTs i n  a  d i s t r i b u t e d  en v iro n m en t in  which t h e r e  i s  no one

p o in t  o f  c o n t r o l .  One o f  th e  a lg o r i th m s  i s  a d a p t i v e  to  changes  i n

to p o lo g y  u n d e r  c e r t a i n  c o n s t r a i n t s .  We b e l i e v e  t h a t  t h e s e  a r e  th e  f i r s t  

a lg o r i th m s  o f  t h e i r  k in d  f o r  c o n s t r u c t i n g  MSTs. We have  d e s c r ib e d  some 

o t h e r  a l t e r n a t i v e s  f o r  g a t h e r i n g  s t a t e  in f o r m a t io n ,  b u t  t h e i r

s u i t a b i l i t y  h a s  s t i l l  t o  be d e te r m in e d .

For some a p p l i c a t i o n s  i t  m igh t be  d e s i r a b l e  to  c o n s t r u c t  an MST 

w i th  th e  minimum d ia m e te r .  We f e e l  t h a t  by  u s in g  a  c o n c u r r e n t ,

a sy n ch ro n o u s  a lg o r i t h m  b ased  on P r im 's  "g re e d y "*  a l g o r i t h m ,  i t  i s  n o t  

p o s s i b l e  to  g u a r a n te e  t h a t  th e  MST c o n s t r u c t e d  w i l l  be  th e  one w i th  th e  

minimum d ia m e te r .

*The u se  o f  t h i s  te rm  was found i n  [K ershenbaum 74]. I t  i n d i c a t e s  t h a t  
a t  e v e ry  s t a g e  in  th e  c o n s t r u c t i o n  p r o c e s s ,  i f  t h e r e  i s  more th a n  one 
n e a r e s t  n e ig h b o r ,  th e n  any one i s  c h o se n .  The a lg o r i t h m ,  t h e r e f o r e ,  
c o n s t r u c t s  an MST b u t  does  n o t  o p t im iz e  any o t h e r  o b j e c t i v e  f u n c t i o n .
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CHAPTER 3 

BROADCAST ROUTING ALGORITHMS

3.1  I n t r o d u c t i o n

B ro ad cas t  r o u t i n g  i s  d e f in e d  a s  th e  c a p a b i l i t y  o f  th e  com m unication 

su b n e t  to  d e l i v e r  a  b r o a d c a s t  m essage from one h o s t  to  a l l  d e s t i n a t i o n  

h o s t s .  T h is  i s  a  s p e c i a l  c a se  o f  m u l t i - d e s t i n a t i o n  r o u t i n g ,  where a 

m essage i s  d e l i v e r e d  to  more th an  one d e s t i n a t i o n .  We have  d e s c r ib e d  i n

C hap te r  1, t h e  need f o r  such  a  c a p a b i l i t y  from th e  com m unication s u b n e t .

The' e f f i c i e n c y  o f  th e  b r o a d c a s t  i s  g r e a t l y  d e p en d en t on th e  n a t u r e  

o f  th e  p a r t i c u l a r  su b n e t  o v e r  which i t  i s  a t t e m p te d .  In  t h i s  c h a p t e r ,  

we d e s c r ib e  b r o a d c a s t  r o u t i n g  a lg o r i th m s  f o r  p a c k e t  s w i tc h e d ,  

s t o r e - a n d - f o r w a r d  computer n e tw o rk s .  The ARPANET [R o b e r ts7 2 ,  

M cQuillan72] w i l l  be  used  a s  t h e  model f o r  such  PSNs. PSNs have s to r a g e  

and a ( s m a l l )  h o ld in g  tim e  a t  e v e ry  s w i tc h in g  node , and so can be 

th o u g h t  o f  a s  p r o v id in g  s t a t i s t i c a l  t im e  d i v i s i o n  m u l t ip le x e d  

com m unication.

There  a r e  many ways o f  p e rfo rm in g  b r o a d c a s t  in  PSNs so a s  t o  red u c e  

th e  t o t a l  amount o f  com m unication n eed ed , th e r e b y  p e r fo rm in g  th e

b r o a d c a s t  q u ic k ly  and c h e a p ly ,  a s  w e l l  a s  lo w e r in g  th e  p o s s i b i l i t y  o f  

su b n e t  c o n g e s t io n .  We d e s c r i b e  th e  a lg o r i th m s  and show th e  q u a l i t a t i v e  

t r a d e o f f s .  Much o f  t h i s  d i s c u s s i o n  i s  b ased  on a  p r i v a t e  com m unication 

from C erf  [C e r f7 6 ] . In  C hap te r  4 , we d e te rm in e  lo w er  bounds on th e
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p e r fo rm a n c e  m e a s u re s  f o r  t h e  a l g o r i t h m s ,  i n  o r d e r  t o  com pare  them 

q u a n t i t a t i v e l y .  The two im p o r t a n t  m e a s u re s  o f  p e r fo rm a n c e  a r e  t h e  

num ber o f  p a c k e t  c o p ie s  g e n e r a t e d  and t r a n s m i t t e d  t o  b r o a d c a s t  a  p a c k e t  

t o  a l l  n o d e s ,  i n  p a c k e t - h o p s ,  and  t h e  d e l a y  i n  p r o p a g a t i n g  t h e  p a c k e t  to  

a l l  n o d e s .

S e c t i o n s  3 .2  t o  3 .7  d e s c r i b e  t h e  v a r i o u s  a l g o r i t h m s ,  s e c t i o n  3 .8  

d i s c u s . s e s  t h e  r e l i a b i l i t y  o f  b r o a d c a s t  p r o t o c o l s  and  s e c t i o n  3 .9  

d i s c u s s e s  t h e  t r a d e o f f s  b e tw ee n  g l o b a l  and  s u b g ro u p  b r o a d c a s t  r o u t i n g  

a l g o r i t h m s .
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3 .2  S e p a r a t e l y  A d d re sse d  P a c k e t s

C o n v e n t io n a l  p a c k e t  s w i tc h e d  n e tw o rk s  b a se d  on p o i n t  t o  p o i n t  

c i r c u i t s ,  l i k e  th e  ARPANET o r  T e l e n e t ,  u se  f i x e d  o r  dynam ic r o u t i n g  

t a b l e s  t o  m in im ize  th e  number o f  t r a n s m i s s i o n s  ( s to r e - a n d - f o r w a r d )  

r e q u i r e d  to  move a  p a c k e t  from s o u r c e  t o  d e s t i n a t i o n .  Such a  sys tem  i s  

d e s ig n e d  to  s u p p o r t  e f f i c i e n t  p o i n t - t o - p o i n t  co m m u n ica tio n .  B ro a d c a s t  

com m unica tion  can  b e  a c h ie v e d  from  such  a  sy s tem  by s e n d in g  a  d i s t i n c t l y  

a d d r e s s e d  copy o f  t h e  p a c k e t  to  each  d e s t i n a t i o n .  T h e re  a r e  s e v e r a l  

d raw backs  o f  su c h  a  schem e.

( i )  A l a r g e r  number o f  p a c k e t  c o p i e s  a r e  fo rw a rd ed  and t r a n s m i t t e d  

f o r  e v e ry  b r o a d c a s t  th a n  i s  n e c e s s a r y .  We show l a t e r  t h a t  th e  

minimum number o f  p a c k e t - h o p s  to  b r o a d c a s t  a  p a c k e t  i n  a  s u b n e t  

w i th  N n o d es  i s  N - l .

( i i )  As a  c o n se q u e n c e  o f  more p a c k e t s  b e in g  t r a n s m i t t e d  th a n  

n e c e s s a r y ,  t h e  l e v e l  o f  c o n g e s t i o n  w i t h i n  th e  s u b n e t  may i n c r e a s e ,  

t h e r e b y  i n c r e a s i n g  th e  d e l a y  f o r  d e l i v e r i n g  p a c k e t s .

( i i i )  I n  some com m unica tion  s u b n e t s ,  a  v i r t u a l  c i r c u i t  may h a v e  to  

b e  s e t  up b e tw een  th e  s o u r c e  and e a c h  d e s t i n a t i o n  i n  o r d e r  to  

t r a n s m i t  e a c h  b r o a d c a s t  p a c k e t .  T h is  i s  a n  u n n e c e s s a r y  w a s te  o f  

r e s o u r c e s  s i n c e  t h e s e  v i r t u a l  c i r c u i t s  may n o t  b e  u sed  f o r  f u r t h e r  

c o m m u n ica tio n .

We now exam ine a l g o r i t h m s  t h a t  t a k e  a d v a n ta g e  o f  th e  b a s i c  

s t o r e - a n d - f o r w a r d  n a t u r e  o f  su ch  n e tw o rk s .  In  o r d e r  to  m in im ize  th e
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d e la y  to  p ro p a g a te  a  b r o a d c a s t  p a c k e t ,  i t  sh o u ld  b e  fo rw arded  a lo n g  th e  

s h o r t e s t  p a th s  from th e  s o u rc e  t o  th e  d e s t i n a t i o n s .  F ig u r e  3 .1 a  and 

3 .1 b  show t h e  s h o r t e s t  p a th  t r e e s  from nodes 5 and 3 r e s p e c t i v e l y .  Note 

t h a t  t h e s e  s h o r t e s t  p a th  t r e e s  a r e  n o t  u n iq u e  i n  t h i s  exam ple. S in c e  

a l l  com m unication l i n k s ,  i n  t h i s  exam ple , have  t h e  same c o s t ,  t h e  

s h o r t e s t  p a th s  a r e  b a se d  on h o p -c o u n t .  The b r o a d c a s t  p a c k e t  i s  

fo rw arded  from th e  s o u r c e  a long  su ch  a  t r e e  and d e l i v e r e d  to  th e  nodes  

t h a t  l i e  on th e  p a t h .  In  a  s u b n e t  w i th  N n o d e s ,  e a c h  s o u rc e  h a s  N-l 

d e s t i n a t i o n s .  The s h o r t e s t  p a th  t r e e  c o n n e c ts  th e  s o u rc e  to  a l l  t h e  

o th e r  nodes  by N -l b r a n c h e s ,  and t h e r e f o r e  th e  minimum number o f  

p a c k e t -h o p s  t o  b r o a d c a s t  a p a c k e t  i s  N - l .



Broadcast Routing Algorithms 83

3

4

F i g u r e  3 . 1 a .  SHORTEST PATH TREE FROM NODE 5 ,

3

F ig u r e  3 .  l b . SHORTEST PATH TREE FROM NODE 3 .
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3 .3  M u l t i - D e s t i n a t i o n  A d d re s s in g

I f  a  m u l t i - d e s t i n a t i o n  a d d r e s s in g  scheme i s  a v a i l a b l e  w i t h i n  th e  

s u b n e t ,  t h e n  i t  c a n  b e  c o u p led  w i th  th e  e x i s t i n g  s u b n e t  r o u t i n g  

a l g o r i t h m s  to  m in im ize  th e  d e la y  and number o f  p a c k e t  c o p ie s  t r a n s m i t t e d  

t o  d e l i v e r  a  b r o a d c a s t  m essage  to  a l l  d e s t i n a t i o n s .  T h is  i s  b e c a u s e  th e  

s h o r t e s t  p a t h  r o u t i n g  a lg o r i t h m s  o f  t h e  n e tw o rk  h a v e  i n f o r m a t io n  

iso m o rp h ic  t o  t h e  N s h o r t e s t  p a th  t r e e s  d i s c u s s e d  ab o v e .

The b a s i c  p ro b le m , ev en  w i th  th e  m u l t i - d e s t i n a t i o n  a d d r e s s in g  

scheme i s  f o r  each  node t o  d e c id e  where to  fo rw a rd  t h e  m u l t i - a d d r e s s e d  

p a c k e t .  F o r  exam ple , i n  F ig u r e  3 .2 ,  a  s o u rc e  a t  node 5 m ig h t  send  a 

m u l t i - a d d r e s s e d  p a c k e t  t o  d e s t i n a t i o n s  c o n n e c te d  to  nodes  3 , 6 , 7 , v i a

l i n k  " a "  ( a s  s e e n  by node 5 ) .  A s im p le  s e l e c t i o n  c r i t e r i o n  f o r  

l a b e l l i n g  t h e  m u l t i - d e s t i n a t i o n  p a c k e ts  i s  to  a s s i g n  d e s t i n a t i o n s  

a c c o r d in g  to  t h e  p r e f e r r e d  r o u t e  a s  i n d i c a t e d  i n  th e  r o u t i n g  t a b l e .  On 

a r r i v a l  a t  node 6 , c o p i e s  o f  th e  p a c k e t  l a b e l l e d  ( 3 , 6 , 7 )*  would be  

fo rw a rd ed  t o  n o d es  3 and 7 , r e l a b e l l e d  w i th  d e s t i n a t i o n  3 on l i n k  a  and 

d e s t i n a t i o n  7 on l i n k  b ( a s  s ee n  by  node 6 ) .

At t h e i r  o r i g i n ,  i n  g e n e r a l ,  c o p i e s  o f  b r o a d c a s t  m essa g es  a r e  

a s s ig n e d  m u l t i p l e  d e s t i n a t i o n s  a c c o r d in g  to  th e  r o u t i n g  t a b l e  a t  t h e  

o r i g i n  n ode . The a d d r e s s e s  o f  a l l  d e s t i n a t i o n s  r e q u i r i n g  r o u t i n g  o u t  

l i n k  " a " ,  f o r  exam ple , would be a t t a c h e d  to  a  s i n g l e  copy o f  t h e  m essage  

s e n t  on l i n k  a .  The n e x t  node would c r e a t e  more c o p i e s ,  i f  n e c e s s a r y ,  

a s s i g n i n g  e a c h  copy a p a r t i t i o n  o f  t h e  incom ing  a d d r e s s  l i s t .

*Assume t h a t  h o s t  a d d r e s s i n g  i s  synonymous w i th  node a d d r e s s in g  f o r  t h i s  
s im p le  exam ple .
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F ig u r e  3 . 2 .  MULTI-DESTINATION ADDRESSING 
ALONG SHORTEST PATHS FROM NODE 5 .
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' N e tw ork  f l o o d i n g  ( e n d l e s s  r e t r a n s m i s s i o n  and fo r w a r d in g  o f  a  

b r o a d c a s t  p a c k e t )  i s  p r e v e n te d  b e c a u s e  m e ssa g es  w hich  a r r i v e  a t  a 

d e s t i n a t i o n  node no l o n g e r  c a r r y  t h a t  a d d r e s s  i n  any  s u b s e q u e n t  c o p i e s .

U sin g  su ch  a  c a p a b i l i t y ,  p a c k e t s  a r e  fo rw a rd e d  and d e l i v e r e d  a lo n g  

t h e  s h p r t e s t  p a t h s  from  t h e  b r o a d c a s t e r  to  t h e  r e c e i v e r s .  I n  a  s u b n e t  

w i th  N n o d e s ,  N - l  p a c k e t s  a r e  t r a n s m i t t e d .  The t im e  f o r  c o m p le t io n  o f  

t h e  b r o a d c a s t  i s  e q u a l  t o  t h e  d e l a y  t o  th e  r e c e i v e r  f u r t h e s t  away.

R o u t in g  a l g o r i t h m s  t h a t  may b e  u sed  ip. PSNs [M cQ uillan74] would 

th e n  r e m a in  u n c h a n g e d ,  t h e r e b y  p e r m i t t i n g  t h e  s y s te m  t o  a d a p t  e a s i l y  to  

c h a n g in g  n e tw o rk  c o n d i t i o n s .  The h e a d e r s  o f  p a c k e t s  ex ch an g ed  b e tw e e n  

s w i t c h i n g  n o d es  would h a v e  t o  b e  d e s ig n e d  t o  c a r r y  m u l t i p l e  d e s t i n a t i o n  

i n f o r m a t i o n .  T h i s  c o u ld  be  done  b y  h a v in g  a  v a r i a b l e  l e n g t h  p a c k e t  

h e a d e r ,  o r  h a v in g  a  f i x e d  l e n g t h  b i t  map i n d i c a t e  t h e  v a r i o u s  

d e s t i n a t i o n s .  A l t e r n a t i v e l y ,  t h e r e  m ig h t  b e  a  f i x e d  l e n g t h  h e a d e r  

c a p a b le  o f  c a r r y i n g  a  r e s t r i c t e d  number o f  m u l t i p l e  d e s t i n a t i o n s .  The 

d i s a d v a n t a g e  o f  s u c h  a  scheme i s  t h a t  a t  t h e  o r i g i n a t i n g  node m ore th a n  

on e  copy o f  t h e  p a c k e t  may b e  t r a n s m i t t e d  on t h e  same l i n k ,  i f  t h e  

number o f  m u l t i p l e  d e s t i n a t i o n s  o p t i m a l l y  r e a c h a b l e  on  t h a t  l i n k  i s  

l a r g e r  th a n  t h e  number o f  m u l t i p l e  d e s t i n a t i o n s  t h e  p a c k e t  h e a d e r  c an  

c a r r y .  T h i s  may l e a d  t o  m ore p a c k e t  c o p i e s  b e i n g  t r a n s m i t t e d  by  t h e  

o t h e r  n o d e s  a s  w e l l .  The " b a d n e s s "  o f  t h i s  scheme i s  t h e  number o f  

p a c k e t  c o p i e s  g r e a t e r  th a n  N -l  t r a n s m i t t e d  t o  do b r o a d c a s t .  S e p a r a t e l y  

a d d r e s s e d  p a c k e t s  i s  a  s p e c i a l  c a s e  o f  r e s t r i c t e d  m u l t i - d e s t i n a t i o n  

a d d r e s s i n g  w here  t h e  number o f  a d d r e s s e s  i s  o n e .  The fo r w a r d in g  

f u n c t i o n  o f  t h e  s w i t c h i n g  node  w ould  h a v e  t o  b e  s e n s i t i v e  to  th e
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m u l t i - d e s t i n a t i o n  a d d r e s s e s ,  and t h e r e f o r e  i s  more com plex t o  im p lem en t.

I f  th e  u n d e r ly in g  r o u t i n g  a lg o r i t h m  ch an g es  t h e  s h o r t e s t  p a t h  t r e e  

a f t e r  t h e  b r o a d c a s t  p a c k e t  h a s  l e f t  t h e  s o u r c e  n o d e ,  t h e n  i t  i s  p o s s i b l e  

t h a t  t h e .  a d d r e s s i n g  d e c i s i o n  made by t h e  s o u r c e  o r  i n t e r m e d i a r y  

f o r w a rd in g  n o d e s  w i l l  be  s u b o p t im a l .  T h e r e f o r e ,  more p a c k e t s  c o p ie s  

w i l l  be  t r a n s m i t t e d  th a n  n e c e s s a r y ,  t h e r e b y  a l s o  i n c r e a s i n g  t h e  d e l a y .  

H o s ts  w i l l ,  h o w e v er ,  n o t  g e t  d u p l i c a t e s  b e c a u s e  p a c k e t s  c o n t a i n  

d e s t i n a t i o n  a d d r e s s e s ,  and a t  any  t im e  t h e r e  i s  o n ly  one  p a c k e t  in  

t r a n s i t  w i th  a  p a r t i c u l a r  d e s t i n a t i o n  a d d r e s s .

The b i g  a d v a n ta g e  o f  t h i s  scheme i s  t h a t  i t  p e r m i t s  b r o a d c a s t  t o  a 

s u b s e t  o f  a l l  p o s s i b l e  d e s t i n a t i o n s .

Many s u b n e t s  may n o t  w ish  to  hav e  a  v a r i a b l e  l e n g t h  a d d r e s s  f i e l d ,  

o r  a  b i t  map encoded  m u l t i p l e  d e s t i n a t i o n  a d d r e s s ,  b u t  w ould  r a t h e r  hav e  

a  s p e c i a l  a d d r e s s  " a l l "  s i g n i f y i n g  t h a t  th e  p a c k e t  i s  to  go t o  a l l  

d e s t i n a t i o n s .  P a c k e t s  a lw ay s  hav e  t h e  s o u rc e  h o s t  i n  t h e  h e a d e r  o f  t h e  

p a c k e t .  To a v o id  e n d l e s s  r e t r a n s m i s s i o n  o f  a  b r o a d c a s t  p a c k e t ,  w i th o u t  

t h e  u s e  o f  m u l t i - d e s t i n a t i o n  a d d r e s s i n g ,  i t  i s  n e c e s s a r y  f o r  e ac h  node 

t o  know w h e th e r  i t  l i e s  on th e  c u r r e n t  s h o r t e s t  p a th  from  a s o u r c e  t o  a 

d e s t i n a t i o n .  T h a t  i s ,  knowing th e  s o u r c e  o f  a  b r o a d c a s t  p a c k e t ,  a  node 

m u st  d e c id e  o v e r  w hich l i n k s  t o  fo rw a rd  c o p i e s . I t  o b v io u s ly  need  n o t  

fo rw a rd  c o p ie s  b a c k  on th e  l i n k  t h e  p a c k e t  a r r i v e d  on . We now exam ine  

b r o a d c a s t  r o u t i n g  a l g o r i t h m s  b a se d  on t h i s  c o n s t r a i n t .
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3 .4  Hot P o ta to  Forw ard ing

We co u ld  u se  th e  uh o t  p o t a to "  p ro p a g a t io n  scheme f i r s t  p roposed  by 

B aran , e t  a l ,  [Baran64] to  a c h ie v e  b r o a d c a s t .  Each node c o p ie s  a r r i v i n g  

p a c k e t s ,  i r r e s p e c t i v e  o f  t h e i r  s o u rc e ,  t o  a l l  o u tg o in g  l i n k s  e x c e p t  th e  

one on which i t  a r r i v e d .  The scheme, a s  i t  s t a n d s ,  p ro d u ces  ne tw ork  

f lo o d in g  v e ry  q u i c k ly .  A scheme f o r  d i s c a r d i n g  " o ld "  p a c k e ts  must be  

used  to  av o id  ne tw ork  f lo o d i n g .

The s im p le s t  scheme f o r  d e t e c t i n g  o ld  p a c k e ts  i s  to  have sequence  

numbers a s s ig n e d  to  b r o a d c a s t  p a c k e ts  t r a n s m i t t e d  from a s o u r c e .  Each 

node checks to  s e e  i f  t h e  b r o a d c a s t  p a c k e t  t h a t  a r r i v e s  i s  an o ld  

d u p l i c a t e .  I f  i t  i s ,  th e n  th e  p a c k e t  i s  d i s c a r d e d .  I f  i t  i s  a  new 

p a c k e t ,  th e n  th e  sequence  number i s  remembered and th e  p a c k e t  fo rw arded  

a lo n g  a l l  th e  o th e r  o u tg o in g  l i n k s .  S ince  nodes have  a  f i n i t e  memory 

sp a c e ,  sequence  numbers must b e  purged from t h e  memory a f t e r  a s u i t a b l e  

t im e .  In  o r d e r  t h a t  t h i s  scheme work, p a c k e ts  must have an upper bound 

on t h e i r  l i f e t i m e  in  th e  s u b n e t ,  and sequence  numbers m ust n o t  c y c le

w i th in  t h i s  l i f e t i m e .  T h is  l i f e t i m e  d e te r m in e s  th e  low er bound on th e

tim e  t h a t  a node must remember a  sequence  number.

A l t e r n a t i v e l y ,  i f  a "hop co u n t"  were k e p t  in  each  p a c k e t ,  a  p a c k e t

c o u ld  be d i s c a rd e d  by a  node i f  t h e  hop co u n t  exceeded  th e  l o n g e s t  p a th

i n  th e  ne tw ork  ( u s u a l l y  N -l i n  a  ne tw ork  w i th  N n o d e s ) .  With some 

p r o b a b i l i t y ,  t h i s  t h r e s h o l d  co u ld  be  reduced  to  a s m a l le r  number w i th o u t  

a f f e c t i n g  th e  s u c c e s s  o f  th e  b r o a d c a s t ;  o f  c o u rs e  th e  th r e s h o ld  must be  

l a r g e r  th an  th e  d ia m e te r  o f  th e  n e tw o rk . C o n s id e r  what happens i n  a h o t
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p o t a t o  b r o a d c a s t  from node 5 i n  f i g u r e  3 . 3 .  L e t  t h e  t h r e s h o l d  b e  N - l = 8  

( i t  c o u ld  b e  s e t  to  t h e  maximum hop d i s t a n c e  a s  c u r r e n t l y  known to  th e  

s o u r c e  n o d e .  Under c h a n g in g  c o n d i t i o n s  t h i s  h e u r i s t i c  w i l l  f a i l ,  b u t  

p e rh a p s  n o t  so  b a d l y  t h a t  i t  i s  u s e l e s s ) .

F o r  c o n v e n ie n c e ,  l e t  u s  r e p r e s e n t  t h e  i n i t i a l  c o p i e s  o f  b r o a d c a s t  

p a c k e t s  a s  w here  i  r a n g e s  o v e r  t h e  number o f  c o p i e s  made by t h e  

s o u r c e  n o d e .  As t h e s e  p a c k e t s  a r e  p r o p a g a t e d ,  l e t  u s  r e p r e s e n t  t h e  

p ro p a g a te d  c o p i e s  a s  P ^ ( j )  w here  j  i s  t h e  hop num ber. T h u s ,  on t h e  

f i r s t  h o p ,  P j ( l )  i s  co p y  1 a r r i v i n g  a t  t h e  f i r s t  n o d e  a f t e r  d e p a r t u r e  

from  t h e  o r i g i n .  L ik e w is e  f o r  P 2 O )  e t c .  F ig u r e  3 .3  i l l u s t r a t e s  t h e  

r e s u l t i n g  p a c k e t  p r o p a g a t i o n  f o r  3 h o p s .  T a b le  3 .1  shows w h ich  p a c k e t s  

hav e  a r r i v e d  a t  w hich  n o d e s  a f t e r  each  h o p . I t  i s  c l e a r  t h a t  a f t e r  3 

h o p s ,  some n o d es  h a v e  a l r e a d y  r e c e i v e d  5 c o p i e s  o f  t h e  o r i g i n a l  p a c k e t ,  

and i n  f a c t  one node  h a s  r e c e i v e d  71*

O b v io u s ly ,  t h e  t h r e s h o l d  c h o ic e  i s  h i g h l y  c r i t i c a l .  F u r th e r m o r e ,  

d u p l i c a t e  d e t e c t i o n  w i l l  r e q u i r e  t h a t  b r o a d c a s t  m e s s a g e s  c o n t a i n  

s e q u e n c e  num bers w hich  w i l l  n o t  c y c l e  d u r i n g  t h e  l i f e t i m e  o f  a  b r o a d c a s t  

p r o p a g a t i o n .

*N ota  Bene: A l l  P ^ ( j )  a r e  i d e n t i c a l  i n  c o n t e n t . The o b j e c t i v e  i s  to
d e l i v e r  a t  l e a s t  one P ^ ( j )  t o  e a c h  n o d e ,  and t o  d e l i v e r  a s  few  
d u p l i c a t e s  a s  p o s s i b l e .
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F ig u r e  3 . 3 .  PACKET PROPAGATION USING HOT POTATO FORWARDING AFTER 3 HOPS.

T a b le  3 . 1

HISTORY OF PACKET ARRIVALS FOR HOT POTATO PROPAGATION

Node No. 1 2 3 4 5 6 7 8 9

Hop 1 X P4 C1) X X X p ^ D X P3 C1) P2 d )

Hop 2
P 4 C2)

P 3 C2)
X

P4 ( 2)

P j W )

P3 (2 )
X

P2 C2 ) P 1 (2 )

V2)
p 2 <2 ) P1 (2 )

P 3 <2)

Hop 3

P3 (S)

P2 « )

P3 (3 )

P j^O )

P2 <3 )

? !  (3 )

p 2 (3 )

P4 O )

P3 (3 )

P 2 (3 )

P2 (3 )

P2 <3 )

P 1 (3 )

p 3 <2 >

p 4 <3 >

P2 (3 )

P3 O )

P4 C3 )

Pj^O )

P 2 (3 )

P . , /3 )

P3 (3 )

P4 (3 )

P ^ 3 )

P.j/ 3 )
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3 .5  Source  Based F orw ard ing

I f  th e  N o p t im a l  s h o r t e s t  p a th  t r e e s  (one f o r  each  node as  th e  

s o u rc e )  can  somehow b e  i n c o r p o r a t e d  i n  each  o f  th e  n o d e s , th e n  b r o a d c a s t  

p a c k e t s  t o  b e  s e n t  t o  " a l l "  d e s t i n a t i o n s  can  be fo rw arded  b ased  on t h e i r  

s o u r c e .  F o r  each  s o u r c e ,  each  node knows a lo n g  which l i n k s  i n c i d e n t  to  

i t ,  i t  m ust fo rw ard  th e  p a c k e t s .  T ab le  3 .2  i l l u s t r a t e s  a  b r o a d c a s t  

fo rw a rd in g  t a b l e  d e r iv e d  from a f i x e d ,  minimum hop r o u t i n g  s t r a t e g y  f o r  

t h e  ne tw ork  i n  f i g u r e  3 .2 .  Each column o f  T ab le  3 .2  i s  a  b r o a d c a s t  

s t r a t e g y  o p e r a te d  by th e  node whose name a p p e a rs  a t  th e  to p  o f  th e  

colum n. Each row r e p r e s e n t s  th e  sp an n in g  t r e e  used  to  b r o a d c a s t  p a c k e ts  

from  th e  s o u rc e  a t  th e  l e f t  o f  t h e  row . I f  node i  r e c e i v e s  a  b r o a d c a s t
».L

p a c k e t  whose s o u rc e  i s  j , i t  lo o k s  a t  t h e  j  row o f  i t s  r o u t i n g  column 

and sends  c o p ie s  o f  t h e  p a c k e t  o u t  a lo n g  th e  i n d i c a t e d  l i n k s .  For 

i n s t a n c e ,  node 6  w i l l  send c o p ie s  o f  a  p a c k e t  o r i g i n a t i n g  a t  node 5 o u t  

l i n k s  a  and b ( a s  seen  by 6 ) .  I f  t h e  t a b l e  e n t r y  i s  em pty , th e n  th e  

p a c k e t  i s  n o t  fo rw arded  f u r t h e r .  Each node w i l l  have one column o f t h i s  

fo rw a rd in g  t a b l e .

T here  i s  no n e tw o rk  f l o o d i n g ,  o r  d u p l i c a t e  d e t e c t i o n  i n  t h i s  c a se  

e i t h e r .  T h is  scheme a l s o  t e n d s  t o  m inim ize  p r o p a g a t io n  d e la y  and th e  

number o f  p a c k e t s  t r a n s m i t t e d .  The d i s a d v a n ta g e  i s  t h a t  i t  r e q u i r e s  

a d d i t i o n a l  t a b l e  sp a c e  a t  e ach  n o d e , and t h a t  i n  i t s  c u r r e n t  form th e  

a lg o r i th m  does  n o t  a d a p t  t o  chang ing  ne tw o rk  c o n d i t i o n s .  In  th e  n e x t  

s e c t i o n  we d e s c r i b e  a  s i m i l a r  a lg o r i th m  which i s  a d a p t i v e  to  chang ing  

n e tw o rk  c o n d i t i o n s .
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Table 3.2
BROADCAST FORWARDING TABLE FOR NETWORK SHOWN IN FIGURE 3.2 

(Note: Assume host addressing Is synonymous with node addressing)

Forward ing Node

1

2 a , b , c a , b , c

3

4

5 a ,b  ,c  ,<I a ,b

6

7 a , b , c c ,d

8 a,d

9 c  ,d
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3 .6  R e v e rse  P a th  F o rw a rd in g

We now d e s c r i b e  a n o t h e r  b r o a d c a s t  r o u t i n g  a l g o r i t h m  t h a t  fo rw a rd s  

p a c k e t s  b a se d  on t h e i r  s o u r c e  o f  b r o a d c a s t .  The s im p le  v e r s i o n  o f  th e  

a lg o r i t h m  do es  n o t  u s e  a  f o r w a rd in g  t a b l e  l i k e  T a b le  3 . 2 ,  b u t  o n ly  t h e  

r o u t i n g  t a b l e  t h a t  a node would n o rm a l ly  u se  to  r o u t e  p a c k e t s .  T h is  

s im p le  scheme i s  s u b o p t im a l  i n  t h e  number o f  p a c k e t  c o p i e s  t r a n s m i t t e d ,  

and so  we e x te n d  i t  t o  u s e  a  t a b l e  s i m i l a r  to  T a b le  3 .2 .  T h is  t a b l e  i s  

c o n s t r u c t e d  d y n a m ic a l ly  and  t h e r e f o r e  th e  a l g o r i t h m  i s  a d a p t i v e  to  

ch an g in g  n e tw o rk  c o n d i t i o n s .  N ote  t h a t  e v en  th e  s u b o p t im a l  a l g o r i t h m  

would be  a d a p t i v e  s i n c e  i t  makes u s e  o f  t h e  r o u t i n g  t a b l e ,  w hich  in  m ost 

com m unica tion  n e tw o rk s  i s  d y n a m ic a l ly  u p d a te d .  We w i l l  d e s c r i b e  t h e  

a l g o r i t h m  i n  c o n t e x t  o f  t h e  r o u t i n g  a lg o r i t h m  and t a b l e s  u sed  by t h e  

IMPs I n  th e  ARPANET. A ppendix  C b r i e f l y  r e v ie w s  t h i s  r o u t i n g  a l g o r i t h m .

The i d e a  b e h in d  th e  a l g o r i t h m  was f i r s t  p ro p o se d  by M e tc a l f e  ( i n  a  

p r i v a t e  com m unica tion  to  th e  a u t h o r ) . The b r o a d c a s t  p a c k e t s  a r e  n o t  

fo rw a rd e d  a lo n g  th e  t r e e  o f  s h o r t e s t  p a t h s  t h a t  c o n n e c t  th e  s o u r c e  t o  

t h e  d e s t i n a t i o n s ,  b u t  r a t h e r  t h e  t r e e  o f  s h o r t e s t  p a t h s  t h a t  c o n n e c t  th e  

d e s t i n a t i o n s  t o  t h e  s o u r c e .  H ence, t h e  name r e v e r s e  p a t h  f o r w a r d in g .  

In  t h e  e v e n t  t h a t  co m m u n ica tio n  c o s t s  i n  e i t h e r  d i r e c t i o n  o f  an  edge  a r e  

same, t h e  two t r e e s  w i l l  b e  i d e n t i c a l .

3 . 6 . 1  The S im p le  Scheme

When a  b r o a d c a s t  p a c k e t  from a  p a r t i c u l a r  s o u r c e  ( w i th  d e s t i n a t i o n  

" a l l ” ) a r r i v e s  on a  p a r t i c u l a r  com m unica tion  l i n k ,  t h e  node  d e te r m in e s
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from i t s  r o u t i n g  t a b l e  w he ther  i t  would r o u t e  a  p a c k e t  t o  t h a t  s o u rc e  

a lo n g  th e  same l i n k .  I f  s o ,  t h e  p a c k e t  i s  d e l i v e r e d  t o  a l l  h o s t s  

c o n n ec te d  to  th e  n o d e , and fo rw arded  a lo n g  a l l  l i n k s  e x c e p t  th e  one on 

which i t  a r r i v e d .  The node does  t h i s  b eca u se  i t  c o n c lu d e s  t h a t  i t  l i e s  

on th e  s h o r t e s t  p a th  t h a t  c o n n e c ts  some o f  th e  d e s t i n a t i o n s  to  th e  

s o u r c e .  I f  th e  p a c k e t  d id  n o t  a r r i v e  on t h e  c o r r e c t  l i n k ,  th e n  i t  i s  

d i s c a r d e d .

T h is  s im p le  a lg o r i th m  g u a r a n te e s  p r e v e n t i o n  o f  n e tw o rk  f l o o d i n g ,  

b e c a u s e  th e  p a th s  a lo n g  w hich p a c k e t s  a r e  a c c e p te d  f o r  d e l i v e r y  and 

fo rw a rd in g  a r e  c y c l e  f r e e .  We -show why t h i s  i s  s o .  A p a c k e t  i s  

a c c e p te d  on a l i n k  i f  t h e  l i n k  i s  p a r t  o f  th e  p a th s  t h a t  c o n n e c t  th e  

d e s t i n a t i o n s  t o  t h e  s o u rc e  by t h e  s h o r t e s t  p a th s  a s  d e te rm in e d  by th e  

norm al r o u t i n g  a l g o r i t h m .  I f  th e  norm al r o u t i n g  a lg o r i th m  c r e a t e s ,  a t  

any t im e ,  a  u n iq u e  r o u t e  be tw een  two n o d e s ,  th e n  th e  s h o r t e s t  p a th s  from 

th e  d e s t i n a t i o n s  t o  th e  s o u rc e  w i l l  be  a t r e e  t h a t  i s  c y c l e  f r e e .  These 

p a th s  w i l l  a l s o  b e  c y c l e  f r e e  i f  t h e  norm al r o u t i n g  a lg o r i t h m  c r e a t e s  

c y c l e  f r e e  r o u t e s  be tw een  any two n o d e s .  R ou ting  a l g o r i t h m s ,  i n  

g e n e r a l ,  s a t i s f y  b o th  t h e s e  p r o p e r t i e s .

T h is  scheme r e q u i r e s  no m o d i f i c a t i o n  t o  th e  p a c k e t  fo rm a t  c u r r e n t l y  

used  i n  th e  ARPANET. The IMP code  w ou ld , how ever, h av e  to  b e  enhanced 

t o  pe rfo rm  th e  fo rw a rd in g  f u n c t i o n .  A b s t r a c t l y ,  i n  an  ALGOL-like 

la n g u a g e ,  t h e  program  i n  th e  IMP would be:
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i f  PACKET.DEST = ALL 
th e n  b eg in

if_ INCOMING_LINK -  ROUTING_TABLE(PACKET. SOURCE) 
th e n  [ d e l i v e r  to  a l l  h o s t s ,  and fo rw ard  a lo n g  a l l  o th e r  edges] 
e l s e  [ d i s c a r d  th e  packe t]  
end 

e l s e  b e g in
[ r o u te  t h i s  norm al p a c k e t ] ;  
e n d ;

The number o f  p a c k e ts  t r a n s m i t t e d  i s ,  how ever, l a r g e r  th a n  th e

minimum. The d e la y  f o r  p ro p a g a t in g  th e  p a c k e ts  may be l a r g e r  th a n  th e

o p t im a l  v a lu e  i f  t h e  r e v e r s e  p a th  t r e e  i s  v e ry  much d i f f e r e n t  from th e

s h o r t e s t  p a th  t r e e .  F ig u r e  3 .4  i l l u s t r a t e s  how p a c k e t s  would be

fo rw arded  a lo n g  th e  r e v e r s e  p a th s  from node 8 . The n o t a t i o n  f o r

l a b e l l i n g  p a c k e ts  i s  i d e n t i c a l  to  t h a t  used  in  s e c t i o n  3 .4 .  N ote , 

a g a i n ,  t h a t  th e  p a c k e ts  t h a t  a r e  a c c e p ted  by th e  nodes f o r  d e l i v e r y  t o  

th e  h o s t s  c o n n ec ted  to  them, a r r i v e  on b ra n c h e s  o f  a t r e e  t h a t  co n n ec t

t h e  d e s t i n a t i o n s  to  th e  so u rc e  by th e  s h o r t e s t  p a th .

3 . 6 . 2  The O ptim al Scheme

N o tic e  from f i g u r e  3 .4  t h a t  th e  t o t a l  number o f  p a c k e t  c o p ie s  

t r a n s m i t t e d  i s  22, w h i le  th e  minimum number i s  N -l= 8 . The t o t a l  number 

i s  e q u a l  to  th e  sum o f  th e  c o n n e c t i v i t i e s  o f  each  node minus ( N - l ) ,  

s i n c e  each  node fo rw ard s  a p a c k e t  a lo n g  a l l  b u t  one l i n k  i n c i d e n t  to  i t ,  

e x c e p t  f o r  th e  s o u rc e  which t r a n s m i t s  th e  p a c k e t  on a l l  l i n k s  i n c i d e n t

t o  i t .  For m ost ne tw o rk  t o p o lo g ie s  t h i s  number i s  much l a r g e r  th a n  th e

minimum.
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_  p  P 'l
— 8 1

F i g u r e  3 . 4 .  SUBOPTIMAL REVERSE PATH FORWARDING INITIATED FROM NODE 8 . 
(N o te :  h o s t  a d d r e s s i n g  synonymous w i th  node a d d r e s s i n g . )
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I f  e a c h  node knew a lo n g  w hich l i n k s  t o  fo rw a rd  th e  p a c k e t  ( a s  

d e te rm in e d  by colum ns o f  T a b le  3 . 2 ) ,  t h e n  th e  number o f  p a c k e t  c o p ie s  

t r a n s m i t t e d  would b e  e q u a l  to  N - l .  Such a  BROADCAST_FORWARDING_TABLE a t  

node 6 , o f  t h e  n e tw o rk  i n  f i g u r e  3 . 2 ,  i s  i l l u s t r a t e d  i n  f i g u r e  3 .5

In  te rm s  o f  t h e  r e v e r s e  p a th  fo r w a rd in g  m o d e l ,  i n  o r d e r  to  

c o n s t r u c t  such  a  fo r w a rd in g  t a b l e ,  a  node  m ust know t o  w hich 

d e s t i n a t i o n s  a g iv e n  l i n k  w i l l  be used  by i t s  n e ig h b o r in g  nodes  to  

t r a n s m i t  a  p a c k e t .  H ence , i f  a  b r o a d c a s t  p a c k e t  a r r i v e d  from one o f  

th o s e  " d e s t i n a t i o n " ,  th e n  th e  node w i l l  know a lo n g  w hich  l i n k s  to  

fo rw ard  i t .  P e r i o d i c a l l y ,  e a c h  node w i l l  t r a n s m i t  to  i t s  n e ig h b o r s  a 

LINK_USAGE_TABLE i n d i c a t i n g  to  w hich d e s t i n a t i o n s  t h e  node w i l l  u se  t h i s  

l i n k  f o r  t r a n s m i t t i n g  p a c k e t s .  When a node r e c e i v e s  such  a  t a b l e ,  i t  i s  

w r i t t e n  o v e r  th e  a p p r o p r i a t e  column o f  i t s  BROADCAST_ROUTING_TABLE. The 

row to  be  w r i t t e n  o v e r  i s  t h e  row c o r r e s p o n d in g  to  th e  l i n k  t h a t  th e  

a r r i v i n g  LINK_USAGE_TABLE came i n  o n .  The LINK_USAGE_TABLE c a n  e a s i l y  

be  d e r iv e d  from th e  ROUTING_TABLE a t  a  n o d e . The LINK_USAGE_TABLEs a r e  

th e  i n v e r s e  o f  t h e  ROUTING_T ABLE, i . e .  th e y  i n d i c a t e  f o r  which 

d e s t i n a t i o n s  a  p a r t i c u l a r  l i n k  w i l l  be  u s e d .  F ig u r e  3 .5  a l s o  

i l l u s t r a t e s  t h e  ROUTING__TABLE from w hich th e  LINK_USAGE_TABLE f o r  l i n k  d 

was d e r i v e d .  T h is  LINK_USAGE_TABLE w i l l  be  t r a n s m i t t e d  to  node 5 .

The LINK_USAGE_TABLE c o u ld  be  t r a n s m i t t e d  e v e r y  2 /3  o f  a  second  

a lo n g  w i th  t h e  MINIMUM_DELAY_TABLE. The BROADCAST_ROUTING_TABLE and 

LINK_USAGE_TABLEs c o u ld  be  s t o r e d  a s  b i t  maps s i n c e  t h e i r  e n t r i e s  a r e  

l o g i c a l  v a l u e s .
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1

2

3

4
<DO
b 5

6

7

8 

9

Links 
b c

0 0 0 0

0 0 0 0

0 0 0 1

0 0 0 0

1 1 0 0

1 1 1 1

0 0 0 0

0 0 0 0

1 0 0 0

BROADCAST_FORWARDING_TABLE
LINK_
USAGE.
TABLE

D e s t i n a t i o n

ROUTING_TABLE

F ig u re  3 . 5 .  THE TABLES AT NODE 6  FOR THE NETWORK OF FIGURE 3 .2  TO 
ACHIEVE OPTIMAL REVERSE PATH FORWARDING.
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N ote  t h a t  t h e  BROADCAST_FORWARDING_TABLE i s  a  f u n c t i o n  o f  t h e  

s o u r c e  o f  t h e  b r o a d c a s t  m e s s a g e .  I t  i s  v e r y  e a s y  t o  show by  a n  exam ple  

t h a t  i f  t h e  t a b l e  was in d e x e d  by  l i n k  num bers i n s t e a d ,  t h e n  t h e  scheme 

d o es  n o t  g u a r a n t e e  t h a t  t h e  minimum number o f  p a c k e t  c o p i e s  w i l l  be  

t r a n s m i t t e d .  T h is  o p t i m a l  scheme i s  an  a d a p t i v e  v e r s i o n  o f  t h e  s o u r c e  

b a s e d  f o r w a r d in g  a l g o r i t h m .

A b s t r a c t l y ,  i n  an  ALGOL-like l a n g u a g e ,  t h e  f o r w a r d in g  f u n c t i o n  o f  

t h e  IMP c o u ld  be  e x p r e s s e d  a s :

i f  PACKET.DEST = ALL 
th e n  b e g in

i f  INCOMING_LINK = ROUTING_TABLE(PACKET.SOURCE) 
th e n  b e g in

[ d e l i v e r  t h e  p a c k e t  t o  a l l  h o s t s ] ;
[ f o rw a r d  t h e  p a c k e t  a lo n g  l i n k s  d e te r m in e d  by  t h e  row
o f  BROADCAST_FORWARDING_TABLE(PACKET.SOURCE)] ;
end

e l s e  [ d i s c a r d  t h e  p a c k e t ]  
end  

e l s e  b e g in
[ r o u t e  t h i s  n o rm a l p a c k e t ]  ; 
e n d ;

3 . 6 . 3  R e l i a b i l i t y  I s s u e s

We now exam in e  what h a p p e n s  i f  t h e  a d a p t i v e  r o u t i n g  a l g o r i t h m

c h a n g e s  t h e  r e v e r s e  p a t h  t r e e  from  a p a r t i c u l a r  s o u r c e ,  o n c e  a  b r o a d c a s t

p a c k e t  h a s  b e en  t r a n s m i t t e d  from  t h e  s o u r c e ,  b u t  h a s  n o t  b e e n  r e c e i v e d

by  a l l  d e s t i n a t i o n s .  We w i l l  show t h a t  t h e  r e v e r s e  p a th  fo r w a r d in g

a l g o r i t h m  c an  n o t  g u a r a n t e e  to  even  d e l i v e r  a t  l e a s t  one copy  o f  th e  

b r o a d c a s t  p a c k e t  t o  e ac h  d e s t i n a t i o n .
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I n  t h e  s im p le  v e r s i o n  o f  t h e  a l g o r i t h m ,  a  b r o a d c a s t  p a c k e t  i s

t r a n s m i t t e d  a lo n g  e v e r y  l i n k  o f  t h e  n e tw o rk .  At any  i n s t a n t  a  node

a lw ay s  h a s  one and o n ly  one  b ra n c h  c o r r e s p o n d in g  to  a  g iv e n  r e v e r s e  p a th

t r e e .  The r e v e r s e  p a th  t r e e  f o r  a  g iv e n  s o u r c e  may, h o w e v er ,  change

d u r in g  a  b r o a d c a s t ,  t h u s  c a u s in g  a  d u p l i c a t e  p a c k e t  t o  b e  d e l i v e r e d  t o  a 

h o s t .  F o r  ex am p le ,  i n  f i g u r e  3 . 4 ,  assum e t h a t  node 2 h a s  j u s t  r e c e i v e d

p a c k e t  P 2 ( 2 ) a lo n g  l i n k  ( 5 ,2 )  w hich i s  a  b r a n c h ,  b u t  £ 3 ( 2 ) from  node 1

h a s  n o t  y e t  a r r i v e d  a t  2. Node 2 w i l l  d e l i v e r  th e  p a c k e t  t o  th e  h o s t s  

c o n n e c te d  to  i t ,  and fo rw ard  th e  p a c k e t  a p p r o p r i a t e l y .  The

ROUTING_TABLE a t  2 may now b e  u p d a te d ,  su ch  t h a t  t h e  a p p r o p r i a t e  l i n k  t o  

u s e  t o  g e t  to  node  8  i s  ( 2 ,1 )  and n o t  ( 2 , 5 ) .  T h e r e f o r e ,  when P 3 ( 2 ) 

a r r i v e s  from  1 , i t  to o  w i l l  b e  d e l i v e r e d  to  a l l  h o s t s  c o n n e c te d  to  2 .

S i m i l a r l y ,  i f  P ^ (4 )  a n d ^ 3 ( 2 ) a r r i v e d  a t  2 b e f o r e  P £ ( 2 ) , t h e y  would 

b e  d i s c a r d e d  a s  ( 2 ,5 )  i s  t h e  a p p r o p r i a t e  l i n k  t o  g e t  t o  node  8 . The 

ROUTING_TABLE a t  2 may now b e  u p d a te d  to  r e p l a c e  ( 2 ,5 )  w i th  ( 2 , 1 ) .  

S u b s e q u e n t ly ,  when P 2 ( 2 ) a r r i v e s  i t  w i l l  b e  d i s c a r d e d  and node 2 w i l l  

n o t  h a v e  r e c e i v e d  a  s i n g l e  copy o f  t h e  p a c k e t .

Now, l e t  u s  exam ine th e  o p t im a l  scheme i n  w hich  p a c k e t s  o n ly

t r a v e r s e  t h e  p a th s  o f  t h e  r e v e r s e  p a th  t r e e .  In  f i g u r e  3 . 4 ,  assum e t h a t  

p 2 ( 2 ) h a s  a r r i v e d  a t  node 6  from 5 . I t  w i l l  be  d e l i v e r e d  to  a l l  h o s t s  

c o n n e c te d  to  5 and n o t  fo rw a rd e d  any  f u r t h e r .  At t h i s  t im e  assum e t h a t  

P ^ (2 )  h a s  n o t  y e t  a r r i v e d  a t  node  7 from  9 . The u p d a te  a l g o r i t h m  i n  th e  

m eantim e r e p l a c e s  t h e  b ra n c h  ( 7 ,3 )  by ( 6 , 3 ) .  Hence, when P ^ (2 )  a r r i v e s  

a t  node 7 , i t  w i l l  be  d e l i v e r e d  to  a l l  h o s t s  c o n n e c te d  to  7 , b u t  w i l l  

n o t  b e  fo r w a rd e d .  As a  c o n s e q u e n c e ,  h o s t s  c o n n e c te d  to  node  3 w i l l  

n e v e r  r e c e i v e  th e  b r o a d c a s t  p a c k e t .
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S i m i l a r l y ,  i f  Pj^(2) and P ^ (3 ) had a r r i v e d  r e s p e c t i v e l y  a t  nodes  7 

and 3 b e f o r e  P ^ f^ )  re a c h e d  node 6 , and th e n  b ra n c h  ( 7 ,3 )  was r e p la c e d  by 

( 6 , 3 ) ,  h o s t s  co n n ec te d  to  3 w i l l  r e c e i v e  d u p l i c a t e  c o p ie s  o f  t h e  

b r o a d c a s t  p a c k e t .

Note  t h a t  t h e  o p t im a l  scheme fo rw a rd s  b r o a d c a s t  p a c k e t s  o n ly  i f  

th e y  a r r i v e d  on th e  " c o r r e c t  l i n k " .  T ha t i s ,  t h e  same l i n k  t h a t  th e  

node would have  used  to  t r a n s m i t  a  p a c k e t  to  th e  s o u rc e  o f  t h e  b r o a d c a s t  

p a c k e t .  T h is  was n e c e s s a r y  i n  th e  s im p le  scheme to  p r e v e n t  n e tw o rk

f l o o d i n g .  In  th e  o p t im a l  scheme th e  t e s t  i s  n o t  n e c e s s a r y  ( i f  th e  

r e v e r s e  p a th  t r e e  d id  n o t  d y n a m ic a l ly  c h a n g e ) , b e c a u s e  p a c k e ts  would 

o n ly  be  fo rw ard ed  a lo n g  b ra n c h e s  o f  th e  r e v e r s e  p a th  t r e e  and t h e r e f o r e  

o n ly  a r r i v e  on th e  " c o r r e c t  l i n k " .  I f  t h e  r e v e r s e  p a th  t r e e  d y n a m ic a l ly  

ch an g es  d u r in g  a b r o a d c a s t ,  th e n  a  node may fo rw a rd  a  p a c k e t  a lo n g  a 

l i n k  i t  t h i n k s  i s  a b ra n c h ,  b u t  i t s  n e ig h b o r  a t  th e  o t h e r  end t h i n k s  i s  

n o t  a  b ra n c h .  F o r  exam ple , i n  f i g u r e  3 .4 ,  node 7 may fo rw ard  P ^ (3 ) t o  

3 , w h i le  3 h a s  i n  th e  m eantim e s e n t  7 a  LINK_USAGE_TABLE t h a t  d o e s  n o t  

i n c l u d e  l i n k  ( 3 ,7 )  i n  t h e  r e v e r s e  p a th  t r e e  f o r  s o u rc e  8 . Hence, node 3 

w i l l  c o n c lu d e  t h a t  P ^ (3 )  d id  n o t  a r r i v e  on th e  " c o r r e c t  l i n k "  and w i l l  

d i s c a r d  i t .  T h is  may r e s u l t  i n  3 n e v e r  r e c e i v i n g  a  copy o f  th e  p a c k e t .  

A l t e r n a t i v e l y ,  i f  n o d es  a c c e p te d  and fo rw ard ed  b r o a d c a s t  p a c k e ts  b a sed  

on t h e i r  s o u r c e  i r r e s p e c t i v e  o f  t h e  l i n k  t h e y  a r r i v e d  o n ,  th e n  more 

p a c k e t s  would be  t r a n s m i t t e d  th a n  n e c e s s a r y  and some nodes  may r e c e i v e  

d u p l i c a t e s .

Hence, h o s t s  may g e t  d u p l i c a t e s  o r  n o t  r e c e i v e  a  p a c k e t .  We 

exam ine t h e  co n seq u en ce  o f  such  s i t u a t i o n s  i n  s e c t i o n  3 . 8 .
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3 .7  F o rw a rd in g  a lo n g  a  S p a n n in g  T re e

a s i n g l e  s p a n n in g  t r e e  was embedded on th e  e x i s t i n g  s u b n e t  

to p « 4 * g y V —bfte»*^teny^xiode cm* ’-sp an n in g  t r e e  c o u ld  i n i t i a t e  a

b r o a d c a s t ,  an d  t h e  p a c k e t s  w ould b e  fo rw a rd e d  a lo n g  t h i s  t r e e  to  a l l  

d e s t i n a t i o n s .  Each node  knows w hich  o f  t h e  l i n k s  i n c i d e n t  to  i t  a r e  

b r a n c h e s  o f  th e  s p a n n in g  t r e e .  H ence , a b r o a d c a s t  p a c k e t  a r r i v i n g  on 

one su ch  b r a n c h  would b e  d e l i v e r e d  to  a l l  h o s t s  c o n n e c te d  to  t h e  n o d e ,  

and fo rw a rd e d  a lo n g  th e  r e m a in in g  b r a n c h e s .  N ote  t h a t  t h e  fo r w a r d in g  

f u n c t i o n  i s  i n d e p e n d e n t  o f  t h e  s o u r c e  o f  t h e  b r o a d c a s t .  Such a  

t e c h n i q u e  r e s u l t s  i n  t h e  minimum t r a n s m i s s i o n  o f  p a c k e t s ,  N -l i n  a 

s u b n e t  w i th  N n o d e s .  The t im e  f o r  c o m p le t in g  th e  b r o a d c a s t  i s  a  

f u n c t i o n  o f  w here  i t  was i n i t i a t e d ,  a s  —iri- some c a s e s ,  some o f  t h e  

t r a n s m i s s i o n s  c o u ld  t a k e  p l a c e  c o n c u r r e n t l y .  The w o r s t  c a s e  t im e  f o r  

c o m p le t in g  t h e  b r o a d c a s t  i s  a  f u n c t i o n  o f  t h e  d i a m e te r  o f  t h e  s p a n n in g  

t r e e .  H ence, t h e  d e l a y  t o  p r o p a g a te  a  p a c k e t  to  a l l  d e s t i n a t i o n s  

d e p en d s  on t h e  p a r t i c u l a r  t r e e  c h o se n  to  sp an  a l l  t h e  n o d e s .

We h a v e  c h o se n  to  u se  t h e  m in im a l  s p a n n in g  t r e e .  T h i s  i s  b e c a u s e  

we h av e  d e v i s e d  d i s t r i b u t e d  a l g o r i t h m s  f o r  c o n s t r u c t i n g  MSTs i n  co m p u te r  

n e tw o rk s  ( s e e  C h a p te r  2 ) .  H ence , i f  t h e  l o a d  c o n d i t i o n s  i n  t h e  n e tw o rk  

w ere  t o  ch an g e  i t  i s  p o s s i b l e  t o  a d a p t i v e l y  c o n s t r u c t  a  new MST i n  

p a r a l l e l .  F ig u r e  3 .6  shows t h e  c o m m u n ic a t io n  s u b n e t  o f  a  PSN w i th  t h e  

embedded m in im a l  s p a n n in g  t r e e .  I f  b r o a d c a s t  was i n i t i a t e d  from a  h o s t  

c o n n e c te d  t o  node  6 , th e n  a  p a c k e t  w ould b e  t r a n s m i t t e d  a lo n g  e a c h  o f  

t h e  m in im a l  s p a n n in g  t r e e  b r a n c h e s  i n  t h e  d i r e c t i o n s  shown i n  t h e  

f i g u r e .  T h is  t e c h n i q u e  a s s u m e s ,  o f  c o u r s e ,  t h a t  t h e  c o s t  o f
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com m unication  on a  b ra n c h  o f  th e  m in im a l sp an n in g  t r e e  i s  same i n  b o th

d i r e c t i o n s .  T h is  i s  n o t  t r u e ,  i n  g e n e r a l ,  f o r  FSNs, s i n c e  th e  t r a f f i c

p a t t e r n s  d e te r m in e  th e  q u e u e in g  d e l a y s  i n  e i t h e r  d i r e c t i o n  o f  t h e  l i n k .  

I t  i s ,  h o w ev er ,  n o t  a  bad a p p r o x im a t io n .

I t  m ig h t  b e  a rg u e d  t h a t  i f  a l l  h o s t s  b r o a d c a s t  v e ry  o f t e n ,  th e n  th e  

l i n k s  c o m p r is in g  t h e  m in im a l sp a n n in g  t r e e  would become v e r y  c o n g e s te d .  

We know t h a t  f o r  a  s m a l l  number o f  b r o a d c a s t s  su ch  a  t e c h n iq u e  i s

p r e f e r a b l e ,  and f e e l  t h a t  even  f o r  a  l a r g e  number o f  b r o a d c a s t s  i t  may

s t i l l  b e  s u i t a b l e .  T h is  f e e l i n g  i s  b a se d  on th e  f a c t  t h a t  i f  t h e r e  w ere  

no s p e c i a l  b r o a d c a s t  r o u t i n g  schem e, th e n  by  t r a n s m i t i n g  a  s e p a r a t e  

p a c k e t  t o  each  d e s t i n a t i o n ,  f a r  more c o n g e s t io n  would be i n t r o d u c e d .  Of 

c o u r s e ,  i f  t h e  m in im a l sp a n n in g  t r e e  w ere a b l e  t o  r e c o n f i g u r e  i t s e l f  

d y n a m ic a l ly  t o  ch an g in g  lo a d  c o n d i t i o n s  th e n  su ch  a t e c h n i q u e  i s  f a r  

more s u i t a b l e .
I

The m in im a l sp a n n in g  t r e e  r o u t i n g  scheme i s  v e r y  s im p le  to  

im p lem en t,  d o es  n o t  i n t r o d u c e  f l o o d i n g ,  and m in im ize s  th e  number o f  

p a c k e t s  t r a n s m i t t e d .  I t  d o es  n o t ,  how ev er ,  g u a r a n t e e  to  m in im ize  

b r o a d c a s t  d e l a y .  The MSTs c o n s t r u c t e d  by t h e  d i s t r i b u t e d  a l g o r i t h m s  a r e  

n o t  g u a r a n te e d  to  b e  minimum d ia m e te r  MSTs e i t h e r .  T h is  scheme do es  n o t  

a d a p t  e a s i l y  t o  c h a n g in g  n e tw o rk  c o n d i t i o n s ,  s i n c e  i t  i s  a  r e a s o n a b ly  

complex t a s k  t o  r e c o n s t r u c t  t h e  MST. F u r t h e r ,  t h e  o l d  MST m ust be  used  

f o r  fo r w a rd in g  b r o a d c a s t  p a c k e t s  u n t i l  th e  new one  i s  c o n s t r u c t e d ,  o r  

e l s e  a l l  d e s t i n a t i o n s  may n o t  be  r e a c h e d .  S y n c h ro n iz in g  th e  s w i tc h  o v e r  

from one MST t o  th e  o t h e r  may b e  a  l i t t l e  complex t o o .
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'■V

F ig u re  3 . 6 .  BROADCAST ALONG THE MST IN IT I
ATED FROM NODE 6 .  (N o te : edge c o s t s  a r e
n o t  e q u a l  i n  t h i s  e x am p le .)
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3 .8  R e l i a b i l i t y  o f  B ro ad cas t  R outing  P r o to c o l s

An i n t e r e s t i n g  i s s u e  i s  w hether b ro a d c a s t  r o u t i n g  w i th in  th e  su b n e t  

can be made r e l i a b l e ,  and what th e  im p l i c a t io n s  o f  t h i s  i s  on th e  h ig h e r  

l e v e l  b r o a d c a s t  p r o to c o l s  in  th e  h o s t .

We have Seen in  th e  p re v io u s  s e c t i o n s  t h a t  under th e  a ssu m p tio n s  of

a  p e r f e c t l y  r e l i a b l e  com m unication’ s u b n e t ,  some o f th e  b ro a d c a s t  r o u t in g
i _

a lg o r i th m s  a r e  r e l i a b l e .  S e p a r a te ly  a d d re sse d  p a c k e ts  and

m u l t i - d e s t i n a t i o n  a d d re s s in g  g u a ra n te e  to  d e l i v e r  one. and o n ly  one copy

of a  b r o a d c a s t  p a c k e t  t o  a l l  d e s t i n a t i o n s  even i f  a d a p t iv e  r o u t in g

a lg o r i th m s  a r e  used w i th in  th e  s u b n e t .  Source based  fo rw ard ing  and MST

fo rw ard in g  a l s o  g u a ra n te e  to  d e l i v e r  e x a c t ly  one copy o f  a message to

each  d e s t i n a t i o n  because  th ey  use  a  f ix e d  r o u t in g  s t r a t e g y .

Hot p o ta to  fo rw ard in g  g u a ra n te e  to  d e l i v e r  a t  l e a s t  one copy o f  th e  

b r o a d c a s t  p a c k e t  t o  each d e s t i n a t i o n .  The r e v e r s e  p a th  fo rw ard in g  

scheme, however, may d e l i v e r  d u p l i c a t e s  o r  even no copy. T h is  happens 

becau se  a  com ple te  r e v e r s e  p a th  t r e e  may n o t  e x i s t  a t  a l l  t im es  when th e  

a d a p t iv e  r o u t i n g  a lg o r i th m  i s  in  th e  p ro c e ss  o f  changing  i t .

In  r e a l i t y ,  th e  su b n e t  i s  n o t  p e r f e c t l y  r e l i a b l e  and so i t  i s  

l i k e l y  t h a t  any o f  th e  schemes may d e l i v e r  d u p l i c a t e s  o r  no copy o f th e  

b r o a d c a s t  p a c k e t .  The im p o r ta n t  i s s u e s  a r e  to  d e te rm in e  what h ig h  l e v e l  

o p e r a t io n s  sh o u ld  be perform ed w i th in  th e  su b n e t  o r  th e  h o s t s ,  i n  o rd e r  

t o  g u a ra n te e  an  a c c e p ta b le  l e v e l  o f  r e l i a b i l i t y .  This  d epends , o f  

c o u r s e ,  on th e  d eg ree  o f  r e l i a b i l i t y  r e q u i r e d  by th e  a p p l i c a t i o n s  t h a t  

make use  o f  t h i s  c a p a b i l i t y .
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In  some d a t a  g a t h e r i n g  sy s te m s  th e  r e a l  t im e  n a t u r e  o f  t h e  sy s tem  

may make i t  n o n s e n s i c a l  to  r e t r a n s m i t  b r o a d c a s t  p a c k e t s  from  t h e  s o u r c e ,  

b e c a u s e  t h e  t im e  v a l u e  o f  t h e  i n f o r m a t i o n  d ro p s  to o  r a p i d l y .  I n  a  v o i c e  

c o n f e r e n c in g  s y s te m ,  f o r  ex am p le ,  t h e  d e l a y s  i n t r o d u c e d  by  an  a t t e m p t  to  

r e t r a n s m i t  d i g i t a l  v o i c e  p a c k e t s  may be  l e s s  t o l e r a b l e  t h a n  th e  l o s s  o f  

a  b r o a d c a s t  p a c k e t  o r  tw o.

In  some a p p l i c a t i o n s  one m ig h t  t a k e  t h e  p o s i t i o n  t h a t  u n r e l i a b l e  

b r o a d c a s t  i s  a  p r e l u d e  to  r e l i a b l e  p o i n t  t o  p o i n t  co m m u n ica tio n ;  f o r  

exam ple  when a  TIP i n  th e  ARPANET l o c a t e s  an  RSEXEC s e r v e r  [ C o s e l l 7 5 ] .

T h e re  w i l l  b e  o t h e r  a p p l i c a t i o n s  i n  w hich one and o n ly  one copy o f  

t h e  b r o a d c a s t  p a c k e t  m ust be  d e l i v e r e d  t o  a l l  h o s t s .  The b r o a d c a s t  

p r o t o c o l  w i t h i n  t h e  h o s t s  o r  th e  s u b n e t  ( s h o u ld  i t  g u a r a n t e e  t h i s )  m ust 

seq u e n c e  b r o a d c a s t  m essag es  ( p a c k e t s )  g e n e r a t e d  from  th e  s o u r c e ,  so  t h a t  

d u p l i c a t e s  may b e  f i l t e r e d  a t  t h e  d e s t i n a t i o n s .  F u r t h e r ,  r e s p o n s e s  to  a 

p a r t i c u l a r  b r o a d c a s t  c an  c o n t a i n  t h e  se q u e n c e  number o f  t h e  b r o a d c a s t  to  

i d e n t i f y  w i th  w hich m essage  t h e  r e s p o n s e  i s  a s s o c i a t e d .

I t  may b e  n e c e s s a r y  f o r  t h e  r e c i p i e n t s  to  acknow ledge  t h e  b r o a d c a s t  

m essa g es  ( p a c k e t ) ,  so  t h a t  t h e  s o u r c e  may r e t r a n s m i t  o n ly  to  h o s t s  t h a t  

d i d  n o t  r e s p o n d ,  t h u s  r e d u c in g  t h e  t o t a l  b a n d w id th  u se d  i n  th e  r e l i a b l e  

b r o a d c a s t .  We b e l i e v e  t h a t  any  k in d  o f  acknow ledgem ent scheme u sed  m ust 

b e  b e tw een  t h e  d e s t i n a t i o n s  and  t h e  s o u r c e .  Schemes i n  w hich  t h e  s u b n e t  

a t t e m p t s  t o  c o l l e c t  and m erg e ,  i n  a  d i s t r i b u t e d  f a s h i o n ,  t h e  

acknow ledgem ents  i n t o  one acknow ledgem ent a r e  n o t  p r e f e r a b l e .  For 

ex am p le ,  a t t e m p t s  a t  m erg in g  th e  acknow ledgem en ts  a lo n g  a  t r e e  t o  th e
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s o u rc e  may d e a d lo c k  o r  be  u n r e l i a b l e  b e c a u s e  o f  t im in g  p ro b le m s .  Such 

p rob lem s do n o t  a r i s e  d u r in g  b r o a d c a s t  b e c a u s e  t h e r e  i s  no need  to  w a i t  

b e f o r e  t r a n s m i t t i n g ,  s ay  two c o p ie s  o f  th e  p a c k e t .

We hav e  n o t  d e s c r ib e d  i n  any d e t a i l  t h e  s t r u c t u r e  and p r o p e r t i e s  o f  

a  h ig h  l e v e l  r e l i a b l e  b r o a d c a s t  p r o t o c o l  a n a lo g o u s  to  r e l i a b l e  

i n t e r p r o c e s s  com m unication  p r o t o c o l s  [C e r f7 4 a ,  C ef74b, S unsh ine75] i f  

im plem ented  w i th in  th e  h o s t s ,  o r  v i r t u a l  c i r c u i t s  [R ybcznsk i76] i f  

im plem ented  w i th in  th e  s u b n e t .  C l e a r l y  t h e r e  a r e  many p rob lem s 

a s s o c i a t e d  w i th  p o r t  a d d r e s s i n g ,  s e q u e n c in g ,  d u p l i c a t e  d e t e c t i o n ,  and 

g u a r a n te e in g  d e l i v e r y  t o  a l l .  B ro a d c a s t  p r o t o c o l s  a t  th e  h i g h e r  l e v e l  

w i l l  need  to  p e rfo rm  t h e s e  f u n c t i o n s  even  i f  t h e  s u b n e t  i s  i n h e r e n t l y  

b r o a d c a s t  i n  n a t u r e .  R eq u irem en ts  f o r  such  p r o t o c o l s  w i l l  become 

c l e a r e r  a s  d i s t r i b u t e d  com puting  e n v iro n m e n ts  make g r e a t e r  u se  o f  such  

c a p a b i l i t i e s .  T h is  i s  a  v e r y  im p o r ta n t  s u b j e c t  f o r  f u t u r e  r e s e a r c h .
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3 .9  G loba l v s  Subgroup B ro a d ca s t  R ou ting  A lg o r i th m s

108

We c o n j e c t u r e  t h a t  i t  i s  u s e f u l  to  d iv id e  b r o a d c a s t  r o u t i n g  

a lg o r i th m s  i n t o  two c l a s s e s ,  one o r i e n t e d  tow ards  sen d in g  a m essage to  

(a lm o s t)  ev e ry  h o s t  on th e  n e tw o rk ,  and th e  o t h e r  o r i e n t e d  tow ards  

sen d in g  a m essage  to  a r e l a t i v e l y  s m a l l  p e rc e n ta g e  o f  a l l  h o s t s .  T h is  

i s s u e  was f i r s t  r a i s e d  by S tev e  C ro ck e r .  We use th e  te rm  g lo b a l  and 

subgroup  to  r e f e r  to  t h e  two c l a s s e s  r e s p e c t i v e l y .

A lg o r i th m s  o f  th e  f i r s t  c l a s s  w i l l  have a r e a s o n a b le  c o s t  f o r  

t r a n s m i t t i n g  a m essage  to  a l l  h o s t s ,  b u t  e s s e n t i a l l y  th e  same c o s t  f o r  

sen d in g  th e  m essage to  even  a  s m a l l  g ro u p . Those o f  th e  second c l a s s  

w i l l  have a  r e a s o n a b le  c o s t  f o r  sen d in g  a  message to  a  s m a l l  g ro u p , b u t  

e x t r a v a g a n t  c o s t  f o r  sen d in g  th e  m essage to  a l l  h o s t s .  Examples o f  th e  

f i r s t  k in d  a r e  s o u rc e  b ased  fo r w a rd in g ,  MST f o r w a rd in g ,  h o t  p o ta to  

fo r w a rd in g ,  and r e v e r s e  p a th  fo rw a rd in g ,  w h ile  s e p a r a t e l y  a d d re s s e d  

p a c k e t s  and m u l t i - d e s t i n a t i o n  a d d r e s s in g  a r e  exam ples o f  th e  second .

I f  a lg o r i th m s  t h a t  s u p p o r t  e f f i c i e n t  g lo b a l  b r o a d c a s t  r o u t i n g  a r e  

used  to  d e l i v e r  m essages  to  a  s u b s e t  o f  th e  d e s t i n a t i o n s ,  th e n  a number 

o f  h o s t s  w i l l  r e c e i v e  p a c k e t s  t h a t  th ey  w i l l  s u b s e q u e n t ly  d i s c a r d .  T h is  

i s  a w a s t e f u l  u se  o f  a  c r i t i c a l  r e s o u r c e  -  th e  com m unication ch an n e l  

c o n n e c t in g  th e  h o s t  to  th e  s u b n e t .  I n  such  c a s e s  th e  c h a n n e l  may become 

th e  b o t t l e n e c k .

Of c o u r s e ,  t e c h n iq u e s  o f  th e  f i r s t  c l a s s  can be  m o d if ie d  to  be used  

f o r  subgroup  r o u t i n g .  For exam ple, d i f f e r e n t  MSTs c o u ld  be used f o r  

d i f f e r e n t  su b g ro u p s .  A l t e r n a t i v e l y ,  a  node t h a t  i s  on a  s i n g l e  MST, b u t
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d o e s  n o t  h av e  h o s t s  b e lo n g in g  to  th e  s u b g ro u p ,  w i l l  fo rw a rd  t h e  p a c k e t  

w i t h o u t  d e l i v e r i n g  i t  t o  th e  h o s t s .  Such a d a p t a t i o n s  a r e  n o t  v e r y  

g e n e r a l  and r e q u i r e  s p e c i a l  s e t t i n g  up i n  th e  s u b n e t .  They c a n ,  

h o w e v e r ,  b e  u s e f u l  i f  co m m u n ica t io n  n e tw o rk s  w ish  t o  p r o v i d e  su ch  

s p e c i a l  s e r v i c e s .

The b a s i s  f o r  d i v i d i n g  b r o a d c a s t  r o u t i n g  a l g o r i t h m s  i n t o  t h e  two 

g ro u p s  i s  b a s e d  on what we im a g in e  co m m u n ica tio n  n e tw o rk s  w i l l  b e  used

f o r .  The m ost u s u a l  u se  o f  b r o a d c a s t  p r o t o c o l s  w i l l  b e  to  r e a c h  a s m a l l

f r a c t i o n  o f  t h e  h o s t s ,  and t h e r e f o r e  t h e r e  i s  t h e  n eed  f o r  e f f i c i e n t  

su b g ro u p  r o u t i n g  a l g o r i t h m s .  However, f o r  l i m i t e d  p u rp o s e  n e tw o r k s ,  i t  

i s  e a s i e r  t o  im a g in e  t h e  n eed  f o r  co m m u n ica tio n  w i th  a l l  h o s t s ,  and  

t h e r e f o r e  i t  w i l l  b e  d e s i r a b l e  to  u se  g l o b a l  b r o a d c a s t  r o u t i n g  

a l g o r i t h m s .  We f e e l  t h a t  g l o b a l  b r o a d c a s t  r o u t i n g  a l g o r i t h m s  h a v e  v e r y

l i t t l e  u se  i n  l a r g e ,  p u b l i c ,  m u l t i - p u r p o s e  n e tw o rk s .

T h e re  i s  m o s t  l i k e l y  d i f f e r e n t  r e l i a b i l i t y  a t t a i n a b l e  from  t h e  two 

c l a s s e s .  Subgroup b r o a d c a s t  p r o t o c o l s  may b e  c a p a b le  o f  r e t u r n i n g  

v e r i f i c a t i o n  o f  r e c e i p t  w i t h  a  r e a s o n a b l e  c o s t ,  w h i l e  i t  would be v e r y  

e x p e n s iv e  to  do t h i s  f o r  g l o b a l  b r o a d c a s t  p r o t o c o l s  i n  l a r g e  n e tw o r k s .

H ence, t h e r e  i s  an e q u a l l y  im p o r t a n t  n eed  t o  c o n s i d e r  su b g ro u p  

b r o a d c a s t  r o u t i n g  a l g o r i t h m s  i n  l a r g e  co m p u te r  co m m u n ica tio n  n e tw o r k s .
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We have  d e s c r ib e d  f i v e  a l t e r n a t i v e s  t o  s e p a r a t e l y  a d d re s s e d  p a c k e t s  

t o  a c h ie v e  b r o a d c a s t  com m unication  from  s t o r e - a n d - f o r w a r d  p a c k e t

sw i tc h e d  com puter com m unication  n e tw o rk s .  The p r o p e r t i e s  o f  th e  

a lg o r i th m s  a r e  summarized be low . In  th e  n e x t  c h a p t e r  we d e te r m in e  

q u a n t i t a t i v e  m easu res  o f  p e rfo rm an c e  f o r  th e s e  a l g o r i t h m s .

( a )  M u l t i - D e s t i n a t i o n  A d d re ss in g

A d v a n tag e s ;

( i )  A dap ts  e a s i l y  to  ch ang ing  ne tw o rk  c o n d i t i o n s .

( i i )  P e rm i ts  b r o a d c a s t  to  a s u b s e t  o f  a l l  p o s s i b l e  d e s t i n a t i o n s .

( i i i )  Tends to  m in im ize  d e la y  and number o f  p a c k e t s  t r a n s m i t t e d  p e r  

b r o a d c a s t .

( i v )  No f lo o d in g  o r  d u p l i c a t e  d e t e c t i o n  p rob lem .

D is a d v a n ta g e s ;

( i )  R e q u i re s  v a r i a b l e  l e n g t h  p a c k e t  h e a d e r s ,  o r  a  f i x e d  l e n g t h  b i t  

map c a p a b le  o f  c a r r y i n g  a l l  d e s t i n a t i o n  a d d r e s s e s s  i f  t h e  minimum 

number o f  p a c k e t  c o p ie s  i s  to  be  t r a n s m i t t e d .  R e s t r i c t e d  

m u l t i - d e s t i n a t i o n  a d d r e s s in g  can be  used  w i th  a  p o s s i b l e  i n c r e a s e  

i n  th e  number o f  p a c k e t  c o p ie s  t r a n s m i t t e d .

( i i )  More complex to  im plem ent s i n c e  th e  fo rw a rd in g  f u n c t i o n  o f  th e  

node h as  t o  m odify  t h e  h e a d e r  and be s e n s i t i v e  to  th e  m u l t i p l e  

d e s t i n a t i o n s .
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(b) Hot P o ta to  F orw ard ing

A d v an tag es :

( i )  Very s im p le  to  implement in  i t s  p r i m i t i v e  form .

D is a d v a n ta g e s :

( i )  I n v i t e s  f lo o d in g  and d u p l i c a t e  d e t e c t i o n  p rob lem s .

( i i )  High overhead  in  s u p e r f lu o u s  p a c k e t  c o p ie s .

(c )  Source  Based Forw arding

A d v an tag es :

( i )  Tends to  m in im ize  p r o p a g a t io n  d e la y  and number o f  p a c k e t  c o p ie s  

t r a n s m i t t e d .

( i i )  Does n o t  in t r o d u c e  f lo o d in g  o r  d u p l i c a t e  d e t e c t i o n .

( i i )  Does n o t  have th e  overhead  o f  m u l t i p l e  a d d r e s s in g .  

D is a d v a n ta g e s :

( i )  R e q u i re s  a d d i t i o n a l  t a b l e  sp ac e  in  each  n o d e .

( i i )  Not e a s i l y  a d a p te d  to  chang ing  ne tw ork  c o n d i t i o n s .
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(d) Reverse  Pa th  Forwarding

A dvan tages :

( i )  Adapts e a s i l y  t o  changing  netw ork  c o n d i t i o n s .

( i i )  Does n o t  in t r o d u c e  f lo o d in g .

( i i i )  Does n o t  have th e  overhead  o f  m u l t i p l e  a d d r e s s in g .

( iv )  M inimizes th e  number o f  p ack e t  c o p ie s  i f  th e  o p t im a l  v e r s io n  

i s  u s e d .

(v) M inimizes th e  p ro p a g a t io n  d e la y  i f  th e  r e v e r s e  p a th  t r e e  i s  

i d e n t i c a l  to  th e  s h o r t e s t  pa th  t r e e .

D is a d v a n ta g e s :

( i )  R eq u ires  a d d i t i o n a l  t a b l e  space  i f  t h e  o p t im a l  v e r s io n  i s  u sed .

( i i )  More complex t o  m a in ta in  fo rw ard in g  t a b l e s .

( i i i )  The scheme does n o t  g u a ra n te e  to  d e l i v e r  a copy o f  a 

b ro a d c a s t  p ack e t  to  each d e s t i n a t i o n .

(e )  Forwarding a long  th e  MST

A dvan tages :

( i )  Simple t o  im plem ent, i f  f i x e d .  R eq u ires  l i t t l e  t a b l e  sp ac e ;  

j u s t  a  l i s t  o f  b ra n c h es  i n c i d e n t  t o  th e  node.
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( i i )  M in im izes  . t o t a l  p a c k e t  c o p ie s  s e n t .

( i i i )  I m p l i c i t l y  a v o id s  f l o o d i n g  and th e  need  f o r  d u p l i c a t e

d e t e c t i o n .

( i v )  Does n o t  r e q u i r e  m u l t i p l e  d e s t i n a t i o n  a d d r e s s i n g .

D i s a d v a n ta g e s :

(1 )  Not e a s i l y  a d a p te d  to  c h a n g in g  c o n d i t i o n s .

( i i )  Does n o t  n e c e s s a r i l y  m in im ize  p r o p a g a t i o n  d e l a y .

We h av e  d e m o n s t r a t e d  th e  need  f o r  g l o b a l  and su b g ro u p  b r o a d c a s t  

r o u t i n g  a l g o r i t h m s .  The m u l t i - d e s t i n a t i o n  a d d r e s s i n g  scheme i s  t h e  m ost 

v e r s a t i l e ,  s i n c e  i t  can  b e  u sed  s a t i s f a c t o r i l y  i n  b o th  e n v i r o n m e n ts ,  

th ough  th e  l e n g t h  o f  th e  h e a d e r  may become v e r y  lo n g  i n  l a r g e  n e tw o rk s .  

T h e re  i s  some c u t o f f  p o i n t  a f t e r  w hich i t  i s  more e co n o m ica l  to  u se  

a lg o r i t h m s  e x p l i c i t l y  d e s ig n e d  f o r  g l o b a l  b r o a d c a s t  r o u t i n g .

We f e e l  t h a t  n e tw o rk s  s h o u ld  p r o v id e  a  su b g ro u p  b r o a d c a s t  r o u t i n g  

c a p a b i l i t y ,  i n  t h e  form  o f  m u l t i - d e s t i n a t i o n  a d d r e s s i n g ,  and a  g l o b a l  

b r o a d c a s t  r o u t i n g  c a p a b i l i t y  i n  t h e  form  o f  MST f o r w a rd in g  o r  r e v e r s e  

p a th  f o r w a r d in g .

R e l i a b l e  b r o a d c a s t  p r o t o c o l s  m ust b e  b u i l t  a ro u n d  t h e s e  r o u t i n g  

a l g o r i t h m s .  S in c e  n o t  a l l  a p p l i c a t i o n s  r e q u i r e  r e l i a b l e  b r o a d c a s t ,  i t  

may b e  a p p r o p r i a t e  f o r  t h e  h o s t s  to  p r o v id e  t h i s  f u n c t i o n .  T h is  i s  a  

s u b j e c t  f o r  f u t u r e  r e s e a r c h .
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CHAPTER 4

PERFORMANCE EVALUATION OF BROADCAST ROUTING ALGORITHMS

4 .1  I n t r o d u c t i o n

In  t h i s  c h a p t e r  we d e v e lo p  p e rfo rm an ce  m easu re s  f o r  b r o a d c a s t  

r o u t i n g  i n  s t o r e - a n d - f o r w a r d  com puter  com m unication n e tw o rk s .  These 

m easu res  a r e  used  to  e v a l u a t e  th e  e f f i c i e n c y  o f  th e  v a r i o u s  b r o a d c a s t  

r o u t i n g  a lg o r i t h m s  d e s c r ib e d  i n  t h e  p r e v io u s  c h a p t e r .

The m easu re s  o f  p e r fo rm a n c e  a r e  a  f u n c t i o n  o f  th e  to p o lo g y  o f  th e  

n e tw o rk ,  and c an  e a s i l y  be d e te rm in e d  f o r  th e  v a r i o u s  r o u t i n g  schemes 

f o r  a  g iv e n  n e tw o rk .  We w ould , how ever, l i k e  t o  have  t h e o r e t i c a l  bounds 

on t h e s e  m easu re s  f o r  v a r i o u s  c l a s s e s  o f  n e tw o rk s .  The v a r i o u s  c l a s s e s  

o f  n e tw o rk s  a r e  d i s t i n g u i s h e d  by c e r t a i n  t o p o l o g i c a l  p r o p e r t i e s  o f  th e  

g ra p h s  t h a t  r e p r e s e n t  them , l i k e  th e  d e g re e  o f  th e  n o d e s ,  o r  w h e th e r  th e  

g ra p h  i s  r e g u l a r  o r  n o t  [H a ra ry 6 9 ] . An a l t e r n a t e  a p p ro a ch  i s  to  

d e te r m in e  low er bounds f o r  t h e s e  m easu re s  f o r  random g ra p h s  [E rd o s 7 3 ] .

I n  t h i s  t h e s i s  we c o n c e n t r a t e  on d e te r m in in g  lo w er bounds f o r  

n e tw o rk s  t h a t  can  be r e p r e s e n t e d  a s  r e g u l a r  g r a p h s .  C e r f ,  Cowan, M u l l in  

and S ta n to n  [C erf74c] h a v e  shown t h a t  com puter  com m unication  n e tw o rk s  

r e p r e s e n t e d  a s  r e g u l a r  g ra p h s  h av e  u s e f u l  p r o p e r t i e s  r e g a r d in g  

v u l n e r a b i l i t y ,  and s h o r t e s t  p a th  l e n g t h s .  They a l s o  show t h a t  by 

a n a ly z in g  c e r t a i n  ty p e s  o f  r e g u l a r  g r a p h s ,  low er bounds on t h e s e  

p r o p e r t i e s  can  b e  d e r i v e d .  These low er bounds d e te rm in e  th e  s h o r t e s t
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p a th  l e n g th  and v u l n e r a b i l i t y  f o r  " i d e a l "  ne tw orks  a g a i n s t  which ne tw ork  

d e s ig n e r s  may m easure  t h e i r  n e tw o rk s .  For t h i s  r e a s o n ,  we to o ,  

d e te rm in e  th e  low er bounds on th e s e  p e rfo rm ance  m easures  f o r  r e g u l a r  

g ra p h s .  In  a d d i t i o n ,  t h e  a n a l y s i s  p r o v id e s  a  un ifo rm  b a s i s  by which to  

compare th e  v a r i o u s  a lg o r i th m s .

S e c t io n  4 .2  p ro p o se s  a  s e t  o f  perfo rm ance  m e a su re s ,  and s e c t i o n  4 .3  

rev ie w s  and e x te n d s  some p r o p e r t i e s  o f  r e g u l a r  g ra p h s .  S e c t io n s  4 .4  to

4 .8  d e te rm in e  th e  pe rfo rm an ce  o f  t h e  v a r io u s  b r o a d c a s t  r o u t i n g  

a lg o r i th m s .  S e c t io n  4 .9  compares th e  v a r io u s  a lg o r i t h m s ,  and 4 .1 0  

d e te rm in e s  a v e ra g e  v a lu e s  o f th e  pe rfo rm ance  m easu res  f o r  th e  ARPANET 

to p o lo g y .
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4.2 Performance Measures
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T h is  s e c t i o n  d e v e lo p s  some p e r fo rm a n c e  m e a s u re s  f o r  b r o a d c a s t  

co m m u n ica tio n  i n  s t o r e - a n d - f o r w a r d  n e tw o r k s .  We d e v e lo p  th e  p e r fo rm a n c e  

m e a s u re s  by c o n s i d e r i n g  t h e  o v e rh e a d  im posed on t h e  co m m u n ica tio n  s u b n e t  

by  a  b r o a d c a s t ,  and t h e  d e l a y s  i n  p e r fo rm in g  t h e  b r o a d c a s t .

An im p o r t a n t  m e asu re  o f  t h e  amount o f  b a n d w id th  u se d  i n  p e r f o r m in g  

a  b r o a d c a s t ,  and  o f  t h e  p r o c e s s i n g  o v e rh e a d  i n  t h e  s w i t c h i n g  

( s t o r e - a n d - f o r w a r d )  n o d es  o f  t h e  s u b n e t  i s  t h e  Number o f  P a c k e t s  

T r a n s m i t t e d , N P T ( i ) ,  i n  b r o a d c a s t i n g  a  m essag e  i n i t i a t e d  from  node i  i n  

t h e  s u b n e t .  N PT (i) i s  i n  u n i t s  o f  p a c k e t - h o p s  p e r  b r o a d c a s t .

The B r o a d c a s t  D e la y , B D ( i , j ) ,  i s  t h e  d e l a y  b e f o r e  n o d e  j  r e c e i v e s  a 

b r o a d c a s t  m essage  i n i t i a t e d  from  i .  B D ( i , j )  i s  i n  a p p r o p r i a t e  u n i t s  f o r  

d e l a y ,  e . g .  s e c o n d s  o r  h o p s .  The a v e r a g e  B r o a d c a s t  D e la y , B D a v ( i ) ,  from  

a  node i  t h a t  i n i t i a t e s  t h e  b r o a d c a s t  i s  an  e s t i m a t e  o f  t h e  d e l a y  b e f o r e  

a  r e c e i v e r  h e a r s  t h e  m e s s a g e .  B D av(i)  i s  t h e r e f o r e  a  m easu re  o f  t h e  

a b i l i t y  o f  t h e  b r o a d c a s t  r o u t i n g  scheme to  d e l i v e r  m e ssa g e s  q u i c k l y  when 

i n i t i a t e d  from i .  I n  a  co m m u n ica tio n  s u b n e t  w i th  N n o d es

N
B D av(i)  « _1_*  £  B D ( i , j ) .  ( 4 .1 )

N - l  j s l  
j * i

A n a lo g o u s ly ,  BDmax(i) i s  t h e  maximum B r o a d c a s t  D e lay  from a  

b r o a d c a s t e r  1 , and  t h e r e f o r e  i s  a n  i n d i c a t i o n  o f  t h e  maximum d e la y  

b e f o r e  a l l  r e c e i v e r s  h av e  h e a r d  t h e  m e ss a g e .  BDmax(i) i s ,  t h e r e f o r e ,  

a l s o  a  m e asu re  o f  t h e  c o s t  o f  b r o a d c a s t  from  node i .
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BDmax(i) = max < B D (l , j )  V  l ^ N ,  j ^ i } . (A .2)

These m easu re s  a r e  u s e f u l  i n  t h e  d e s ig n  o f  t im e o u ts  f o r  t h e  r e i n i t i a t i o n  

o f  t h e  b r o a d c a s t ,  o r  r e c o v e r y  t e c h n iq u e s  i n  d i s t r i b u t e d  o p e r a t in g  

sy s tem s  t h a t  u se  t h e  b r o a d c a s t  r o u t i n g  f e a t u r e  o f  th e  com m unication

s u b n e t  t o  l o c a t e  r e s o u r c e s .

The B ro a d c a s t  C o s t , BC, i n  a com m unication n e tw o rk  i s  t h e  sum o f 

t h e  c o s t  o f  b r o a d c a s t  w i th  each  node a s  th e  i n i t i a t o r .  I t  i s  assumed 

t h a t  each  node h a s  e q u a l  p r o b a b i l i t y  o f  i n i t i a t i n g  a b r o a d c a s t .

BDmax(i) i s  t h e  c o s t  o f  b r o a d c a s t  when i n i t i a t e d  from node i .  Hence, i f

t h e r e  a r e  N nodes  i n  th e  n e tw o rk ,  th e n

These m easu re s  o f  p e rfo rm an c e  can  e a s i l y  be  d e te rm in e d  f o r  a 

p a r t i c u l a r  n e tw o rk  u s in g  a  p a r t i c u l a r  b r o a d c a s t  r o u t i n g  t e c h n i q u e .  The 

p e rfo rm an ce  m easu res  a r e  a  f u n c t i o n  o f  th e  to p o lo g y  o f  th e  n e tw o rk .  In  

o r d e r  to  d e te r m in e  lo w er  bounds on t h e s e  m e a s u re s ,  we examine r e g u l a r  

g r a p h s .

N
BC = ^ B D m a x ( i ) . ( 4 .3 )

i = l
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4 .3  R eg u la r  Graphs

In  t h i s  s e c t i o n  we re v ie w  and ex ten d  some o f  th e  d e f i n i t i o n s  and 

p r o p e r t i e s  o f  r e g u l a r  g r a p h s ,  Moore g ra p h s ,  and g e n e r a l i z e d  Moore 

g r a p h s .

We assume t h a t  th e  number o f  nodes i n  th e  g ra p h  i s  N, and t h a t  a l l  

edge c o s t s  a r e  th e  same and e q u a l  to  one . The d e g re e  o f  a  node in  a

g raph  i s  th e  number o f  edges  i n c i d e n t  to  t h a t  n o d e .  I f  t h e  d e g re e  o f

a l l  th e  nodes i s  same and e q u a l  to  D, th e n  th e  g rap h  i s  c a l l e d  r e g u l a r  

w ith  d e g re e  D. F ig u re  4 .1  shows some r e g u l a r  g ra p h s .  A theorem  and two 

c o r o l l a r i e s  may be s t a t e d  co n ce rn in g  th e  r e l a t i o n s h i p  betw een  N and D in  

r e g u l a r  g r a p h s .  These a r e  s im p le ,  and s t a t e d  w ith o u t  p ro o f .

Theorem 4 . 1 : The sum o f th e  d e g re e s  o f  th e  nodes o f  any g ra p h  i s  tw ice

th e  number o f  edges  in  th e  g ra p h .

C o r o l la r y  4 . 1 . 1 ; In  any g raph  th e  number o f  nodes o f  odd d eg ree  i s  

e v e n .

C o r o l l a r y  4 . 1 . 2 : A r e g u l a r  g ra p h  w ith  d e g re e  D and N nodes  can  always

b e  c o n s t r u c te d  i f  N*D i s  even .

C o n s id e r  a  r e g u l a r  g rap h  w ith  d eg ree  D. The maximum number o f

nodes a t  d i s t a n c e  one from any node i s  D, a t  d i s t a n c e  two D (D - l) ,  a t

d i s t a n c e  t h r e e  D (D-l) and so on . Moore g ra p h s  a r e  th o se  r e g u l a r  g raphs  

t h a t  have e x a c t l y  D (D -l)^ -  ̂ nodes  a t  d i s t a n c e  j ,  f o r  any node 

c o n s id e r e d .  F ig u re  4 .2 a  i l l u s t r a t e s  such  a t r e e  a s  seen  from one node 

X, where th e  g rap h  h a s  10 nodes and i s  o f  d e g re e  3. Such a  p i c t u r e  can
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be drawn f o r  a l l  nodes  i n  th e  g ra p h .  Thus one m ust j o i n  a l l  nodes  a t  

t h e  h i g h e s t  numbered l e v e l  t o g e t h e r  i n  such  a  way to  m eet t h i s  

c o n s t r a i n t .  T h is  c r e a t e s  a s o r t  o f  " s p a g h e t t i  j u n c t i o n "  a t  t h e  h i g h e s t  

l e v e l .  F ig u r e  4 .2 b  i l l u s t r a t e s  how t h e  t r e e  o f  f i g u r e  4 .2 a  can  be 

c o n v e r te d  i n t o  a  Moore g r a p h .  F ig u r e  4 .2 c  i s  a  more a e s t h e t i c  

r e p r e s e n t a t i o n  o f  f i g u r e  4 .2 b .  T h is  i s  th e  P e t e r s e n  G raph. Moore 

g ra p h s  s a t i s f y  t h e  fo l lo w in g  r e l a t i o n :

m
N -  1 +  D* Y  (D -1 )J - 1 . ( 4 .4 )

j=l

where j  i s  th e  l e v e l  number and m th e  h i g h e s t  l e v e l .  C o n d i t io n s  u n d e r  

w hich a  g iv e n  g ra p h  c an  b e  a  Moore g ra p h  h av e  b een  d e r iv e d  i n  

[Hoffman60, C e r f 7 3 ] .

Of c o u r s e ,  n o t  a l l  g ra p h s  h av e  a  number o f  nodes  t h a t  s a t i s f y  

e q u a t io n  ( 4 . 4 ) .  I n  t h i s  c a s e  th e  e x t r a  n o d es  a r e  p la c e d  a t  th e  h i g h e s t  

numbered l e v e l ,  m, and  one m ust th e n  j o i n  th e  nodes  a t  l e v e l  m and m- 1  

such  t h a t  t h e  c o n s t r a i n t s  a r e  s a t i s f i e d .  Such g ra p h s  a r e  c a l l e d  

g e n e r a l i z e d  Moore g ra p h s  and have  been  s t u d i e d  i n  d e t a i l  by C e r f ,  Cowan, 

M u ll in  and S ta n to n  [C e r f 73, C e rf7 4 d , C e r f 7 4 e ] . A g e n e r a l i z e d  Moore 

g ra p h  h a v in g  16 nodes  and o f  d e g re e  3 i s  i l l u s t r a t e d  i n  f i g u r e  4 . 3 .

We now i n t r o d u c e  a  new te rm .  A p seu d o  g e n e r a l i z e d  Moore g rap h  i s  a 

r e g u l a r  g ra p h  su ch  t h a t  f o r  a t  l e a s t  one n o d e ,  t h e  number o f  n o d es  a t  

d i s t a n c e  j  i s  D (D - l)^ ”  ̂ f o r  a l l  j > l  e x c e p t  p o s s i b l y  t h e  h i g h e s t  numbered 

l e v e l  which may be  in c o m p le te ly  f i l l e d .  In  o t h e r  w o rd s ,  from  th e  p o i n t  

o f  v iew  o f  t h a t  n o d e , t h e  g ra p h  lo o k s  l i k e  a  f i l l e d  t r e e  e x c e p t  f o r  th e
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s p a g h e t t i  j u n c t i o n  a t  t h e  l a s t  two l e v e l s .  F ig u r e  4 .4  i l l u s t r a t e s  a  

pseudo  g e n e r a l i z e d  Moore g ra p h  o f  d e g re e  3 h a v in g  22 n o d e s .  A Moore 

g ra p h  do es  n o t  e x i s t  f o r  su ch  a  r e g u l a r  g ra p h  [ C e r f 7 3 ] , ev en  th o u g h  i t s  

h i g h e s t  numbered l e v e l  i s  c o m p le te ly  f i l l e d ,  and so  n e i t h e r  does  a 

g e n e r a l i z e d  Moore g ra p h .

Theorem 4 . 2 : For a g iv e n  N and D su ch  t h a t  a  r e g u l a r  g ra p h  e x i s t s ,  a

p seu d o  g e n e r a l i z e d  Moore g ra p h  a l s o  e x i s t s .

P r o o f t The th eo rem  i s  p ro v ed  by  show ing t h a t  a  pseudo  g e n e r a l i z e d  

Moore g ra p h  can  a lw ay s  be c o n s t r u c t e d  i f  a  r e g u l a r  g ra p h  c a n .

Take any node and c o n n e c t  i t  t o  D o t h e r  n o d e s .  Take each  o f  

t h e s e  D nodes  and c o n n e c t  e ach  to  D - l  o t h e r  n o d es  t h a t  hav e  n o t  

a l r e a d y  b een  c o n n e c te d  t o ,  so  a s  t o  form  a  t r e e .  C o n tin u e  

c o n n e c t in g  t h e  l e a v e s  o f  t h e  t r e e  to  D -l o t h e r  n o d es  u n t i l  a l l  N 

n o d es  h av e  b een  u s e d .  The r e s u l t  i s  a  minimum h e i g h t  t r e e  w i th  t h e  

s t a r t i n g  node a s  t h e  r o o t .  The h i g h e s t  l e v e l  m may be  in c o m p le t e l y  

f i l l e d ,  w here m>l.

We now show t h a t  i f  N*D i s  even  th e n  t h e  n o d es  a t  l e v e l  m and 

m-1 t h a t  do n o t  h a v e  d e g re e  D c a n  be c o n n e c te d  to  one a n o t h e r  so a s  

t o  p ro d u c e  a  r e g u l a r  g r a p h .

L e t  U b e  t h e  number o f  nodes  by w hich t h e  m* 1* 1 l e v e l  i s

f ’ Tiu n f i l l e d .  I f  t h e  m l e v e l  was c o m p le te ly  f i l l e d  th e n  i t  would 

h av e  D (D - l)m_  ̂ n o d e s  t h a t  would g i v e  r i s e  t o  D (D - l)m b r a n c h e s .  

However, t h e r e  a r e  U l e s s  n o d es  a t  t h e  m* 1*1  l e v e l  and t h e r e f o r e  th e  

l e v e l  g i v e s  r i s e  t o  U (D -l)  l e s s  b r a n c h e s ,  b u t  t h e  ( m - l ) t *1  l e v e l
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g iv e s  r i s e  to  an a d d i t i o n a l  U. T h e re fo re  th e  t o t a l  number o f  

b ra n c h es  t h a t  must be co n n ec ted  to  one a n o th e r

= D (D -l)m + U -  U (D-l)

= D (D -l)m -  U (D -2 ) .

I f  t h i s  number i s  a lw ays e v en ,  th e n  th e  b ra n c h e s  c an  be 

a p p r o p r i a t e l y  p a i r e d  o f f  p ro d u c in g  a  r e g u l a r  g ra p h .  The f i r s t  

te rm , D (D -l)m i s  a lw ays even  f o r  any D s i n c e  m>l. When D i s  even , 

th e  second te rm  i s  a l s o  even . We now show t h a t  when D i s  odd , U i s  

even c a u s in g  th e  second term  a l s o  to  be  even , th e r e b y  p ro v in g  th e  

theo rem . We now d e te rm in e  U. I t  i s  e q u a l  to  th e  t o t a l  number o f  

nodes i f  th e  m l e v e l  was f u l l  minus th e  a c t u a l  number o f  n o d e s .

m
U -  £  DCD-l ) ^ 1  -  N + 1 

5 =1

.= D [ (D - l )m-11 -  N +  1 
D-2

= D(D -1) m-D+D- 2 -  N 
D-2

= D (D -l)m- 2  -  N.
D-2

S in ce  D i s  odd, N must be  even  ( C o r o l l a r y  4 . 1 . 2 ) .  D (D -l)m i s  even 

f o r  a l l  m>l. S ince  D-2 i s  odd and U i s  an i n t e g e r ,  t h e  f i r s t  te rm  

i s  even . T h e re fo re  U i s  even .

Q. E. D •
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From th e  d e f i n i t i o n s  j u s t  i n t r o d u c e d  we s e e  t h a t  Moore g ra p h s  a r e  

g e n e r a l i z e d  Moore g r a p h s ,  w hich i n  t u r n  a r e  pseudo  g e n e r a l i z e d  Moore

bounds  f o r  t h e  d ia m e te r  and a v e r a g e  p a th  l e n g t h  i n  r e g u l a r  g r a p h s .

4 . 3 . 1  Some Lower Bounds i n  R e g u la r  Graphs

C e r f ,  e t  a l ,  [C e rf7 4 b ,  C erf7 4 c ]  hav e  d e r iv e d  e x p r e s s i o n s  f o r  th e  

lo w e r  bound on th e  d ia m e te r  and a v e r a g e  p a th  l e n g t h  i n  r e g u l a r  g r a p h s . 

They do so  by a n a l y z i n g  t h e  t r e e  o f  a  pseudo  g e n e r a l i z e d  Moore g ra p h  o f  

d e g re e  D w i th  N n o d e s .  Note t h a t  f o r  some D and N, r e g u l a r  g ra p h s  may 

n o t  e x i s t ,  b u t  a  minimum h e i g h t  t r e e  does  and so  th e  a n a l y s i s  i s  v a l i d .

The lo w er  bound on th e  d ia m e te r  o f  r e g u l a r  g r a p h s ,  DIA(N,D) i s  

d e te rm in e d  by f i n d i n g  th e  h e i g h t  o f  a  minimum h e i g h t  t r e e  c o n n e c t in g  th e  

N n o d es  o f  d e g re e  D.

A p l o t  o f  DIA(N,D) i s  shown i n  f i g u r e  4 . 5 .

The sum o f  t h e  s h o r t e s t  p a th  l e n g t h s  from  th e  r o o t  o f  t h e  t r e e  t o  

a l l  t h e  o t h e r  n o d es  can  e a s i l y  be  d e te r m in e d .  We f i r s t  assum e t h a t  th e

n o d es  t h a t  a r e  a b s e n t .  The lo w e r  bound on th e  sum o f  th e  s h o r t e s t  p a th  

l e n g t h s  f o r  a  r e g u l a r  g r a p h ,  SPLsum, i s  e q u a l  t o  t h e  sum o f  t h e  s h o r t e s t  

p a th  l e n g t h s  from  th e  r o o t .  T h e r e f o r e

g ra p h s  w hich th e m s e lv e s  a r e  r e g u l a r  g r a p h s . We now d e te r m in e  lo w er

DIA(N,D) = m f o r  D>2. ( 4 .5 )

m ^  l e v e l  i s  c o m p le te ly  f i l l e d  and th e n  s u b t r a c t  t h e  c o n t r i b u t i o n  by th e
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m m
SPLsum(N.D) -  D* £  J* (D -1 ) J - 1  -  (1 + D* £  ( D - l ) ^ - 1  -  N)*m. (4 .6 )

j = l  J - l

The dependence o f  SPLsum on N, and D i s  i l l u s t r a t e d  i n  f i g u r e  4 .6 .

The low er bound on th e  a v e ra g e  s h o r t e s t  p a th  l e n g th  i n  r e g u l a r  

g ra p h s ,  SPLav, i s  a n a lo g o u s ly  e q u a l  to  th e  a v e ra g e  s h o r t e s t  p a th  l e n g th  

from th e  r o o t  o f  th e  t r e e ,  and i s :

SPLav(N,D) -  SPLsum(N,D). ( 4 .7 )
N -l

F ig u re  4 .7  i l l u s t r a t e s  t h i s  r e l a t i o n .

These bounds a r e  met by g e n e r a l i z e d  Moore g r a p h s ,  s i n c e  f o r  ev e ry  

node , t h e  s h o r t e s t  p a th  l e n g th s  lo o k  l i k e  th e  t r e e  j u s t  d e s c r i b e d .  In  

g e n e r a l  th e s e  bounds w i l l  n o t  be  met by a l l  r e g u l a r  g ra p h s .



P e r fo rm a n c e  E v a l u a t i o n  o f  B r o a d c a s t  R o u t in g  A lg o r i th m s

SPLsumCNcD)

400 0 .3

COzszI—<
CL

0-4300
i—
to
LUI—

0-5

DCQ 200IE
CO
LLK>
s:
io 100

200 40 60 80 100NUMBER 0F NODES N
F i g u r e  4 . 6 .  LOWER BOUND ON THE SUM OF SHORTEST PATH LENGTHS 

IN REGULAR GRAPHS.

SPLav(N,D)

IE
I—
CD
Z
UJ

<
CL
CD>
<

0-3

4

3
D-5

2

1

0

100806020 40NUMBER 0F N0DES N 
F i g u r e  4 . 7 .  LOWER BOUND ON THE AVERAGE PATH LENGTH IN REGUIAR GRAPHS

128



P e rfo rm an ce  E v a lu a t io n  o f  B ro a d c a s t  R o u tin g  A lg o r i th m s  

A. A S e p a r a t e l y  A d d re sse d  P a c k e t s  (SAP)
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In  t h i s  s e c t i o n  we d e te r m in e  lo w e r  bounds* f o r  NPT, BDav, BDmax and 

BC f o r  r e g u l a r  g ra p h s  when th e  b r o a d c a s t  r o u t i n g  s t r a t e g y  i s  to  t r a n s m i t  

s e p a r a t e l y  a d d r e s s e d  p a c k e t s  from  th e  s o u r c e  to  e ach  d e s t i n a t i o n .  We 

assum e t h a t ,  t h e  r o u t i n g  o f  t h e  p a c k e t s  i s  a lo n g  th e  s h o r t e s t  p a th  ( i n  

th e  g ra p h  t h e o r e t i c a l  s e n s e )  from th e  b r o a d c a s t e r  to  th e  d e s t i n a t i o n s .

A .A .l  Number o f  P a c k e t s  T r a n s m i t t e d

Assume t h a t  e ac h  b r o a d c a s t  m essage c o n s i s t s  o f  a  s i n g l e  p a c k e t .  

Hence t h e  number o f  p a c k e t - h o p s  from  a b r o a d c a s t e r  to  a  r e c e i v e r  i s  

e q u a l  to  th e  p a th  l e n g t h  from  th e  b r o a d c a s t e r  to  t h e  r e c e i v e r .  

T h e r e f o r e  a  lo w e r  bound on th e  number o f  p a c k e t s  t r a n s m i t t e d  to  a c h ie v e  

th e  b r o a d c a s t  i s  e q u a l  to  t h e  lo w e r  bound on th e  sum o f  th e  p a th  

l e n g t h s .  T h e r e f o r e

NPT(N,D)SAp = SPLsura(N,D). (A . 8 )

The d ep en d en ce  o f  NPTgAp on N and D i s  i l l u s t r a t e d  i n  f i g u r e  A . 6 .

A .A .2 B ro a d c a s t  D elay

In  o r d e r  t o  d e te r m in e  th e  lo w e r  bound on th e  v a r i o u s - b r o a d c a s t  

d e l a y s  when t r a n s m i t t i n g  s e p a r a t e l y  a d d r e s s e d  p a c k e t s ,  we m u s t d e te r m in e  

th e  o r d e r  i n  w hich m essag es  ( p a c k e t s )  a r e  t r a n s m i t t e d  from th e

* S in c e  lo w e r  bounds  a r e  b e in g  d e te r m in e d ,  i ,  w i l l  b e  d ropped  from 
N P T ( i ) , BD av(i) and BDm ax(i).
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b r o a d c a s t e r  to  th e  v a r i o u s  r e c e i v e r s  so  t h a t  th e  maximum b r o a d c a s t  d e la y  

i s  m in im ized . S in c e  th e  lo w er  bounds a r e  b e in g  d e te rm in e d  by 

c o n s id e r in g  t h e  r o o t  node o f  a  pseudo g e n e r a l i z e d  Moore g ra p h ,  th e  

o p t im a l  p a th s  l i e  a lo n g  th e  b ra n c h e s  o f  th e  t r e e  c o n n e c t in g  t h e  r o o t  

node t o  th e  v a r i o u s  o t h e r  n o d e s .  F ig u r e  4 .8 a  i l l u s t r a t e s  such  a minimum 

h e i g h t  t r e e  f o r  a  node X. The s u b t r e e s  o f  X form th e  p r im ary  s u b t r e e s  

o f  t h i s  t r e e .  We assume t h a t  X can  be  t r a n s m i t t i n g  p a c k e ts  t o  a l l  

p r im a ry  s u b t r e e s  a t  o n ce ,  and hence  we must c o n s id e r  th e  d e la y s  f o r  a  

p a r t i c u l a r  p r im ary  s u b t r e e  -  t h e  l o n g e s t  one . A lso  assume t h a t  no o t h e r  

t r a f f i c  i s  p r e s e n t  t o  i n t e r f e r e  w i th  t h e  b r o a d c a s t  p a c k e t s .

The r a t e  a t  w hich p a c k e t s  may be  t r a n s m i t t e d  to  nodes  i n  a p r im ary  

s u b t r e e  i s  d e te rm in e d  by t h e  t r a n s m i s s i o n  d e la y s  o f  t h e  com m unication  

l i n k .  L e t us  assum e t h a t  t h i s  i s  a c o n s t a n t  and t h a t  a l l  t im e s  a r e  

r e l a t i v e  to  t h i s  q u a n t i t y .  In  o r d e r  to  m in im ize  th e  t im e  ta k e n  to  

b r o a d c a s t  th e  p a c k e t s  to  a l l  nodes  o f  th e  p r im ary  s u b t r e e ,  t h e  r o o t  X 

m ust t r a n s m i t  p a c k e t s  t o  th e  node f a r t h e s t  away f i r s t  and so on .  T h is  

e n s u r e s  t h a t  t h e r e  w i l l  b e  a s  many p a c k e t s  a s  p o s s i b l e  i n  t r a n s i t  a t  t h e  

same t im e ,  th u s  m in im iz in g  th e  t o t a l  b r o a d c a s t  d e l a y .  I f  node X s t a r t e d  

t r a n s m i t t i n g  a  p a c k e t  a t  t im e  z e r o ,  and th e n  one  more a t  e v e ry  t im e  

I n t e r v a l ,  t h e n  t h e  l a s t  p a c k e t  would be t r a n s m i t t e d  a t  t im e  e q u a l  t o  th e  

number o f  n o d es  i n  th e  p r im ary  s u b t r e e  m inus onSV1̂  T h is  p a c k e t  would 

a r r i v e  a t  i t s  d e s t i n a t i o n  i n  one t im e  u n i t ,  s i n c e  i t s  d e s t i n a t i o n  i s  th e  

c l o s e s t  node  -  th e  r o o t  o f  t h e  p r im ary  s u b t r e e .  Hence th e  t im e  ta k e n  

f o r  a l l  nodes  i n  th e  p r im ary  s u b t r e e  to  g e t  th e  b r o a d c a s t  m essage i s  

e q u a l  to  th e  number o f  nodes  i n  th e  p r im ary  s u b t r e e .  F ig u r e  4 .8 b
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i l l u s t r a t e s  th e  o r d e r  i n  w hich th e  p a c k e t s  a r e  t r a n s m i t t e d  f o r  th e

l a r g e s t  p r im a ry  s u b t r e e  o f  t h e  t r e e  i n  f i g u r e  4 .8 a .

We now p ro c e e d  t o  f i n d  th e  number o f  n o d es  i n  th e  l a r g e s t  p r im a ry

s u b t r e e  o f  a  pseudo  g e n e r a l i z e d  Moore g ra p h .

L e t  R b e  t h e  number o f  n o d es  r e m a in in g  i n  t h e  u n f i l l e d  l e v e l ,

s h o u ld  t h e r e  be  o n e ,  and l e t  h b e  t h e  h i g h e s t  numbered c o m p le te ly  f i l l e d

l e v e l .

h = m- 1  i f  U^O

= m i f  U=0

h
and R = N - l  -  £  D (D -1 )J - 1 .

I f  R i s  e q u a l  to  z e r o ,  th e n  th e  number o f  n o d es  i n  e ach  p r im a ry  s u b t r e e  

i s  t h e  same and e q u a l  to

f  (D-l)J-1. 
j=l

However, R may n o t  b e  e q u a l  t o  z e r o ,  and  s i n c e  we w ant t o  f i n d  t h e  lo w er  

bound on d e l a y ,  we want t o  d e te r m in e  th e  minimum number o f  n o d es  i n  th e  

l a r g e s t  p r im a ry  s u b t r e e .  Hence t h e  R re m a in in g  nodes  (an d  h e n c e ,  t h e  U 

u n f i l l e d  p l a c e s )  m ust b e  d i s t r i b u t e d  a s  e q u a l l y  a s  p o s s i b l e  among th e  

p r im a ry  s u b t r e e s .  The minimum number o f  u n f i l l e d  p l a c e s  any  p r im a ry  

s u b t r e e  can  hav e  i s  |U/Dj . T h e r e f o r e  th e  minimum number o f  n o d es  i n  th e  

l a r g e s t  p r im a ry  s u b t r e e ,  and h en ce  BDmaXg^p i s
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m
BDmax(N,D)gAp = £  ( D - l ) ^ " 1  -  [U/Dj ( 4 .9 )

j = l

and

BC(N,D)SAp -  N*BDmax(N,D)SAp. (4 .1 0 )

These r e l a t i o n s h i p s  a r e  i l l u s t r a t e d  i n  f i g u r e s  4 .9 ,  and 4 .1 0  

r e s p e c t i v e l y .

I n  o r d e r  to  f i n d  th e  a v e ra g e  b r o a d c a s t  d e la y  we m ust f in d  th e  d e la y

t o  a l l  nodes and th e n  d i v i d e  by th e  number o f  r e c e i v e r s .  For th e  moment

assume t h a t  a l l  p r im ary  s u b t r e e s  a r e  c o m p le te ly  f i l l e d ,  ( l a t e r  we w i l l

remove t h i s  a s s u m p t io n ) . I t  was shown t h a t  p a c k e ts  were t r a n s m i t t e d
m

from th e  r o o t  a t  t im e s  0 , 1 , 2 , . . . . (  J ] (D - 1 ) ^ -  ̂ -  1 ) i f  th e  h i g h e s t  l e v e l
j = l

i s  c o m p le te ly  f i l l e d .  These p a c k e t s  a r e  f i r s t  d e s t i n e d  f o r  nodes  i n  

l e v e l  m, th e n  m - 1 , . . . .  and f i n a l l y  l e v e l  1. Hence th e  t im e  ta k e n  f o r  a 

p a c k e t  to  r e a c h  i t s  d e s t i n a t i o n  i s  g iv e n  by th e  t im e  a t  which i t  was 

t r a n s m i t t e d  p lu s  th e  l e v e l  number in  which th e  d e s t i n a t i o n  l i e s .  L e t 

NPS be th e  number o f  nodes  i n  a c o m p le te ly  f i l l e d  p r im ary  s u b t r e e .

1 NPS = £  ( D - l ) J - 1 .
5 = 1

The sum o f  d e la y s  f o r  a l l  D c o m p le te ly  f i l l e d  p r im ary  s u b t r e e s  i s :

m UB
D* £  E  + NPS "  *> *

j = l  i=LB
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where

LB = 1 +  £  (D - l )  
k= l

and

UB = y  (D - l )  .
k=l

The o u t e r  summation c y c l e s  th ro u g h  each  o f  t h e  l e v e l s ,  w h i le  th e  i n n e r  

summation c y c l e s  th ro u g h  th e  n o d es  w i th in  a  l e v e l .  The l i m i t s  o f  th e  

i n n e r  summation a r e  th e m s e lv e s  summations d e p e n d e n t  on j  s i n c e  th e  

number o f  nodes  i n  a  l e v e l  depends on th e  l e v e l  num ber. The 

s i m p l i f i c a t i o n  o f  tJhe summation can  be  found i n  Appendix D, and  we j u s t  

s t a t e  th e  r e s u l t  h e r e :

D*NPS*(NPS-l+2m) -  D*(NPS-m).
2 D-2

V  v

In  g e n e r a l ,  how ever, U w i l l  n o t  be  e q u a l  to  z e r o ,  and so  th e  

r e d u c t i o n  i n  d e la y  owing to  t h e s e  U u n f i l l e d  p l a c e s  must b e  d e te r m in e d .  

Each u n f i l l e d  p l a c e  c a u s e s  t h e  r e d u c t i o n  o f  one u n i t  o f  d e la y  from a l l  

nodes  i n  i t s  p r im a ry  s u b t r e e  e x c e p t  th o s e  a t  i t s  own l e v e l .  T h is  i s  

r e a d i l y  a p p a r e n t  s i n c e  th e  r o o t  i s  a b l e  to  t r a n s m i t  a l l  t h e  p a c k e t s  i n  a  

s h o r t e r  t im e .  T h is  r e d u c t i o n  am ounts t o :

m- 1

u* y  ( D - n ^ 1. 
j = i

The r e d u c t i o n  i n  t o t a l  d e la y  owing to  th e  U u n f i l l e d  p l a c e s  th e m se lv e s  

m ust now be  d e te r m in e d .  These u n f i l l e d  p o s i t i o n s  were e q u a l l y
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d i s t r i b u t e d  among th e  p r im ary  s u b t r e e s .  T h e re fo re  we m ust c y c l e  th ro u g h  

th e  p r im ary  s u b t r e e s  rem oving th e  node w i th  th e  l a r g e s t  d e la y  each  t im e .

The l a r g e s t  d e la y  a  node in  a  p r im a ry  s u b t r e e  can  have  i s :

m +  ( D - l ) " 1" 1  -  1.

T h e re fo re  th e  r e d u c t i o n  in  t o t a l  d e la y  i s

U-l
£  (m + ( D - l ) m _ 1  -  1 -  l i / D j )  

i = 0

U-l
= U*{ (m-1) +  (D-l)™ "1)  -  X  [i/D j .

i = 0

The number o f  co m p le te  c y c l e s  th ro u g h  t h e  D p r im a ry  s u b t r e e s  i s  

[U/DJ. D uring each  one  o f  t h e s e  c y c l e s ,  D nodes  a r e  removed; f i n a l l y  

l e a v i n g  U-D*[U/D] n o d e s .

U -l lU/Dj
/ .  X  Li/Dj = £ D ( j - l )  +  [U/Dj *{U -  D* [U/DJ > 

i=0  j = l

= (D/2)*[U/DJ *{ LU/DJ-1> + U*l_U/Dj - D * [ U / D j 2

= [U/DJ *{ (D /2)* lU /D j-(D /2 )+ U -D * [U/Dj >

= [U/Dj *{U -(D /2 )*  [U/Dj - ( D /2 )  >.
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T o ta l  D elay = D*NPS*(NPS-l+2m)/2 -  D*(NPS-m)/<D-2)

m-1
-  U* £  ( D - l ) 3 ” 1  -  U * { (m -l)+ (D -l)m" 1>

3=1

-  LU/Dj*<U-(D/2)*LU/Dj-(D/2)>. 

BDav(N,D)s^p = T o ta l  D e la y / ( N - l ) .

T h is  r e l a t i o n  i s  shown in  f i g u r e  4 .1 1 .

137
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4.5  M u l t i -D e s t in a t io n  A ddress ing  (MPA) and Source Based Forwarding

(SBF)

This  s e c t io n  de te rm in es  th e  perform ance m easures when th e  b ro a d c a s t  

r o u t in g  tech n iq u e  i s  e i t h e r  m u l t i - d e s t i n a t i o n  a d d re s s in g  o r  so u rce  based 

fo rw ard in g . The two te ch n iq u es  have the  same perform ance s in c e  they  

bo th  forw ard  th e  p a ck e ts  a long  the  o p tim a l p a th s  from th e  b ro a d c a s te r  to  

th e  r e c e i v e r s .

The number o f  p a c k e ts  t r a n s m i t t e d  i s  equa l to  th e  minimum number of

edges by which th e  b ro a d c a s te r  i s  connected  to  th e  a l l  th e  d e s t i n a t i o n s .

This i s  N -l .  T h e re fo re

N P K N . D ) ^  = NPT(N,D)sbf = N - l .  (4 .1 2 )

From th e  view p o in t  of th e  node i n i t i a t i n g  th e  b ro a d c a s t  the  r e s t

o f  th e  network lo o k s  l i k e  a minimum h e ig h t  t r e e .  This  t r e e  i s  s i m i l a r  

to  th e  t r e e  o f  a pseudo g e n e r a l iz e d  Moore g raph . T h e re fo re  we have:

BDav(N,D)jfl)A -  BDav(N,D)SBF = SPLav(N,D) (4 .13 )

BDmax(N,D)MDA = BDmax(N,D)SBF = DIA(N,D) (4 .14 )

B C t N . D ) ^  = BC(N,D)sbf = N*BDmax(N,D)MDA. (4 .15 )

These r e l a t i o n s h i p s  a r e  i l l u s t r a t e d  in  f i g u r e s  4 .7 ,  4 .5 ,  arid 4 .12

r e s p e c t i v e l y .

We have n o t  de term ined  the  number o f  p ack e t  c o p ie s  t r a n s m i t t e d  and 

the  v a r io u s  d e lay s  i f  a r e s t r i c t e d  m u l t i - d e s t i n a t i o n  a d d re s s in g  scheme
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were to  be used . This  i s  a  s u b je c t  f o r  f u tu r e  r e s e a r c h .  The a n a ly s i s  

p a r a l l e l s  t h a t  used to  d e te rm in e  th e  perform ance m easures i f  s e p a r a te ly  

a d d re ssed  p ack e ts  were t r a n s m i t t e d  ( c f .  s e c t i o n  4 . 4 ) .  One must 

d e te rm ine  th e  o p tim a l o rd e r  i n  which d e s t i n a t i o n s  a r e  a s s ig n e d ,  to  th e  

r e s t r i c t e d  m u l t i - d e s t i n a t i o n  a d d re ss  f i e l d  in  th e  h e a d e r ,  and the  

o p tim a l o rd e r  in  which th e  p a ck e ts  a r e  t r a n s m i t t e d .  Th is  fo rm u la t io n  

would then  in c lu d e  th e  a n a l y s i s  f o r  s e p a r a te ly  ad d re ssed  p ack e ts  and 

m u l t i - d e s t i n a t i o n  a d d re s s in g  a s  s p e c i a l  c a s e s ,  where th e  l e n g th  o f  

ad d re ss  f i e l d  i s  one , o r  as long  as d e s i r e d ,  r e s p e c t i v e l y .
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4 .6  Hot P o ta to  Forwarding (HPF)

We ana lyze  the  h o t  p o ta to  b ro a d c a s t  r o u t in g  scheme in  which each 

p ack e t  m a in ta in s  a  hop c o u n t ,  and i f  t h i s  ev e r  exceeds th e  d i s c a rd  

th r e s h o ld ,  DT, th en  th e  p ack e t  i s  d is c a rd e d  in  o rd e r  to  p re v e n t  th e  

subnet from f lo o d in g .

S ince  th e r e  i s  a d i s c a r d  th re s h o ld  a f t e r  which p a ck e ts  w i l l  be 

d i s c a rd e d ,  every  p ack e t  t r a n s m i t te d  from th e  b r o a d c a s te r  a long  th e  

v a r io u s  l i n k s  w i l l  be  forw arded DT t im e s .  From th e  s o u rc e ,  th e  packe t 

w i l l  be  t r a n s m i t te d  D t im e s ,  and then  each node t h a t  r e c e iv e s  a packe t 

w i l l  fo rw ard  i t  (D -l)  t im e s .  T h e re fo re ,  th e  t o t a l  number o f  p ack e ts  

t r a n s m i t te d  i s :

DT
NPT(N,D)HpF = X  D*(D-1)J .

J - I

This  i s  th e  a c tu a l  number o f  p a ck e t  co p ie s  t r a n s m i t te d  and n o t  a 

bound. I f  th e  d is c a rd  th re s h o ld  was N - l ,  then  th e  upper bound on NPT 

would be :

NPT(N,D)HpF(upper) = D * {(D -l) (N-1) -  l } / ( D - 2 ) .  (4 .1 6 )

T h is  i s  i l l u s t r a t e d  i n  f i g u r e  4 .1 3 .  N o tice  how q u ic k ly  th e  number o f  

p ack e t  c o p ie s  t r a n s m i t t e d  p e r  b ro a d c a s t  becomes v e ry  l a r g e  f o r  even a 

sm all  s iz e d  netw ork .

The s m a l le s t  s a f e  v a lu e  o f  DT i s  equal to  th e  d iam e te r  o f  th e  

g rap h . The lower bound on th e  d iam e te r  o f  r e g u la r  g raphs i s  g iven  by 

e q u a t io n  ( 4 .5 ) .  T h e re fo re  a low er bound on NPT(N,D) i s :
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NPT(N,D)HpF(low er) -  D*{(D-1)D I A ( N , D ) l} / ( D - 2 ) .  (4 .17 )

This  i s  i l l u s t r a t e d  i n  f i g u r e  4 .1 4 .

S ince  a  packe t i s  be in g  forw arded along  a l l  l i n k s  excep t th e  one on 

which i t  a r r i v e d ,  BDav and BDmax a re  i d e n t i c a l  to  th o se  f o r  th e  

m u l t i - d e s t i n a t i o n  r o u t i n g ,  o r  th e  so u rce  based fo rw ard ing  c a se .  

T h e re fo re

BDav(N,D)HpF -  SPLav(N,D) (4 .18 )

BDmax(N,D)HpF = DIA(N,D) (4 .19 )

BC(N,D)HpF = N*DIA(N,D). (4 .2 0 )

These dependenc ies  a r e  i l l u s t r a t e d  in  f i g u r e s  4 .7 ,  4 .5  and 4 .12

r e s p e c t i v e l y .

Note t h a t  i n  th e  d e te rm in a t io n  o f  BDav, BDmax and BC, queueing 

d e la y s  a r i s i n g  from th e  i n t e r f e r e n c e  o f  th e  e x t r a  p ack e ts  were n o t taken  

i n t o  a cc o u n t .  In  a l l  th e  o th e r  b ro a d c a s t  ro u t in g  schemes d is cu s sed  so 

f a r ,  BDmax was a l s o  a measure o f  th e  tim e d u rin g  which p a ck e ts  of a 

p a r t i c u l a r  b ro a d c a s t  message would remain in  th e  ne tw ork . This i s  so 

because  e x t r a  p ack e ts  were n o t  g e n e ra te d  by th e  network i n  an a t te m p t  to  

forward th e  p a ck e ts  to  a l l  th e  d e s t i n a t i o n s .  In  th e  h o t  p o ta to  

b ro a d c a s t  r o u t in g  scheme BDmax i s  n o t  a measure of how long  p a ck e ts  f o r  

a  p a r t i c u l a r  b ro a d c a s t  w i l l  remain in  the  su b n e t .  I t  i s  d i f f i c u l t  to  

d e te rm in e  a n a l y t i c a l l y  what t h i s  tim e i s .  I n t u i t i v e l y ,  however, an 

e s t im a te  can be de term ined  i f  queueing d e la y s  a r e  n e g le c te d .  A
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p a r t i c u l a r  p ack e t  t r a n s m i t t e d  from th e  b ro a d c a s t in g  node w i l l  keep 

g iv in g  r i s e  to  newer p ack e ts  DT t im e s .  Hence a v e ry  low low er bound on 

th e  tim e f o r  which b ro a d c a s t  p a ck e ts  w i l l  remain i n  the  subnet i s  DT.
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4 .7  Reverse  Pa th  Forwarding (RPF)

We have shown in  s e c t i o n  3 .6 .2 ,  t h a t  i f  th e  s im ple  r e v e r s e  p a th  

fo rw ard ing  scheme i s  u sed ,  th en  each node ex cep t  the  so u rce  fo rw ards  

e x a c t ly  one o f  the  a r r i v i n g  b ro a d c a s t  packe t a long  a l l  l i n k s  ex cep t  th e  

one on which i t  a r r i v e d .  The so u rce  t r a n s m i ts  th e  b ro a d c a s t  packe t 

a long  a l l  l i n k s  i n c id e n t  t o  i t .

.*. NPT(N,D)RpF(s im ple)  = N*(D-1) + 1. (4 .2 1 )

T his  i s  i l l u s t r a t e d  in  f i g u r e  4 .15 .

I f  th e  o p tim a l v e r s io n  o f  th e  a lg o r i th m  i s  used th en  b ro a d c a s t  

p a ck e ts  a r e  on ly  forwarded a long  th e  b ranches  o f  th e  r e v e r s e  p a th  t r e e  

and th e r e f o r e

NPT(N,D)RpF(o p t im a l)  -  N - l .  (4 .22 )

In  d e te rm in in g  th e  low er bound on d e la y s ,  s in c e  a l l  edge c o s t s  a r e  

same and equal to  u n i ty  th e  r e v e r s e  p a th  t r e e  from a so u rce  i s  

isom orphic  to  the  s h o r t e s t  p a th  t r e e .  T h e re fo re

BDav(N,D)RpF = SPLav(N,D) (4 .2 3 )

BDmax(N,D)RpF = DIA(N,D) (4 .24 )

BC(N,D)Rpp = N*DIA(N,D). (4 .2 5 )

These dependencies  a r e  i l l u s t r a t e d  in  f i g u r e s  4 .7 ,  4 .5  and 4 .12

r e s p e c t i v e l y .
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Note t h a t  in  th e  s im ple  scheme, th e  d e la y s  a r e  n o t dependent on the  

f a c t  t h a t  e x t r a  p a ck e ts  a r e  t r a n s m i t t e d ,  s in c e  th e se  p ack e ts  a r e  

t r a n s m i t te d  a long  l i n k s  t h a t  a r e  n o t  p a r t  o f  the  s h o r t e s t  p a th  t r e e  from 

th e  so u rc e .  These p a c k e ts ,  t h e r e f o r e ,  do n o t  i n t e r f e r e  w ith  th e  p a ck e ts  

t h a t  a r e  forwarded along  th e  b ranches  o f  th e  t r e e .  BDmax i s ,  however, 

in  t h i s  case  n o t  a measure o f  th e  tim e t h a t  a b ro a d c a s t  p ack e t  w i l l  

remain in  th e  ne tw ork , b u t  can be used a s  a rough ap p rox im ation .
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4 .8  Minimal Spanning Tree Forwarding (MST)

We now de term ine  th e  v a r io u s  perform ance m easures when b ro a d c a s t  i s  

perform ed a long  th e  b ranches  o f  a minimum spanning  t r e e  t h a t  co n n ec ts  

th e  v a r io u s  nodes o f  th e  netw ork .

The number o f  p a c k e ts  t r a n s m i t te d  i s  eq u a l  to  th e  number of 

b ran ch es  o f  th e  MST, which i s  N - l .  T h e re fo re

NPT(N,D)mst = N - l .  (4 .2 6 )

4 .8 .1  B roadcas t Delays

In  o rd e r  to  d e te rm in e  th e  v a r io u s  perform ance m easures based  on 

d e la y s ,  we must f i r s t  de te rm in e  what th e  MST in  r e g u la r  g raphs  lo o k s  

l i k e .  The g i r t h  o f  a g raph  i s  th e  le n g th  o f  th e  s m a l l e s t  c y c le  o r  

c i r c u i t  t h a t  can occur in  th e  g rap h . C er f ,  Cowan, M ullin  and S tan to n  

have shown t h a t  th e  g i r t h  of a Moore g raph  i s  2m+l [C e rf7 3 ] ,  and of 

g e n e r a l iz e d  Moore g rap h s  i s  g r e a t e r  than  o r  eq u a l  to  2m-l [C e rf7 4 d ] . 

The g i r t h  was determ ined  by examining th e  minimum h e ig h t  t r e e  and th e  

p e rm is s ib le  c o n n ec tio n s  i n  th e  s p a g h e t t i  j u n c t i o n .  Hence, th e  t r e e  

o b ta in e d  by removing one o f  th e  co n n ec tio n s  i n  th e  s p a g h e t t i  j u n c t io n  

r e s u l t s  in  a minimum d iam e te r  spanning  t r e e  t h a t  i s  a l s o  th e  minimum 

d iam e te r  MST. S ince such a t r e e  can always be  c o n s t r u c te d  f o r  pseudo 

g e n e r a l iz e d  Moore g ra p h s ,  th e  low er bound on th e  d ia m e te r  o f  MSTs in  

r e g u la r  g raphs  i s  2m-2, The perform ance m easures  a r e  de term ined  f o r  

th e s e  MSTs.
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Lower bounds on Bdav and BDmax a re  de term ined  by f in d in g  BDav(X) 

and BDmax(X) where X i s  th e  b ro a d c a s te r  and i s  a l s o  th e  r o o t  o f  th e  

t r e e .  T h e re fo re

BDav(N,D)MST = SPLav(N,D) (4 .2 7 )

BDmax(N,D)MST = DIA(N,D). (4 .2 8 )

These r e l a t i o n s h i p s  a r e  i l l u s t r a t e d  i n  f i g u r e s  4 .7  and 4 .5  r e s p e c t i v e l y .

The lower bound on th e  b ro a d c a s t  c o s t ,  BC, cou ld  have been 

c a l c u l a t e d  a s :

BC (N, D) f^g'p = N*BDmax(N, D)j|grj.f

a s  has  been done f o r  th e  o th e r  b ro a d c a s t  r o u t in g  te c h n iq u e s .  However, 

f o r  MSTs i t  i s  p o s s ib le  to  f in d  a much t i g h t e r  low er bound by f in d in g  

th e  sum of th e  maximum b ro a d c a s t  c o s t  from every  node. In  o rd e r  to  

perform  t h i s  a n a l y s i s  i t  i s  n e c e s sa ry  to  make some assum ptions  on th e  

p o s i t i o n  o f  th e  nodes in  th e  h ig h e s t  u n f i l l e d  l e v e l ,  shou ld  th e r e  be 

one. S ince we a r e  i n t e r e s t e d  i n  f in d in g  a low er bound, th e  nodes o f  th e  

u n f i l l e d  l e v e l  shou ld  be f i l l e d  co m ple te ly  from e i t h e r  end a s  shown in  

f i g u r e  4 .1 6 .

Let PS be th e  number o f  p rim ary  s u b t r e e s  c o n ta in in g  nodes o f  th e  

u n f i l l e d  l e v e l . S ince th e  R nodes a r e  bunched up a t  e i t h e r  end , we 

h a v e :
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F ig u re  4 .1 6 .  ARRANGEMENT OF NODES AT THE 
HIGHEST LEVEL.
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where h i s  th e  h ig h e s t  com ple te ly  f i l l e d  l e v e l .

Let 3 (x) be th e  u n i t  im pulse  fu n c t io n  d e f in e d  as

3 (x )  = 1  i f  x = 0

« 0  o th e rw is e .

The maximum c o s t  o f  b ro a d c a s t  from a node a t  l e v e l  j , i s  eq u a l  to  

th e  l e v e l  number, j ,  p lu s  th e  h e ig h t  ( h ig h e s t  l e v e l )  of th e  lo n g e s t  

p rim ary  s u b t r e e  ex c lu d in g  th e  one c o n ta in in g  th e  node. I f  PS i s  g r e a t e r

th an  one, th en  f o r  a l l  nodes th e  h e ig h t  o f  such a prim ary  s u b t r e e  i s  m.

The maximum c o s t  o f  b ro a d c a s t  from th e  r o o t  i s  m. From each o f th e  

nodes i n  th e  u n f i l l e d  l e v e l ,  th e  maximum c o s t  o f  b ro a d c a s t  i s  

2 m -6 (P S -l) .  The maximum b ro a d c a s t  c o s t  from a l l  th e  o th e r  nodes i s  

de te rm ined  by f i r s t  supposing  t h a t  PS i s  g r e a t e r  than  one , and then  

s u b t r a c t i n g  th e  e x t r a  d e lay  i f  PS i s  eq u a l  to  one . T h e re fo re

BC(N,D)mst -  m + R*(2m-6(PS-1))

+ X  {(m+j)*I>*(D“ 1 ) j " I - ( r)- 1 ) ;i" 1 *5(p s - 1)>- 
j = l

(4 .29)

F ig u re  4 .17  i l l u s t r a t e s  th e  dependence o f BCMgT on N and D.
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4.9 Comparison of the Different Schemes

154

We now compare th e  s i x  d i f f e r e n t  b ro a d c a s t  r o u t in g  a lg o r i th m s .  

Lower bounds on NPT, BDav, BDmax and BC f o r  th e  d i f f e r e n t  a lg o r i th m s ,  

f o r  a r e g u la r  g raph  o f  degree  3 a r e  shown in  f i g u r e s  4 .1 8 ,  4 .1 9 ,  4.20 

and 4.21 r e s p e c t i v e l y .  These f i g u r e s  i l l u s t r a t e  th e  b e h av io u r  o f  the  

perform ance measures f o r  l a r g e  N. We n o t i c e ,  t h a t  f o r  a 

b r o a d c a s t - t o - a l l  mode of communication, s e p a r a t e ly  a d d re ssed  p a ck e ts  i s  

d e f i n i t e l y  n o t  s u i t a b l e  owing to  th e  l a r g e  overhead on th e  communication 

s u b n e t .  Hot p o ta to  fo rw ard ing  i s , a l s o  no t s u i t a b l e  because  o f  th e  e x t r a  

t r a f f i c  i t  g e n e r a te s .  Forwarding along  th e  MST, m u l t i - d e s t i n a t i o n  

a d d re s s in g ,  so u rce  based fo rw ard ing  and r e v e r s e  p a th  fo rw ard ing  a re  

a c c e p ta b le  te c h n iq u e s .  T h e ir  r e l a t i v e  m e r i t s  and d e m e r i ts  have been 

d is c u s s e d  i n  d e t a i l  i n  the  p re v io u s  c h a p te r .
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4.10 Performance in the ARPANET

157

We now d e te rm in e  th e  perform ance o f  th e  d i f f e r e n t  a lg o r i th m s  f o r  

th e  ARPANET to p o lo g y .  The perform ance  m easures a r e  de term ined  by ta k in g  

th e  av erag e  o f  th e  m easures a s  seen  by each node. F ig u re s  4 .22  and 4 .23  

i l l u s t r a t e  th e  geog raph ic  and l o g i c a l  maps o f th e  ARPANET as  o f  August 

1976. Table  4 .1  shows th e  v a lu e s  o f  th e  v a r io u s  perform ance  m easu res . 

These v a lu e s  were de term ined  u s in g  a computer program t h a t  computes, f o r  

a l l  th e  a lg o r i th m s ,  th e  perform ance m easures a s  seen  from each node f o r  

any g rap h , whose edge c o s t s  a r e  known.

The maximum degree  of any node i n  th e  ARPANET i s  4, and th e  network 

has  59 nodes. Table  4 .2  i n d i c a t e s  lower bounds on th e  perform ance

measures f o r  a r e g u l a r  graph o f  degree  4 h av ing  59 nodes. There i s  a

l a r g e  d is c rep a n c y  between th e  co rre sp o n d in g  e n t r i e s  o f  Tab les  4 .1  and

4 .2  because  th e  ARPANET topo logy  does no t resem ble a  r e g u l a r  graph and

because  th e  t h e o r e t i c a l  m easures o f perform ance a re  low er bounds. 

N o tice  t h a t  th e  v a lu e s  o f  NPT f o r  th e  r e g u l a r  g raphs  when us ing  h o t  

p o ta to  fo rw ard ing  r e p r e s e n t s  upper bounds on NPT f o r  th e  ARPANET, s in c e  

th e  r e g u la r  g raph  has  more l i n k s  than  th e  ARPANET to p o lo g y , and t h i s  i s  

th e  f a c t o r  t h a t  d e te rm in es  NPT.



ARPANET GEOGRAPHIC MAP, AUGUST 1976

LBL
M O FFETT

AMES^AMES ^LLL
~  j S R I

S R I ^ ~  nX E R O X  
^STANFORD Q

RAOC

ARGONNE PURDUE

LINCOLN

.NYU

SUM EX

HAWAII j e l c '

NUC
: r a n d  

U SC-ISI

TYMSHARE

use

DOCB

AFW L

ILLINOIS
WPAFB

RUTGERS! 
CMU

SCOTT

USC-ISI <

BELVOIR iI
DCECI
SDAC _ 

\
M ITRE,

NSA

MIT-TIP
X

MIT-MAC
c c a \

BBN

10X ORCC
'BBN a - d H C C f 

~ DEC 
ARVARD

ABERDEEN

\
NBS

NORSAR

GUNTER^
ARPA .PENTAGON

EGLIN
LONDON

*dAH
H»O
='
Psa(D
W
<
p

t+H*ott
oH,
ro
ho
pao
p
toc+
»oc(+
B

(R

>H
<RO
►i

•W r SATELLITE CIRCUIT 
O  IMP 
O  TIP  
A  PLURIBUS IMP

THIS MAP D0ES NOT SHOW ARPA'S EXPERIMENTAL 
SATELLITE CONNECTIONS) L OI

00

F ig u re  4 .22 ,



ARPANET LOGICAL MAP, AUGUST 1976

1 p l u r i b u s

P D P -1 0  1 CDC 7 6 0 0 P D P - PDP -11 P D P -1 0  1 D A T A -
COMPUTER

P D P -1 1 1 (PDF»-11

1 45 M OFFETT
CDC 6 6 0 0 UCB

LBL 4 UTAH 12 ILLINOIS WPAFB l,p D P - lQ \ 6 P D P -1 0 31 P D P -1 0  K s \ 5

3 6 0 / 6 7

PDP

3 6 h a w a i i  1S 
o w / w m AMES

P O P -II

PD P-IO

STANFORD

PD P-10

S P S -4 1

P D P - 11

P D P -iQ  

P D P -IQ  

P D P -1 0

51

AMES

PDP-11

P D P -10
IL L IA C |B 6 7 0 0

SRI

PDP-11 XEROX

PD P-11 47
P D P -

|P D P - I O

P D P -15

P D P -1 0

PDP-11

PDP-11

| H - 6 8 / 8 0

P D P -1 0 PD P-IO

[PDP-11 PD P-11 PDP-11

L L A B

[PD P

MIT-MAC 

| h - 6 1 8 0 |

BBN]

4 9  .

BBN
10X

I P D P -1 0  1 

I P D P -1 0  | 

| P D P -1 0  |

I , 44 7
n  \ v p -f lM IT -T IP

[ppp-iol
NOVA

11 SUMEX

POP-lH

D C U -50>

NOVA
MAXC

PURDUE,
38

CMU 1 8 .

I PD P-10
50IRCC

P D P -11

S P S -4 1

T S P

56

P D P -1 0

TYMSHARE
43

33

VARIAN.73

3 7 0 / 1 9 5

10

|h -6 1 8 0 |

H -6180
55
ARGONNE

FNW C C C D C 3 2 0 0 2 4  L

P D P - l t \ ^
SCRL

C C D 6 5 0 0
2 5 LUNI VAC 1108

H 716
PDP-11 y' A P 9 0 CHII

PLURIBUS UCLA
1 3 6 0 /9 1 1] 8 2 3  J

I PDP-11'

]GWC

LDOCB

59

PDP-11

/ ' p r c y i e s l

P D P -1 1

S P S -4 1

|P D P - n |  I

H 3 1 6  

lP D P -1  t NCC
P D P -1 0

HARVARD

SDP -11

use

SDC

BELV01R 
I 3 6 0 / 4 4 h  

I 3 6 0 / 4 0 1 

I 3 6 0 / 4 0 1

I P D P -1 0

Ipop-iP ^
HASKINS

[DCEC
?°SD A C

ABERDEEN 29 
NORSAR

PD P-11 

8N L

PDP-11 | 

P D P -1 0  |

fc^pp-n I

NSA
2 8 ,

3 7 0 /1 5 8

PDP-11

'U S C -

r  3 7 > ^ n u c  1— ^ \ PLURIBUS
t ARPA

V .  J j N E L C I 3 6 0 / 4 4 1 L ^ m i t r e /

J ^ C J r a n d

19

PDP-11

B 4 7 0 0
P D P -1 0 P D P -lV v PD P-11

1S1 |  PD P-11 |

U S C -IS I

'4 8

AFWL

13

CDC 6 6 0 0

\ P D P - 1 1

PD P -  l l  PD P-15
|PD P-10

P D P -11  | 

3 6 0 /4 0 1  

3 6 0 /4 0 1

GUNTER EGLIN

PDP-I

26

LONDON

P D P -9

3 6 0 /1 9 5

> ^ > D P - 9 ~

H - 4 0 8 0

PENTAGON

O  IMP A  PLURIBUS IMP
□  TIP -w *  SA TELLITE  CIRCUIT

(PL E A SE  NOTE THAT WHILE TH IS MAP SHOWS THE HOST POPULATION OF TH E NETWORK ACCORDING TO TH E 8 E S T  
INFORMATION OBTAINABLE, NO CLAIM CAN BE MADE FOR IT S  ACCURACY]

NO

F ig u re  4 .2 3 .

Perform
ance 

E
valuation 

of 
B

roadcast 
R

outing 
A

lgorithm
s



Performance Evaluation of Broadcast Routing Algorithms 160

T ab le  4 .1

ACTUAL PERFORMANCE OF THE ROUTING ALGORITHMS IN THE ARPANET

^.M easure

Type

NPT
P a c k e t-
Hops

BDav

Hops

BDmax

Hops

BC

Hops

SAP 330 20 .6 3 4 .5 2152

MDA
SBF 58 5.3 9 .1 538

HPF
(upper)
(low er)

*
618.6

5 .3 9 .1 538

RPF
(s im p le )

(o p tim a l)
86
58

5 .3 9 .1 538

MST 58 12 .5 2 5 .6 1509

C om putation exceeded 30 min on IBM 370 /168 .
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T able  4 .2

PERFORMANCE OF ROUTING ALGORITHMS IN A 
REGULAR GRAPH OF DEGREE 4 HAVING 59 NODES

N^Ieasure

Type

NPT 
P ack e t-  

Hops

BDav

Hops

BDmax

Hops

BC

Hops

SAP 160 9 .5 15 885

MDA
SBF 58 2 . 8 4 236

HPF
Cupper)
( low er)

*
160

2 . 8 4 236

RPF
(s im p le )
(o p tim al)

178
58

2 . 8 4 236

MST 58 2 . 8 4 377

Computation v e ry  e x p en s iv e .
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4.11 C onclusions

In  t h i s  c h a p te r  we have proposed some perform ance m easures f o r  

b ro a d c a s t  r o u t in g  in  p ack e t  sw itched  s to re -a n d - fo rw a rd  computer 

ne tw orks . We then  de term ined  low er bounds on th e se  m easures , f o r  the  

d i f f e r e n t  r o u t in g  a lg o r i th m s  d e sc r ib e d  in  Chapter 3, by examining 

r e g u la r  g rap h s .

This  a n a ly s i s  p ro v id e s  a q u a n t i t a t i v e  b a s i s  f o r  comparing the  

b ro a d c a s t  r o u t in g  a lg o r i th m s .  A network d e s ig n e r  can d e te rm in e  th e  c o s t  

o f  perfo rm ing  b ro a d c a s t  in  h i s  netw ork by u s in g  a computer s im u la t io n  

s i m i l a r  to  th e  one used in  t h i s  t h e s i s  f o r  a n a ly z in g  th e  ARPANET. 

A l t e r n a t i v e l y ,  th e  netw ork can be transfo rm ed  in to  a r e g u la r  g raph  and 

then  lower bounds on th e  perform ance m easures can be de te rm in ed .

The r e g u la r  graph d e r iv e d  from th e  netw ork  topo logy  cou ld  be one 

whose degree  i s  equa l to  th e  l a r g e s t  degree  o f  any node in  th e  netw ork , 

and whose number o f  nodes i s  e q u a l  to  t h a t  in  th e  ne tw ork . This  

t&chnique was used i n  s e c t i o n  4 .10  on th e  ARPANET to p o lo g y . 

A l t e r n a t i v e l y ,  th e  minimal r e g u la r  graph c o n ta in in g  th e  g iv en  netwo'tk As' 

a subgraph cou ld  be used . This c o n s t r u c t io n  was de term ined  by Erdos and 

K elly  [E rdos73a] . Our e x p e r ien c e  has shown t h a t  b o th  th e s e  te ch n iq u es  

p ro v id e  measures t h a t  a r e  low er th an  the  a c t u a l  v a lu e s .  The s u i t a b i l i t y  

o f  such  te ch n iq u es  as  a  u s e f u l  h e u r i s t i c  t h a t  p re s e rv e s  th e  r e l a t i v e  

o rd e r in g  between th e  m easures f o r  th e  d i f f e r e n t  a lg o r i th m s  i s  a  s u b je c t  

f o r  f u tu r e  r e s e a r c h .
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CHAPTER 5

DISTRIBUTED FILE SYSTEMS: AN APPLICATION

5.1  I n t r o d u c t io n

The f i l e  system i s  one o f  th e  most im p o r tan t  and b a s ic  re s o u rc e s  o f

a d i s t r i b u t e d  o p e ra t in g  system t h a t  p e rm its  re s o u rc e  sh a r in g  in  a

computer netw ork . The e x te n s io n  o f  n o t io n s  l i k e  i n t e g r a t i n g  memory w ith

th e  f i l e  system a s  in  M u lt ic s  [D aley 6 8 , B ensoussan72], o r  th e  dynamic

a s s o c i a t i o n  between memory and f i l e - p a g e s  a s  in  Tenex [Murphy72], o r

t h a t  many, f i l e s  a r e  e x ec u ta b le  program s, to  a  netw orking  environment 
- ,-r • <  ■*-'
le a d s  to  th e  requ irem en t t h a t  th e  computers w i th in  the  netw ork be 

homogeneous i f  r e s o u r c e  sh a r in g  i s  t o  be s u c c e s s f u l .  However, many 

f i l e s  a r e  in  s ta n d a rd  fo rm ats  e .g . '  ASCII o r  EBCDIC, o r  can be 

r e s t r u c t u r e d  using  a d a ta  r e c o n f ig u r a t io n  p r o to c o l ,  making them s u i t a b l e  

f o r  use even in  a h e te ro g en eo u s  computer netw ork . For g e n e r a l i t y  we 

w i l l  assume t h a t  th e  computer netw ork  c o n s i s t s  o f  h e te ro g en eo u s  

com puters, b u t  t h a t  th e  v i r t u a l  memory seen  by a l l  o f  them i s  th e  same; 

th e  homogeneity be ing  n a t u r a l ,  o r  a r t i f i c i a l  v i a  p ro to c o l  t r a n s l a t i o n  

(where p o s s ib l e  o f  c o u r s e ) . This  c h a p te r  rev iew s and p roposes  models 

f o r  th e  s t r u c t u r e  o f  a  d i s t r i b u t e d  f i l e  system i n  such an env ironm ent, 

and shows t h a t  an u n d e r ly in g  b ro a d c a s t  communication c a p a b i l i t y  g r e a t l y  

improves th e  perform ance o f  such a system . We have n o t  so lved  a l l  the  

p rob lem s, b u t  propose  a s t r u c t u r e  and a s e t  o f  a lg o r i th m s  t h a t  we f e e l  

cou ld  be used to  b u i l d  a d i s t r i b u t e d  f i l e  system .
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No assum ptions  a r e  made as to  whether th e  computer netw ork p ro v id e s  

a  s i n g l e  o p e ra t in g  system , whose components a r e  d i s t r i b u t e d ,  o r  whether 

the  h o s t s  in  th e  netw ork have independen t o p e r a t in g  system s des ig n ed  to 

t r e a t  re s o u rc e s  t h a t  a re  remote o r  l o c a l  i n  a s im i l a r  manner, th e re b y  

p ro v id in g  uniform  acc e ss  to  a l l  o f  them. The term d i s t r i b u t e d  o p e ra t in g  

system  w i l l  encompass bo th  s t r u c t u r e s .  Examples o f  d i s t r i b u t e d  

o p e ra t in g  system s th a t  a l s o  su p p o r t  d i s t r i b u t e d  f i l e  system s a r e  the  

Resource Sharing E x ecu tive  (RSEXEC) in  th e  ARPANET [Thomas73], th e

N a tio n a l  Software Works (NSW) in  th e  ARPANET [C rocker75, COMPASS76], and

th e  D is t r ib u te d  Computing System (DCS) a t  th e  U n iv e r s i ty  o f  C a l i f o r n ia

a t  I r v in e  [F arber72a , Rowe75]. David Boggs a t  XEROX PARC has  a l s o  been

working on d i s t r i b u t e d  f i l e  sy s tem s, and f i l e  systems s u i t a b l e  in  a 

ne tw orking  environment in  which pages o f  f i l e s  can be accessed  over the  

communication subne t [ p r iv a t e  communication January  1977].

For th e  purposes  o f  t h i s  t h e s i s ,  a f i l e  i s  an o rg an ized  c o l l e c t i o n

o f  e lem en ts ,  which cou ld  be words, c h a r a c t e r s ,  o r  b i t s .  The system

which c o n t r o l s  the  mechanisms f o r  a c c e s s ,  c r e a t i o n ,  m o d i f ic a t io n  and 

d e l e t i o n  i s  c a l l e d  th e  f i l e  sy s tem . The c o l l e c t i o n  o f  d i r e c t o r i e s  th a t  

c o n t r o l  and p rov ide  a c c e ss  to  the  f i l e s  i s  th e  c a ta lo g  f o r  th e  f i l e

system . S ince d i r e c t o r i e s  a r e  f i l e s ,  t h e  c a ta lo g  i s  a  c o l l e c t i o n  of

f i l e s .  At t h i s  l e v e l  a  f i l e  i s  fo r m a t l e s s  and i s  re fe re n c e d  by a 

symbolic name. Daley and Neumann p ro v id e  an e x c e l l e n t  d i s c u s s io n  on the  

s t r u c t u r e  o f  a - g e n e r a l  purpose f i l e  system  [D aley65]. The l o g i c a l  

s t r u c t u r e  o f  the  f i l e  system d is c u s s e d  in  t h i s  t h e s i s  i s  based  on t h e i r  

model.
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A d i s t r i b u t e d  f i l e  system  (DFS) i s  th e r e f o r e  one whose components 

o r  r e s o u rc e s  ( th e  f i l e s )  a r e  d i s t r i b u t e d  among a number o f  computer 

sy stem s, on whose secondary  s to r a g e  system s th e  r e s o u rc e s  r e s i d e .  There 

a re  many advan tages  o f  hav ing  a DFS and o f  b u i ld in g  d i s t r i b u t e d  d a ta  

b a se s  [Booth72]. One o f  th e  p rim ary  rea so n s  i s  to  p rov ide  a  f a i l - s o f t  

f i l e  system .

There a re  two a s p e c t s  o f  th e  DFS th a t  we wish to  model:

( i )  Mechanisms f o r  s t r u c t u r i n g  th e  d i r e c t o r i e s  o f  th e  f i l e  system , 

and sea rc h  a lg o r i th m s  f o r  l o c a t in g  a s y m b o lic a l ly  re fe re n c e d  f i l e .  

The f i l e ,  o r  s u b s e ts  o f  i t ,  can then  be t r a n s f e r r e d  to  th e  p rim ary  

memory o f  th e  system on which th e  r e q u e s t  was o r i g i n a l l y  g e n e r a te d .  

The s t r u c t u r e  o f  th e  d i r e c t o r i e s  must p ro v id e  th e  d e s i r e d  l e v e l  of 

a c c e s s  p r o t e c t i o n .

( i i )  A lgorithm s f o r  p e r m i t t i n g  f i l e s  to  m ig ra te  from one h o s t  in  

th e  d i s t r i b u t e d  o p e ra t in g  system to  an o th er  so t h a t  a l l  the  f i l e s  

a r e  (n e a r ly )  o p t im a l ly  l o c a t e d ,  based  on an o b je c t i v e  fu n c t io n  th a t  

m inim izes th e  o v e r a l l  c o s t  f o r  a c c e s s in g  and s to r in g  th e  f i l e s .

I f  th e  DFS p e rm its  o n ly  s i n g l e  c o p ie s  o f  f i l e s ,  then  f i l e  m ig ra t io n  

in c r e a s e s  th e  e f f i c i e n c y  w ith  which f i l e s  a r e  a c c e s s e d ,  b u t  n o t  th e  

a v a i l a b i l i t y  o f  f i l e s .  I f  m u l t i p l e  c o p ie s  a r e  p e rm i t te d ,  then  th e  

a v a i l a b i l i t y  o f  f i l e s  a l s o  i n c r e a s e s .

For th e  purpose o f  keeping  th e  problems and a n a l y s i s  t r a c t a b l e ,  

c e r t a i n  s im p l i fy in g  a ssu m p tio n s -  a r e  made about th e  f i l e s  in  th e  DFS.
■ v v  * .
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I n i t i a l l y ,  i t  i s  assumed t h a t  th e r e  e x i s t s  on ly  one copy o f  any f i l e  ' in  

t h e  e n t i r e  f i l e  sy s tem , and t h a t  the  o p e r a t io n s  p e rm itted  on the  f i l e  

w i l l  in c lu d e  c r e a t i o n ,  d e l e t i o n ,  m o d i f ic a t io n ,  exam ination  and 

e x e c u t io n .  I t  i s  assumed t h a t  mechanisms, s im i l a r  to  ones p re v a le n t  in  

n o n - d i s t r i b u t e d  f i l e  system s [Murphy72, M adnick69], f o r  c o n t r o l l i n g  

m u l t i p l e  s im u ltan eo u s  acc e ss  a r e  a l s o  p r e s e n t .  Next, th e  e x i s t e n c e  of 

d u p l i c a t e  co p ie s  o f  re a d -o n ly  f i l e s  w i l l  be c o n s id e re d ,  and f i n a l l y  th e  

problems in tro d u c e d  by th e  e x i s t e n c e  o f  d u p l i c a t e  c o p ie s  o f  m o d if iab le  

f i l e s  w i l l  be examined. I t  i s  a l s o  assumed th a t  a f i l e  i s  accessed  by 

moving the  e n t i r e  f i l e  from th e  f i l e  system s to ra g e  i n t o  the  memory

h ie r a r c h y  t h a t  s im u la te s  a u s e r ' s  v i r t u a l  memory sp a c e .  This  l a t t e r

c o n s t r a i n t  can be  removed when a p p r o p r ia t e  c o s t  m easures f o r  us ing

p o r t i o n s  o f  a  f i l e  over ex tended p e r io d s  o f  tim e a re  found.

Resource s h a r in g  environm ents  shou ld  o f te n  p rov ide  t ra n s p a re n c y  o f 

l o c a t i o n  to  the  u s e r ,  who m igh t wish to  be unaware o f  th e  d i s t r i b u t e d  

n a tu r e  o f  th e  system . Resources which a re  rem ote , though re fe re n c e d  

i d e n t i c a l l y  to  l o c a l l y  r e s i d e n t  o n es ,  may tak e  a lo n g e r  tim e to  become

a v a i l a b l e .  As a  consequence , most h o s t  o p e r a t in g  sys tem s, e . g .  th o se  in  

th e  ARPANET [R oberts72 , M cQuillan72, C rocker72, M e tc a l fe 7 3 ] , a r e  unaware 

o f  th e  to p o lo g ic a l  s t r u c t u r e  o f  th e  communication network s in c e  the  

h o s t s  a r e  " u s e r s "  of th e  communication ne tw ork . However, when a 

d i s t r i b u t e d  o p e ra t in g  system i s  a t te m p t in g  to  o p tim ize  use o f  i t s  

r e s o u r c e s ,  knowledge o f  th e  topo logy  ( i f  th e  ne tw ork  i s  n o t  in h e r e n t ly  

b ro a d c a s t  in  n a tu re )  i s  e s s e n t i a l .  T h is  w i l l  be r e a d i l y  a p p a re n t  when 

a lg o r i th m s  f o r  cau s in g  f i l e s  t o  m ig ra te  between computer systems a re  

c o n s id e re d .  1



Distributed File Systems 167

No d e t a i l e d  assum ptions  a re  made a s  to  the  techno logy  o r  s t r u c t u r e  

o f  th e  d i s t r i b u t e d  environm ent. The communication subnet cou ld  be 

p a c k e t - s w i tc h e d ,  c i r c u i t - s w i t c h e d  o r a m u l t ia c c e s s  c h an n e l .  The

te rm in o lo g y  used in  t h i s  c h ap te r  w i l l  have c o u n te r p a r t s  in  a l l

communication s u b n e ts ,  though our a n a ly s i s  o f  f i l e  m ig ra t io n  i s  b ia se d  

tow ards s to re -a n d - fo rw a rd  ne tw orks . A h o s t  i s  a computer system t h a t  i s

a p o t e n t i a l  u se r  a n d /o r  s u p p l i e r  o f  re s o u rc e s  in  th e  d i s t r i b u t e d

o p e ra t in g  system . A u s e r  i s  a person  o r  a program t h a t  i n t e r a c t s  w ith  

th e  h o s t .  A u s e r  p ro c e ss  i s  th e  p ro cess  a s s o c ia te d  w ith  a u s e r .  A 

sw itch in g  node i s  a  d e v ic e ,  i n  many ca se s  a  sm all computer, t h a t  a c c e p ts

d a ta  and c o n t r o l  from the  h o s t  and sends i t  o v e r  the  communication

l i n k s ,  w^-th th e  p o s s ib le  c o o p e ra t io n  of o th e r  sw itch in g  nodes , to  th e

d e s t i n a t i o n .  The c o l l e c t i o n  o f  sw i tch in g  nodes and communication l i n k s  

i s  th e  communication network o r  communication s u b n e t . We assume th a t  

a l l  communication between h o s ts  i s  viewed as  i n t e r p r o c e s s  communication, 

and t h a t  i t  can be  perform ed r e l i a b l y  [C erf74 , C erf74a , S unsh ine75]. 

F igu re  5 .1  i l l u s t r a t e s  such a d i s t r i b u t e d  network environm ent.

One o f th e  prim ary g o a ls  of th e  DFS p re s e n te d  in  t h i s  t h e s i s  i s  to  

perform  the  n e c e s sa ry  f u n c t io n s  us ing  d i s t r i b u t e d  a lg o r i th m s ,  under the  

assum ption  t h a t  no c e n t r a l i z e d  in fo rm a t io n  so u rce  o r  p o in t  o f  c o n t r o l  

e x i s t s .  Such an assum ption  i s  n e c e s sa ry  i n  o rd e r  to  p re s e rv e  the  

r e l i a b i l i t y  o f  th e  DFS. There a re  u s u a l ly  many p o in ts  o f  c o n t r o l  in  a 

d i s t r i b u t e d  a lg o r i th m , and so i f  any shou ld  go down then i t  i s  u s u a l ly  

p o s s ib l e  to  c o n t in u e  to  f u n c t io n  ( p o s s ib ly  i n  a degraded f a s h io n ) .  We

w i l l  i n v e s t i g a t e  th e  e x te n t  to  which co n v en t io n a l  a lg o r i th m s  used in  

implementing f i l e  system s can be d i s t r i b u t e d .
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Communication Links

/  User 
Process

Communication Subnet

Sw itch ing  Node

HostUser

F ig u re  5 .1 .  A DISTRIBUTED NETWORK ENVIRONMENT.

HOST

PACKET-SWITCHED
SUBNET

SWITCHING NODJjM
DIST USERS

USERS

DIST

USERS
DIST USERS

DIST s  I/DCAL FILE SYSTEM RESOURCES THAT ARE PART OF THE DFS 

F ig u re  5 . 2 .  A DISTRIBUTED FILE SYSTEM.
' *
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5 .2  User I n t e r f a c e  and C ata log  S t r u c tu r e

169

The DFS w i l l  c o n s i s t  o f  l o c a l  f i l e  system s a t  each  o f  th e  h o s t s .  

T h e ir  re s o u rc e s  a r e  a v a i l a b l e  to  a l l  u s e r s .  F ig u re  5 .2  shows t h i s  

model. In g e n e r a l ,  th e  h o s t  may d iv id e  i t s  l o c a l  f i l e  system in to  two 

p a r t s ;  a  p r i v a t e  p a r t  and a s h a r a b le  p a r t .  The h o s t  may use th e  p r iv a t e  

p a r t  to  p ro v id e  s to ra g e  f o r  perm anently  r e s i d e n t  f i l e s  f o r  i t s  l o c a l  

u s e r s .  I t  may even copy f i l e s  from th e  DFS in to  the  p r i v a t e  f i l e  

system , i n  o rd e r  to  have a perm anently  r e s i d e n t  copy o u t s id e  the  domain 

o f  th e  DFS. Such c o p ie s  may become in c o n s i s t e n t  w ith  t h e i r  

c o u n te r - p a r t s  in  the  DFS. The f i l e  system provided  by th e  NSW c o n s i s t s  

o f  a sh a ra b le  g lo b a l  NSW f i l e  sp ace ,  a s  w e ll  as  a p r i v a t e ,  n o n -sh a ra b le  

l o c a l  f i l e  space a t  every  h o s t  [S ch an tz7 6 ] . We do n o t  make use o f  any 

such te ch n iq u es  in  t h i s  t h e s i s ,  and th e r e f o r e  assume independence 

between th e se  two parts>, and so le a v e  th e  p r i v a t e  p a r t  o u t  o f  a l l  

subsequen t d i s c u s s io n s .

We w i l l  assume t h a t  the  e n t i r e  f i l e  system w i l l  have a h i e r a r c h i c a l  

s t r u c t u r e ,  s in c e  i t  seems most a p p r o p r ia te  from th e  u s e r s '  p o in t  o f  v iew  

[D aley65]. F i l e s  w i l l  be re fe re n c e d  s y m b o lic a l ly  and shared  by a  number 

o f  u s e r s .  F i l e  names must be  unique  and must n o t  change even when f i l e s  

m ig ra te  to  o th e r  h o s t s ,  so t h a t  t h i s  movement i s  t r a n s p a r e n t  to  th e  

u s e r s  o f  th e  f i l e s .  The f i l e  s t r u c t u r e  may be th o ugh t o f  a s  a  t r e e  o f  

f i l e s ,  some o f  which a re  d i r e c t o r i e s .  Except f o r  the  r o o t  d i r e c t o r y ,  

each  f i l e  f in d s  i t s e l f  p o in te d  to  by e x a c t ly  one b ranch  in  e x a c t ly  one 

d i r e c t o r y .  The t r e e  name o f a f i l e  w i l l  be i t s  name r e l a t i v e  to  the  

r o o t  d i r e c t o r y .  F igu re  5 .3 a  i l l u s t r a t e s  such a s t r u c t u r e .  Links may
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now be superimposed on t h i s  s t r u c t u r e ,  such t h a t  f i l e s  may be accessed  

from d i r e c t o r i e s  o th e r  than  th o se  p r e s e n t  in  t h e i r  r e s p e c t iv e  t r e e  

names. Note t h a t  t r e e  names do n o t  c o n ta in  any l i n k s .  The p a th  name of 

a  f i l e  i s  i t s  name r e l a t i v e  to  th e  r o o t  d i r e c t o r y  and may c o n ta in  l i n k s .

Hence, i n  g e n e r a l ,  a f i l e  can have on ly  one t r e e  name b u t  many p a th

names. The t r e e  name and p a th  name o f  a f i l e  can be s p e c i f i e d  r e l a t i v e

to  a working d i r e c t o r y  o th e r  than  th e  r o o t .  S ince th e  t r e e  name o f  th e

working d i r e c t o r y  i s  known the  a b so lu te  t r e e  name o f  th e  f i l e  can always 

be d e te rm in ed . F ig u re  5 .3b  i l l u s t r a t e s  a d i r e c t o r y  s t r u c t u r e  w ith  

l i n k s .  The f i l e  system s o f  M u lt ic s  [O rg an ick 7 2 ], Unix [R itch ie7 4 ]  and 

Tenex [Bobrow72] have s i m i l a r  s t r u c t u r e s .  In  a c o n v e n t io n a l  m o n o li th ic  

f i l e  system , the  d i r e c t o r y  f i l e s  in  th e  c a ta lo g  p ro v id e  a r e f e r e n c e

p o in t  f o r  naming f i l e s ,  a c c e s s  c o n t r o l  to  th e  f i l e s  t h a t  a r e  t h e i r

o f f s p r i n g ,  and i n d i c a t i n g  where on secondary s to r a g e  they  r e s i d e .

We now c o n s id e r  d i f f e r e n t  ways o f  p h y s i c a l ly  s t r u c t u r i n g  the  

c a t a l o g ,  and th e  assum ptions  and c o n s t r a i n t s  r e q u i r e d ,  i n  o rd e r  to  

c r e a t e  a d i s t r i b u t e d  system w ith  th e  same l o g i c a l  s t r u c t u r e  a s  d e sc r ib e d  

above. Once f i l e s  have been c r e a te d  and e n te re d  i n to  th e  DFS c a ta lo g

th ey  may m ig ra te  and p h y s i c a l l y  r e s i d e  a t  any h o s t .  When a  f i l e  moves, 

n e i t h e r  i t s  t r e e  name o r  p a th  name ch anges , o n ly  i t s  l o c a t i o n .

5 .2 .1  C e n t r a l iz e d  o r  D u p lic a ted  C ata lo g s

The l o g i c a l  c a ta lo g  s t r u c t u r e  co u ld  b e  c e n t r a l i z e d  a t  one h o s t ,  

w ith  th e  n o n - d i r e c to r y  f i l e s  s c a t t e r e d  among v a r io u s  h o s t s .  Without 

g e t t i n g  in to  th e  im plem enta tion  d e t a i l s ,  n o te  t h a t  each  h o s t  (e x c ep t  the
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Tree  name o f  f i l e  marked * r e l a t i v e  t o  r o o t  i s  BF and o f  f i l e  marked 
** i s  C.H.F.

F ig u re  5 .3 a .  A HIERARCHICAL CATALOG STRUCTURE WITHOUT LINKS.

ROOT

**

D X Z

Tree name o f  f i l e  marked * r e l a t i v e  t o  r o o t  i s  B.F; p a th  name o f  * 
r e l a t i v e  t o  r o o t  C isG X F  and , r e l a t i v e  t o  th e  r o o t ,  could  be A .B .K .F .

O D i r e c to r y  f i l e  ; ES N o n d irec to ry  f i l e ; Links a r e  s u b s c r ip te d  w ith  L

F ig u re  5 .3 b .  A HIERARCHICAL CATALOG STRUCTURE WITH LINKS.
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one t h a t  has th e  c a ta lo g )  t h a t  has n o n - d i r e c to r y  f i l e s ,  must have a 

p r i v a t e  d i r e c t o r y  i n d i c a t i n g  where on secondary  s to r a g e  th e  f i l e s  

p h y s ic a l ly  r e s i d e .  This in fo rm a t io n  m ight have been inc luded  in  the  

oemfcralized c a t a l o g ,  b u t  such a r e s t r i c t i o n  c o u p les  th e  v a r io u s  h o s t s  

v e ry  t i g h t l y ,  and p r o h i b i t s  each  l o c a l  f i l e  system from making any l o c a l  

m o d if ic a t io n s  to  th e  p o s i t i o n  o f  th e  f i l e s  on i t s  secondary  s t o r a g e ,  

w ith o u t  u p d a tin g  the  a p p ro p r ia te  d i r e c t o r y  f i l e s .  The g lo b a l  f i l e  space  

p rov ided  by th e  NSW c o n s i s t s  o f  a  c e n t r a l i z e d  c a ta lo g  r e s i d e n t  on the  

Works Manager H ost, w ith  th e  n o n - d i r e c to r y  f i l e s  s c a t t e r e d  among the  

S to rage  Hosts [COMPASS76, M untz76]. We r u l e  o u t  t h i s  a l t e r n a t i v e  s in c e  

i t  c o n t r a d i c t s  our fundam ental req u irem en t (p ro v id in g  a f a i l - s o f t  DFS 

sy s te m ) , s in c e  i f  th e  h o s t  w ith  th e  d i r e c t o r i e s  goes down so does th e  

e n t i r e  DFS. F u r th e r ,  r e f e r e n c e  to  any f i l e  r e q u i r e s  netw ork 

communication.

In  o rd e r  to  overcome some o f  th e se  p rob lem s, th e  c a ta lo g  cou ld  be 

d u p l ic a te d  a t  a few o r  a l l  h o s t s .  This  a p p e a rs  to  be th e  id e a l  c a se ,  

s in c e  f i l e s  can be found q u ic k ly  and th e  s t r u c t u r e  has  s u f f i c i e n t  

redundancy b u i l t  in  i t  to  be f a i l - s o f t .  Such a  scheme i s ,  however, 

w a s te fu l  o f  s p a c e ,  and in t r o d u c e s  a l o t  o f  complex problem s. S ince  

c a ta lo g s  c o n s i s t  o f  f i l e s ,  t h e r e  a r e  now d u p l i c a t e  c o p ie s  o f  many f i l e s .  

D ire c to ry  f i l e s  have th e  r e a d - w r i t e  p r o p e r ty ,  and so how a re  th e  v a r io u s  

c a ta lo g s  kept c o n s i s t e n t  when n o n - d i r e c to r y  f i l e s  a r e  c r e a t e d ,  a r e  

d e l e t e d ,  o r  m ig ra te?  I f  the  c a ta lo g  i s  d u p l i c a te d  a t  every  h o s t ,  then  

t h e r e  i s  no need to  have a s e p a r a te  p r i v a t e  d i r e c t o r y  f o r  lo c a t in g  th e  

p h y s ic a l  secondary  s to r a g e  l o c a t i o n  o f  a  f i l e ,  s i n c e  th e  c a ta lo g  a t
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every  h o s t  can in c lu d e  t h i s  in fo r m a t io n ,  a s  i n  some sense  th e  c a ta lo g  i s  

p r i v a t e  to  every  h o s t .

5 .2 .2  P a r t i t i o n i n g  th e  C ata lo g  Based on P o in te r s

R ather than  impose c o n s t r a i n t s  on th e  p o s i t i o n  and movement o f  

d i r e c t o r y  f i l e s ,  we would l i k e  th e  DFS to  p e rm it  any f i l e  to  m ig ra te ;  

should  i t  be n e c e s s a ry .  We now propose  th e  s t r u c t u r e  o f  a  DFS th a t  

p e rm its  t h i s .  I t  i s  v e ry  s i m i l a r  to  a  c o n v en tio n a l  m o n o li th ic  f i l e  

system , ex cep t  t h a t  th e  p h y s ic a l  l o c a t io n  o f  any f i l e  ( a s  determ ined  by 

examining i t s  p a r e n t  d i r e c t o r y  f i l e )  i s  l im i t e d  j u s t  to  th e  i d e n t i t y  of 

th e  h o s t  on which i t  c u r r e n t l y  r e s i d e s .

Assume t h a t  th e r e  i s  on ly  one copy o f  every  f i l e  in  th e  f i l e  

system , and t h a t  i t  can r e s i d e  a t  any l o c a l  f i l e  system . Each d i r e c t o r y  

f i l e  w i l l  p o in t  to  th e  h o s t  on which i t s  o f f s p r i n g  r e s i d e .  Of c o u rs e ,  

each  l o c a l  f i l e  system must have a  d i r e c t o r y  t h a t  a s s o c i a t e s  th e  t r e e  

name o f  a f i l e ,  r e s i d e n t  t h e r e ,  to  i t s  p h y s ic a l  secondary s to ra g e  

l o c a t i o n .  Such a d i r e c t o r y  must have an a p p r o p r ia te  d a ta  s t r u c t u r e  t h a t  

p e rm its  a  f a s t  s e a rc h  by t r e e  name f o r  such f i l e s  [TENEX-4]. We w i l l  

c a l l  t h i s  d a ta  s t r u c t u r e  the  Local F i l e  D ire c to ry  (LFD). This 

" d i r e c t o r y "  i s  no t p a r t  o f  th e  DFS, and i s  p r iv a t e  to  each h o s t .  Such a 

scheme does n o t  p rec lu d e  a f i l e  from m ig r a t in g ,  as  long  a s  th e  f i l e ' s  

p a re n t  d i r e c t o r y  i s  updated to  r e f l e c t  t h i s  movement. F igu re  5 .4  

i l l u s t r a t e s  how a c a ta lo g  would appear a f t e r  some o f th e  f i l e s  had 

m ig ra te d .
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F ig u re  5 .4 a .  A LOGICAL CATALOG STRUCTURE

HOST #1 HOST #2 HOST #3

ROOT PTR

ROOT.CHAROOT.
ROOT.CH

ROOTROOT.A JROOT.B
ROOTylCGROOT. CUD

ROOT.ABL

BOOT PTR

LFDLFD LFD

ROOT.AD ROOT.BF ROOT.CHFD ROOT.CHFZ ROOT.CGI ROOT.CGJ

B. s ROOT.OG K. b  ROOT.B
L  u

O DIRECTORY FILES; E3 NONDIRECTORY FILES; LINKS ARE SUBSCRIPTED WITH L; -»POINTER TO APPROPRIATE HOST 
* Dots are left out of the file name past the root for pictorial clarity, since it introduces no ambiguity.

F ig u re  5 .4 b .  PARTITIONING BASED ON POINTERS IN A DFS WITH 3 HOSTS.
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When a f i l e  i s  r e f e r e n c e d ,  th e  r o o t  d i r e c t o r y  must f i r s t  be  lo c a te d  

i n  o rd e r  to  f in d  the  f i r s t  d i r e c t o r y  f i l e .  Each o f  th e  d i r e c t o r i e s  in  

th e  pa th  name, which may in c lu d e s  l i n k s ,  i s  s tepped  th rough  (a s  in  a 

c o n v en t io n a l  m o n o l i th ic  f i l e  c a t a l o g ) , w ith  the  acce ss  r i g h t s  be ing  

checked, and the  l o c a t io n  (h o s t )  o f  th e  n ex t  f i l e  in  the  p a th  name be in g  

d e te rm in ed . The n e x t  f i l e  in  th e  p a th  name i s  found because  the  h o s t  on 

which i t  r e s i d e s  i s  known, and t h a t  h o s t  knows where on secondary  

s to ra g e  the  f i l e  r e s i d e s  by lo ok ing  up th e  t r e e  name in  i t s  LFD. When a 

f i l e  i s  be ing  c r e a te d ,  the  same sequence o f  ev en ts  has  to  be undertaken  

i n  o rd e r  to  de te rm ine  whether th e  f i l e  can in  f a c t  be g iven  t h a t  name. 

I f  i t  c an ,  then  th e  n e c e s sa ry  d i r e c t o r y  f i l e s  must b e  u p d a ted .  The 

c a ta lo g  f i l e s  o f  th e  DFS a re  d i s t r i b u t e d  i n  sp ac e ,  and so the  sea rc h  f o r  

a f i l e  i s  a l s o  d i s t r i b u t e d  in  sp ace .  Such a s e a rc h  can be implemented 

by hav ing  th e  lo c u s  o f  com putation  move from one h o s t  to  a n o th e r ,  u n t i l  

th e  f i l e  i s  found and t r a n s f e r r e d  to  the  i n i t i a t o r  o f  th e  s e a rc h ,  o r  by 

hav ing  the  h o s t  i n i t i a t i n g  th e  se a rc h  i n t e r r o g a t e  each o f  th e  f i l e s  

c o n s t i t u t i n g  th e  p a th  name, e i t h e r  by r e t r i e v i n g  each o f  them in to  i t s  

own v i r t u a l  memory f o r  ex am ina tion , o r  by i n t e r r o g a t i n g  th e  remote d a ta

base  th rough  an a p p r o p r ia te  p r o to c o l .  We e l a b o r a t e  on th e se  two

ap p ro ach es ,  s in c e  th e y  d e te rm ine  an im plem en ta tion  o f  th e  DFS, and 

s t r u c t u r e  o f  th e  d i r e c t o r y  f i l e s  th em se lv es .

I f  th e  f i l e s  com pris ing  th e  p a th  name o f  a f i l e  be ing  re fe re n c e d

a re  always looked a t  by th e  h o s t  making th e  r e q u e s t ,  then  d i r e c t o r y

f i l e s  must never  have any In fo rm a tio n  in  them th a t  r e l a t e s  to  some 

s p e c i f i c  l o c a l  im p lem en ta tion , i . e .  th ey  must be  fo rm atted  I d e n t i c a l l y
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and n o t  have Any in fo rm a t io n  l i k e  l o c a l  d i s k  a d d r e s s e s .  I f  th e  remote 

f i l e s  a r e  in te r r o g a t e d  th rough  an a p p ro p r ia te  p r o to c o l ,  then  such an 

im p lem enta tion  does no t r e q u i r e  th e  r e q u e s t in g  h o s t  to  examine d i r e c t o r y  

f i l e s  t h a t  a r e  n o t  r e s i d e n t  a t  i t s  l o c a l  f i l e  system . As a consequence, 

th e  LFD a t  a h o s t  can use some o f  th e  d i r e c t o r y  f i l e s  o f  th e  DFS f o r  

l o c a t in g  f i l e s  on secondary  s to r a g e .  For example, i f  a f i l e  and i t s  

p a re n t  d i r e c t o r y  a r e  b o th  p re s e n t  a t  t h e 1 same h o s t ,  th en ,  the  p a re n t  

d i r e c t o r y  cou ld  p o in t  to  a secondary  s to r a g e  l o c a t io n  f o r  th e  f i l e .  

This  i s  j u s t  an im p lem en ta tion  d e t a i l .  D ire c to ry  f i l e s  must be marked 

a s  "open" , when in  u s e ,  so t h a t  they  a r e  n o t  m od if ied  in a d v e r t e n t ly .  

For example, i f  a  f i l e  and i t s  p a re n t  d i r e c t o r y  were p re s e n t  a t  th e  same 

h o s t ,  and th a t  f i l e  was to  m ig r a te ,  th e n  th a t  f i l e  can on ly  m ig ra te  

a f t e r  th e  p a r e n t  d i r e c t o r y  has  been  updated a p p r o p r i a t e ly .  Such

im p lem en ta tio n s  can be made to  ach ie v e  some degree  o f  r e l i a b i l i t y  when 

perform ing  th e  d i s t r i b u t e d  s e a rc h ,  s in c e  th e  i n i t i a t o r  o f  th e  sea rc h  has  

c o n t r o l  a t  a l l  t im e s .  For example i f  a  f i l e  w ith  t r e e  name A.B.C was 

b e in g  r e f e r e n c e d ,  then  the  h o s t  r e f e r e n c in g  th e  f i l e  would have to

examine th e  r o o t  d i r e c t o r y ,  then  A, and f i n a l l y  A.B b e fo re  A.B.C was 

made a v a i l a b l e .

A l t e r n a t i v e l y ,  th e  r e q u e s t in g  h o s t  cou ld  send a m essage to  a 

p ro c e s s  r e s i d i n g  a t  th e  same h o s t  a s  th e  r o o t  d i r e c t o r y ,  and have i t  

send a message to  a p ro c e ss  r e s i d i n g  a t  th e  same h o s t  a s  th e  f i r s t  

d i r e c t o r y  f i l e  in  th e  p a th  name o f  th e  f i l e  b e in g  r e f e r e n c e d .  The 

a c c e ss  r i g h t s  would be v e r i f i e d  and the  p ro c e ss  o f  sending  messages

would re c u r  u n t i l  th e  f i l e  was found . The f i l e  co u ld  then  be
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t r a n s f e r r e d  i n to  the  v i r t u a l  memory o f  th e  h o s t  i n i t i a t i n g  th e  r e q u e s t ,  

and a l l  th e  p ro c e s s e s  spawned a long  th e  way n o t i f i e d ,  so  t h a t  th e y  cou ld  

d i s a p p e a r .  Such an im p lem en ta tion  can a l s o  be made to  perform  the 

d i s t r i b u t e d  sea rc h  r e l i a b l y ,  s in c e  should  i t  f a i l  a t  any p o in t  f o r  any 

re a so n ,  s t a t u s  in fo rm a t io n  can p e r c o la te  th rough th e  p ro c e ss  c h a in  to  

th e  i n i t i a t o r .  Such an im p lem en ta tion  does n o t  r e q u i r e  a  h o s t  to  

examine o r  i n t e r r o g a t e  d i r e c t o r y  f i l e s  t h a t  a r e  n o t  r e s i d e n t  in  i t s  LFD, 

s in c e  c o n t r o l  i s  t r a n s f e r r e d  to  a remote p ro cess  to  c o n t in u e  s tep p in g  

th rough  th e  d i r e c t o r i e s  in  th e  p a th  name o f  th e  f i l e .

Such a  c a ta lo g  s t r u c t u r e  p e rm its  th e  easy  e x te n s io n  o f  a m o n o l i th ic  

c a ta lo g  in to  a  d i s t r i b u t e d  one. However, every  f i l e  in  the  p a th  name o f  

a f i l e  must be examined, b e fo re  i t  can be a c c e sse d .  Th is  can be time 

consuming i f  th e  f i l e s  a re  s c a t t e r e d  around . The system i s  f a i l - s o f t  in  

on ly  one r e s p e c t .  I f  p a r t s  o f  th e  c a ta lo g  a re  u n a v a i l a b le ,  then  th o se  

f i l e s  t h a t  do n o t  have any o f  th e  u n a v a i l a b le  f i l e s  in  t h e i r  p a th  names, 

can s t i l l  be r e f e re n c e d .  Of c o u r s e ,  i f  th e  r o o t  d i r e c t o r y  i s  

u n a v a i l a b le ,  then  the  e n t i r e  f i l e  system  i s  u n a v a i l a b le .  F u r th e r ,  when 

f i l e s  m ig ra te  i t  i s  n e c e s sa ry  to  update  th e  p a re n t  d i r e c t o r y .  This  may 

n o t  be p o s s ib l e  i f  the  netw ork  sudden ly  becomes p a r t i t i o n e d ,  o r  i f  a 

h o s t  goes down.

■5 .2 .3  P a r t i t i o n i n g  th e  C ata log  Based on P ure  B ro ad cas t

When p a r t i t i o n i n g  of th e  DFS c a ta lo g  i s  based  on p o i n t e r s ,  a 

d i r e c t o r y  f i l e  e x p l i c i t l y  p o in t s  to  a h o s t  where i t s  o f f s p r i n g  r e s i d e .  

This  f e a t u r e  makes i t  p o s s ib le  to  l o c a t e  a rem o te ly  r e s i d e n t  f i l e  v e ry
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e a s i l y ,  b u t  deg rad es  the  r e l i a b i l i t y  o f  th e  DFS, s in c e  th e r e  i s  a s in g le  

copy o f  the  r o o t  d i r e c t o r y ,  and f i l e  p o i n t e r s  must be  c o r r e c t l y  u p d a ted .

An o b je c t  may be searched  f o r ,  e i t h e r  by fo l lo w in g  a s e t  of

p o i n t e r s ,  o r  by pe rfo rm ing  an a s s o c i a t i v e  s e a rc h .  We now propose  a 

c a ta lo g  s t r u c t u r e  t h a t  u ses  b ro a d c a s t  p r o to c o l s  f o r  perform ing  a

d i s t r i b u t e d  a s s o c i a t i v e  s e a rc h  to  f in d  th e  h o s t  where a  f i l e  r e s i d e s .  

This c a ta lo g  s t r u c t u r e  i s  an e x te n s io n  o f  th e  one t h a t  used p o in t e r s  to  

lo c a t e  a  f i l e .

The r o o t  d i r e c t o r y  i s  v i t a l  f o r  l o c a t in g  every  f i l e .  Normally 

ev ery  l o c a l  f i l e  system would have to  know where i t  was r e s i d e n t ,  in  

o rd e r  to  l o c a t e  th e  f i r s t  f i l e  o f  a t r e e  name. Each l o c a l  f i l e  system , 

however, knows which f i l e s  a r e  p r e s e n t  a t  i t s  s i t e  by examining i t s  LFD. 

These in c lu d e  f i l e s  a t  l e v e l  one in  th e  l o g i c a l  c a ta lo g ,  and so i t  i s  

p o s s ib l e  to  do away w ith  th e  r o o t  d i r e c t o r y ,  a s  we s h a l l  s e e .  In  the

scheme to  be  d e s c r ib e d ,  when a f i l e  does n o t  r e s i d e  a t  th e  same h o s t  as

i t s  p a r e n t  d i r e c t o r y ,  th e  p a re n t  d i r e c t o r y  does n o t  p o in t  to  th e  h o s t  

where th e  f i l e  r e s i d e s .  The d i r e c t o r y  s im ply  r e f l e c t s  the  f a c t  t h a t  i t  

does n o t  know who has  i t .  The c a t a lo g  would be p a r t i t i o n e d  in  a  manner 

s i m i l a r  to  t h a t  i l l u s t r a t e d  in  f i g u r e  5 .4 b ,  ex ce p t  t h a t  the  r o o t ,  r o o t  

p o i n t e r s ,  and i n t e r - h o s t  p o i n t e r s  would n o t  be p r e s e n t .

The se a rc h  a lg o r i th m  i s  e s s e n t i a l l y  th e  same as  th e  one t h a t  used 

p o i n t e r s ,  excep t t h a t  a  b ro a d c a s t  s e a rc h  p ro to c o l  i s  used to  d e te rm in e  

th e  l o c a t i o n  o f  a f i l e  in s t e a d  o f  fo l lo w in g  i n t e r - h o s t  p o i n t e r s .  The 

s e a rc h  cou ld  be implemented w ith  th e  lo c u s  o f  c o n t r o l  moving from a
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p ro c e ss  on one h o s t  to  a p ro c e ss  on a n o th e r ,  o r  w ith  th e  c o n t r o l  be ing  

e x e r c is e d  from th e  h o s t  i n i t i a t i n g  th e  r e q u e s t .  In  the  l a t t e r  c a s e ,  th e  

LFD shou ld  f i r s t  be examined b e fo re  i n i t i a t i n g  th e  b ro a d c a s t  s e a rc h .  

For example, i f  h o s t  1 make a r e q u e s t  fo r  a f i l e  w ith  pa th  name A.B.C, 

and bo th  A and A.B.C a r e  p r e s e n t  a t  h o s t  1, b u t  A.B i s  p re s e n t  a t  h o s t  

2, th en  a f t e r  h o s t  1 has  examined A.B ( e x p l i c i t l y  o r  i m p l i c i t l y ) ,  i t  

shou ld  f i r s t  examine i t s  LFD f o r  A.B.’C b e fo re  i n i t i a t i n g  a  b ro a d c a s t  

s e a rc h  f o r  i t !

When a  f i l e  i s  b e in g  sea rched  f o r ,  a message must be  b ro a d c a s t  f o r  

every  f i l e  in  the  p a th  name whose l o c a t i o n  i s  unknown. A l o c a l  f i l e  

system responds  to  a b ro a d c a s t  s e a rc h  message by examining i t s  LFD and 

complying w ith  th e  d e t a i l s  o f  a s p e c i f i c  b ro a d c a s t  p ro to c o l  and th e  

d i s t r i b u t e d  se a rc h  p r o t o c o l .

In  g e n e r a l ,  such  a  c a ta lo g  p a r t i t i o n i n g  p e rm its  a s  g e n e ra l  a f i l e  

system a s  proposed by Daley and Neumann, i f  each  o f  th e  d i r e c t o r i e s  in  

th e  p a th  name i s  s tep p ed  th rough u n t i l  th e  f i l e  i s  found . Such a  scheme 

does n o t  p re c lu d e  f i l e s  from m ig r a t in g .  This  scheme i s  more r e s i l i e n t  

to  f a i l u r e s  than  th e  one based  on fo l lo w in g  p o i n t e r s ,  because  a l l  

r e q u e s t s  do n o t  have to  go th rough  a  c r i t i c a l  r e s o u rc e ;  th e  ro o t  

d i r e c t o r y ,  and when f i l e s  m ig ra te  p o in t e r s  do n o t  have to  be made 

c o n s i s t e n t .  The in c re a s e d  r e l i a b i l i t y  i s  bought a t  the  expense o f  

in c re a s e d  communication. Such a scheme i s  n o t  s u i t a b l e ,  i n  g e n e r a l ,  

in  ne tw orks  where b ro a d c a s t  r o u t in g  i s  e x p en s iv e ,  and the  p a th  name o f  a 

f i l e  can be a r b i t r a r i l y  lo n g ,  s in c e  th e  p ro cess  o f  i n t e r r o g a t i n g  the  

c o n s t i t u e n t  d i r e c t o r i e s  may ta k e  a  long  t im e . C hapters  3 and 4 have



Distributed File Systems 180

examined d i f f e r e n t  ways o f  a ch ie v in g  b ro a d c a s t  ro u t in g  in  

s to re -a n d - fo rw a rd  p a ck e t  sw itched  computer n e tw orks . The r e l a t i v e  

perform ance o f  th e se  te ch n iq u es  has  a l s o  been determ ined  in  th e se  

c h a p te r s .

Fa rbe r  and H e in r ich  p ropose  a scheme f o r  s t r u c t u r i n g  the  f i l e  

c a ta lo g  in  th e  DCS [F a rb e r7 2 b ] . T h e ir  scheme i s  v e ry  s i m i l a r  to  bo th  

th e  schemes based  on p o in t e r s  and p u re  b ro a d c a s t  ( c f .  s e c t io n  5 . 2 . 2  and 

5 . 2 . 3 ) .  This comes abou t because  communication in  th e  DCS i s  based  on 

p ro c e ss  a d d re s s in g  r a t h e r  than  h o s t  a d d re s s in g ,  p ro c e ss e s  can m ig ra te ,  

and the  communication subnet i s  e s s e n t i a l l y  a m u l t ia c c e s s  c h an n e l .

The c a ta lo g  i s  p a r t i t i o n e d  in to  a number o f  u n i t s  t h a t  c o n ta in  one 

o r  more d i r e c t o r i e s .  In  o rd e r  to  f in d  a  n o n - d i r e c to r y  f i l e ,  a  b ro a d c a s t  

i s  f i r s t  performed to  f in d  th e  i d e n t i t y  o f  th e  p ro c e ss  t h a t  knows

something about the  u s e r ' s  m a s te r  d i r e c t o r y .  This p ro c e ss  i s  then  

in te r r o g a t e d  to  f in d  th e  i d e n t i t y  o f  th e  p ro c e ss  t h a t  knows th e  i d e n t i t y  

o f  th e  n e x t  p ro c e ss  i n  th e  h i e r a r c h y .  This i s  re p e a te d  u n t i l  the  f i l e  

i s  found. S ince  p ro c e s s e s  can m ig ra te  th e  messages must be b ro a d c a s t  to  

a l l  h o s t s .  In  g e n e r a l ,  b ro a d c a s t  i s  performed as many t im es  as th e  

dep th  o f  th e  p a th  name o f  t h a t  f i l e .  F ig u re  5 .5  i l l u s t r a t e s  such a

c a t a lo g .  The number o f  b ro a d c a s t s  n e c e s sa ry  to  f in d  a f i l e  in  t h i s  

example i s  t h r e e .  Such a  te ch n iq u e  i s  s im ple  and a p p r o p r ia te  in  the

DCS, whose su b n e t  i s  a m u l t i a c c e s s  channel and where netw ork a d d re s s in g

i s  based  on p ro c e ss  names. Such a c a ta lo g  s t r u c t u r e ,  in  g e n e r a l ,

p e rm its  l i n k s .
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The DCS ach ie v e s  a f a i l - s o f t  f i l e  system s in c e  i t  t r e a t s  the  f i l e

system as  a s i n g le  l e v e l ,  i n s te a d  o f th e  h i e r a r c h i c a l  s t r u c t u r e  in  say

M u l t ic s .  The f i r s t  two l e v e l s  a r e  p r im a r i ly  f o r  narrow ing down the  

a s s o c i a t i v e  sea rc h  any p ro c e ss  would have to  perfo rm . The acc e ss  

p r o t e c t i o n  checks a r e  made w h ile  a t te m p tin g  to  r e f e re n c e  th e  d e s i r e d  

f i l e  and n o t  a t  in te rm e d ia ry  d i r e c t o r i e s .  F u r th e r ,  a l l  f i l e s  have t h e i r  

p a th  name a s s o c ia te d  w ith  them, shou ld  i t  b e  n e c e s sa ry  to  f in d  a f i l e  

w ith o u t  hav ing  to  go th rough th e  d i r e c t o r i e s .  We b e l i e v e  t h a t  th e se  two 

a r e  good i d e a s .  For th e se  r e a s o n s ,  however, i t  appea rs  t h a t  the  f i l e

system in  th e  DCS does n o t  p e rm it  l i n k s .  We b e l i e v e  t h a t  a l i a s i n g  can

s t i l l  be p rovided  us ing  a s i n g l e  l e v e l  f i l e  system , and ex p lo re  t h i s  

p o s s i b i l i t y  i n  s e c t io n  5 .2 .5 .

5 .2 .4  P a r t i t i o n i n g  th e  C ata log  Based on F i l e  Usage P a t t e r n s

A ll  f i l e s  can be found u s in g  th e  b ro a d c a s t  s ea rc h  d e sc r ib e d  in  

s e c t io n  5 . 2 . 3 .  The amount o f  in fo rm a t io n  in  th e  c a ta lo g  i s  n e c e s sa ry  

and s u f f i c i e n t  f o r  th e  DFS to  work, a l th o u g h  r a t h e r  i n e f f i c i e n t l y  i f  the  

p ro p o r t io n  o f  r e q u e s t s  to  remote f i l e s  i s  l a r g e .  The perform ance o f 

t h i s  scheme can be improved, i f  some a d d i t i o n a l  in fo rm a t io n  on f i l e  

usage p a t t e r n s  i s  kept by each  o f  th e  l o c a l  f i l e  system . This  

in fo rm a t io n  m ight h e lp  l o c a t e  a f i l e  w ith o u t  having to  perform  a 

b ro a d c a s t  sea rc h  in  many c a s e s .

In  a d d i t i o n  to th e  LFD ev ery  l o c a l  f i l e  system should  have a n o th e r  

d i r e c t o r y  ( s t r u c t u r e d  s im i l a r  to  th e  LFD) t h a t  c o n ta in s  what i t  b e l i e v e s  

a r e  th e  c u r r e n t  l o c a t i o n s  ( h o s t  i d e n t i t i e s )  o f  some r e c e n t l y  used
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n o n - r e s id e n t  f i l e s .  Th is  w i l l  be c a l l e d  th e  R ecen tly  Used D ire c to ry  

(RUD). For a l o c a l  f i l e  system to  have an e n t r y  i n  i t s  RUD, th e  f i l e  

must have been r e s i d e n t  a t  th e  h o s t  p o in ted  t o ,  though i t  may have s in c e  

m ig ra te d .  Hence, th e  im p o r tan t  p ro p e r ty  o f  th e  RUD i s  t h a t  i t s  c o n te n ts  

need n o t  b e . c o r r e c t  when i t  i s  examined, though i t  must have been 

c o r r e c t  a t  some t im e .  The RUD i s  p r i v a t e  to  each h o s t  and n o t  p a r t  o f  

th e  DFS. ‘

5 .2 .4 .1  Search A lgorithm s

We now b r i e f l y  i n d i c a t e  how t h i s  DFS s t r u c t u r e  would o p e r a te .  When 

a f i l e  i s  re fe re n c e d  (and i t s  p a th  name i s  known), each o f  the  

d i r e c t o r i e s  i n  the  p a th  name must be  examined in  o rd e r  to  expand l i n k s ,  

and to  perform  th e  n e c e s sa ry  a cc e ss  p r o t e c t i o n  checks u n t i l  th e  d e s i r e d  

f i l e  i s  found. As we d e sc r ib e d  e a r l i e r ,  th e  d i s t r i b u t e d  s e a rc h  f o r  a 

f i l e  can be performed by t r a n s f e r r i n g  th e  lo c u s  o f  c o n t r o l  from a 

p ro c e ss  on one h o s t  to  a p ro c e ss  on a n o th e r ,  u n t i l  the  f i l e  i s  found , o r  

by l e t t i n g  th e  h o s t  making the  r e q u e s t  e x a m in e / in te r r o g a te  each  

n o n - d i r e c to r y  f i l e  i t s e l f .  We d e s c r ib e  how b o th  s e a rc h  schemes would 

b e n e f i t  from th e  RUD.

F i r s t ,  c o n s id e r  the  case  where th e  s e a rc h  i s  i n i t i a t e d  and 

c o n t r o l l e d  from th e  h o s t  making th e  r e q u e s t .  As i n  the  case  w ith  pure  

b ro a d c a s t  scheme, th e  h o s t  c o n t in u e s  to  examine d i r e c t o r y  f i l e s  u n t i l  i t  

does n o t  know where th e  n e x t  one i s  l o c a t e d .  In s te a d  o f  perfo rm ing  a 

b ro a d c as t  s ea rc h  a t  t h i s  p o i n t ,  th e  h o s t  cou ld  cha in  down RUD e n t r i e s  in  

v a r io u s  h o s t s ,  s t a r t i n g  from an e n t r y  in  i t s  RUD, o r  maybe from the  RUD
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a t  th e  h o s t  where th e  c u r r e n t  d i r e c t o r y  f i l e  was lo c a t e d .  The ch o ice  o f  

which RUD e n t r y  to  s t a r t  from could  a f f e c t  th e  outcome o f  th e  s e a rc h .  

Such a  s e a rc h  w i l l  e i t h e r  f in d  th e  f i l e  ( d i r e c t o r y  o r  n o n - d i r e c to r y ) ,  o r  

reach  a p o in t  where no more RUD p o in t e r s  a r e  a v a i l a b l e .  This  sea rc h  

w i l l  be  c a l l e d  th e  c a s c a d e - s e a r c h . I f  th e  s e a rc h  su cc e ed s ,  then  th e  

f i l e  i s  examined, and th e  s e a rc h  f o r  th e  d e s i r e d  f i l e  would c o n t in u e  i f  

n e c e s sa ry .  I f  th e  c a s c a d e -s e a rc h  f a i l s ,  then  th e  h o s t  must r e s o r t  to  

th e  b ro a d c a s t  s e a r c h .  Of c o u r s e ,  i t  m ight b ro a d c a s t  th e  se a rc h  re q u e s t  

on ly  to  a s u b s e t  o f  a l l  th e  h o s t s ,  s i n c e  i t  t h in k s  t h a t  some o f  them 

a l re a d y  do n o t have th e  f i l e .

Now c o n s id e r  the"" im p lem en ta tion  where the  lo c u s  o f  c o n t r o l  i s  

t r a n s f e r r e d  from h o s t  to  h o s t  u n t i l  the  f i l e  i s  found. As in  th e  case  

w ith  pure  b r o a d c a s t ,  a p o in t  may come when th e  l o c a t i o n  o f  th e  n ex t  f i l e  

i n  th e  p a th  name i s  unknown. In s te a d  o f  t r a n s f e r r i n g  th e  lo c u s  o f 

c o n t r o l  to  a  h o s t  th rough  a b ro a d c a s t  p r o to c o l ,  c o n t r o l  cou ld  be 

t r a n s f e r e d  to th e  a p p r o p r ia te  h o s t  th rough  th e  c a s c a d e - s e a rc h .  I f  th e  

c a s c a d e -s e a rc h  succeeds  th e  i n i t i a t o r  o f  th e  c a s c a d e -s e a rc h  t r a n s f e r s  

c o n t r o l  to  th e  a p p r o p r ia t e  h o s t .  I f  th e  sea rc h  f a i l s ,  then  the  

i n i t i a t o r  o f  th e  c a s c a d e -s e a rc h  must t r a n s f e r  c o n t r o l  v i a  a  b ro a d c a s t  

sea rc h  p r o to c o l .  The b ro a d c a s t  message co u ld  be  s e n t  to  p o s s ib ly  a 

su b se t  o f  th e  h o s t s .

We prove in  s e c t io n  5 .2 .4 .2  t h a t ,  i f  th e  system fu n c t io n s  

c o r r e c t l y ,  ( i . e .  no t a b l e s  have been c o r ru p te d )  then  th e  c a s c a d e -s e a rc h  

t e rm in a te s  -  i t  e i t h e r  f in d s  th e  f i l e  or comes to  a dead end. This 

means t h a t  i t  i s  n o t  p o s s ib le  f o r  th e  se a rc h  to  g e t  caugh t in  a loop .
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We b e l i e v e  t h a t  f i l e s  w i l l  n o t  move around r a p id ly  and so the  above 

te ch n iq u e  i s  a p p r o p r i a t e .  The s i z e  o f  th e  RUD a t  each  l o c a l  f i l e  system 

i s  dependent on a v a i l a b l e  space  and p r im a r i l y  a f f e c t s  l o c a l  

re s p o n s iv e n e s s .  Note t h a t  rep lacem en t a lg o r i th m s  f o r  th e  RUD must a l s o  

be c o n s id e re d .  They w i l l ' b e  de term ined  by f i l e  r e f e r e n c e  p a t t e r n s ,  a 

s u b je c t  t h a t  h a s  r e c e iv e d  some in v e s t i g a t i o n  in  [ S t r i t t e r 7 6 ] .

The c a ta lo g  s t r u c t u r e  and s e a rc h  a lg o r i th m s  p re sen te d  h e re  a r e  an 

e x te n s io n  o f  th e  te ch n iq u es  used by th e  RSEXEC. The RSEXEC has  a l e s s  

g e n e ra l  f i l e  system c a ta lo g  than  proposed h e r e ,  and does n o t  pe rm it 

au to m atic  f i l e  m ig r a t io n ,  and so th e  te c h n iq u e s  employed th e r e  a r e  

s im p le r .  The u se r  p r o f i l e  in  th e  RSEXEC maps f i l e  names in  a u s e r ' s  

v i r t u a l  f i l e  system to  the  p h y s ic a l  l o c a t io n  o f  th e  f i l e s  in  the  

ARPANET, and so resem bles  th e  RUD.

This d i s c u s s io n  l e a d s  us to  conclude t h a t  i f  f i l e s  a re  to  m ig r a te ,  

then  the  l o g i c a l  t r e e  s t r u c t u r e d  c a t a lo g ,  which may in c lu d e  l i n k s ,  i s  

s o l e l y  f o r  the  conven ience  o f  th e  u s e r ,  who can name f i l e s  r e l a t i v e  to  a 

g iv en  r e f e r e n c e  p o i n t ,  and f o r  th e  f i l e  system  to  perfo rm  access  

p r o t e c t i o n  checks a t  ev e ry  s t a g e .  The f i l e  system may have to  employ 

d i f f e r e n t  mechanisms f o r  s e a rc h in g  f o r  a f i l e .

We examine th e  c a s c a d e -s e a rc h  in  g r e a t e r  d e t a i l  in  th e  n e x t  two 

s u b s e c t io n s ,  and then  examine in  s e c t io n  5 .2 .5  th e  s t r u c t u r e  o f  a DFS 

t h a t  has r e s t r i c t i o n s  on l i n k s  in  th e  c a t a l o g ,  b u t  makes use o f  

te ch n iq u es  p re se n te d  i n  t h i s  s e c t i o n .  This c o n s t r a i n t  red u c es  th e  

e x c e s s iv e  overhead o f examining each  d i r e c t o r y  f i l e  in  p a th  name o f  a
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f i l e .  We then  d i s c u s s  some o f  the  req u irem en ts  o f  b ro a d c a s t  sea rc h  

p r o to c o l s  in  s e c t io n  5 .2 . 6 .

5 . 2 . A .2 P r o p e r t i e s  of th e  C ascade-Search  A lgorithm

This s e c t i o n  examines in  d e t a i l  the  p r o p e r t i e s  o f  th e  

c a s c a d e -s e a rc h  d e sc r ib e d  in  s e c t io n  5 . 2 . 4 .  A few observed  axioms 

re g a rd in g  th e  s e a rc h  a lg o r i th m  a re  now s t a t e d .

Axiom 5 . 1 : The RUD e n t r y  f o r  a  p a r t i c u l a r  f i l e  a t  any h o s t  can only

p o in t  to  one o th e r  h o s t ;  i . e .  i t  i s  u n iq u e .  The f i l e  must r e s i d e ,  o r  

have re s id e d  a t  th e  h o s t  p o in te d  t o .

Axiom 5 . 2 : When a f i l e  moves to  a h o s t ,  th e  RUD e n t r y  f o r  t h a t  f i l e  a t

t h a t  h o s t  (sh o u ld  one have e x i s t e d )  must be  c l e a r e d .  Hence, a f i l e  can

n o t  b o th  r e s i d e  a t  a h o s t  and be p re s e n t  a s  an e n t r y  in  th e  h o s t ' s  RUD.

Axiom 5 . 3 : At any t im e ,  a h o s t  can re c la im  th e  RUD e n t r y  f o r  any f i l e .

Axiom 5 . 4 ; When a f i l e  moves from one h o s t  to  a n o th e r ,  an e n t r y  i s

c r e a te d  f o r  i t  i n  the  RUD o f  th e  h o s t  where i t  o r i g i n a l l y  r e s i d e d ,  and 

th e  e n t r y  p o in t s  to  th e  new h o s t .  (T h is  axiom i s  on ly  in c lu d e d  f o r  the  

ease  o f  p rov ing  p r o p e r t i e s  o f  th e  a lg o r i th m ,  and i s  c o n s i s t e n t  w ith  

Axiom 5 . 3 ) .

Under th e  c o n d i t io n s  o f  a p e r f e c t l y  r e l i a b l e  system , th e  a lg o r i th m ,  

when i n i t i a t e d  from a h o s t ,  i s  s a id  to  t e rm in a te  ( i f  th e  f i l e  i s  found 

o r  no f u r t h e r  p o in te r  e x i s t s )  in  a tim e p r o p o r t io n a l  to  the  number o f  

h o s t s  in  th e  DFS.



Distributed File Systems

Theorem 5 .1 ;  The c a s c a d e -s e a rc h  t e r m in a te s .

187

P r o o f ; S ince t h e r e  i s  no i n t e r a c t i o n  between th e  v a r io u s  f i l e s  in  

th e  DFS, th e  theorem i s  proved f o r  any one f i l e  F.

Let N be the  number o f  nodes in  th e  DFS. Let a .  . be a
1 » J

d i r e c t e d  a rc  from node i  to  j  i f  th e re  e x i s t s  an e n t ry  f o r  F in  th e  

RUD a t  i ,  and i t  p o in t s  to  j .  This i s  t r u e  f o r  a l l  l< i , j< N ,  i ^ j . 

By d e f i n i t i o n  a rc  a^ has head i  and t a i l  j .

L e t G be a s im ple  d i r e c t e d  g rap h , such t h a t  G = [V, A ( t ) ] ,  

where V i s  a  f i n i t e  s e t  o f  v e r t i c e s  o f  c a r d i n a l i t y  N, and A (t)  i s  

th e  f i n i t e  s e t  o f  a r c s  a .̂ ^ a t  time t .  A p a th  p^ j  o f  G i s  a

c a sc a d e -se a rc h  sequence i n i t i a t e d  a t  i  and te rm in a t in g  a t  j . 

F ig u re  5 .6  shows such a graph  G.

From Axiom 5 .1  i t  can be concluded t h a t  o n ly  one a rc  can le av e

any node. From Axiom 5 .2  i t  can  be concluded th a t  any node th a t

has  no a rc s  le a v in g  i t  r e p r e s e n t s  a case  where the  f i l e  e i t h e r  

r e s id e s  a t  t h a t  node, o r  does n o t  and th e  node does n o t  know where 

the  f i l e  i s .  Such a node i s  a  p o in t  o f  te rm in a t io n  f o r  the

a lg o r i th m . S ince h o s t s  may re c la im  RUD e n t r i e s  a t  w i l l

(Axiom 5 . 3 ) ,  p o in t s  o f  te rm in a t io n  may appear anywhere in  the  

g rap h .

The theorem i s  proved by showing th a t  G i s  always loop f r e e ,

when f i l e s  m ig r a te ,  under th e  c o n s t r a i n t s  o f  th e  four axiom s. The

theorem i s  proved by c o n t r a d i c t i o n .  We show t h a t  when a  f i l e  

moves, i f  a loop  i s  c r e a t e d ,  th en  an axiom i s  v i o l a t e d .
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V = C V V V W

A (t)  =

F ig u re  5 .6 .  A GRAPH G = [V ,A ( t ) ] .

V = C V V V W  

A (t)  = (a 3 >4«a 4 >5»a 5 ( 1 ) 

A (t+1) = fa l j 3»a4^5»a 5>1)

F ig u re  5 .7 .  A LOOP IS PRODUCED IF AXIOM 5 .2  IS VIOLATED.
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C onsider a G w ith  | V|>1 and |A ( t ) |> l ,  such t h a t  th e

c a s c a d e -s e a rc h  t e r m in a te s .  The f i l e  may o r  may n o t  be p re s e n t  a t

th e  t a i l  o f  any a r c .  Now, i f  th e  f i l e  moves i t  may do so to  a node

which does n o t  a l re a d y  l i e  on th e  g ra p h ,  i n  which case  an RUD e n t r y

w i l l  be c r e a t e d  by v i r t u e  o f  Axiom 5 .4 ,  and th e  c a s c a d e -s e a rc h  w i l l  

te rm in a te  s in c e  th e re  i s  no p a th  c o n t in u a t io n  from th e  new node. 

On the  o th e r  hand, th e  f i l e  may move to  a node a l re a d y  on the  

g ra p h .  By v i r t u e  o f  Axiom 5 .2 ,  th e  RUD e n t r y  (sh o u ld  one have 

e x i s t e d )  a t  the  new node o f  r e s id e n c e  must be removed. I f  t h i s  

e n t r y  i s  n o t  removed, and the  node from which th e  f i l e  moved was 

a l s o  in  the  g rap h , th e  a d d i t io n  o f  th e  a rc  w i l l  produce a lo o p .  

F ig u re  5 .7  shows a f i l e  moving from node Vj to  Vg, and producing  a 

loop  i f  and only  i f  vg does n o t  remove a rc  ag

Since no lo o p s  a r e  in tro d u ce d  when a f i l e  moves, th e  

c a s c a d e -s e a rc h  te r m in a te s .  RUD e n t r i e s  a r e  c r e a te d  on ly  i f  th e  

f i l e  a c t u a l l y  r e s i d e s  a t  t h a t  d e s t i n a t i o n .  Hence, in  a c o r r e c t l y  

fu n c t io n in g  system , t h e r e  i s  no sp u r io u s  way o f  in t r o d u c in g  RUD 

e n t r i e s ,  which may cause  lo o p s .

Q.E.D.

C o ro l la ry  5 . 1 . 1 : I f  th e r e  e x i s t  d u p l i c a t e  c o p ie s  o f  a f i l e  (w ith  the

same name) w i th in  th e  DFS, then  th e  c a s c a d e -s e a rc h  s t i l l  t e rm in a te s .*

*Assume t h a t  th e  c o n s is te n c y  problem has been so lved  fo r  d u p l i c a te  
c o p ie s  o f  m o d if ia b le  f i l e s ,  o r  th a t  th e  d u p l i c a t e  c o p ie s  a r e  re a d -o n ly .
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P ro o f : For th e  purpose o f th e  p ro o f ,  each  o f th e  d u p l i c a t e  co p ies

can be thought o f  a s  a s e p a ra te  f i l e ,  and s in c e  the  p ro o f  o f  

Theorem 5 .1  assumed independence between f i l e s ,  th e  c o r o l l a r y  

f o l l o w s .

Q.E.D.

5 .2 .4 .3  R e l i a b i l i t y  o f  th e  C ascade-Search

I t  was proved t h a t  th e  c a s c a d e -s e a rc h  w i l l  always t e rm in a te  in  a 

f i n i t e  tim e under the  assum ptions  o f  a c o r r e c t l y  fu n c t io n in g  system (no 

random e r r o r s  to  change t a b l e  e n t r i e s ) . In such a c o r r e c t l y  fu n c t io n in g  

env ironm ent, th e  p ro to c o l  used f o r  implementing th e  c a s c a d e -se a rc h  could  

be one in  which th e  i n i t i a t o r  o f  th e  s e a rc h  l i s t e n s  f o r  a response  on a 

p a r t i c u l a r  p o r t ,  th e  i d e n t i t y  o f  which i s  s p e c i f i e d  a long  w ith  the  

r e q u e s t  f o r  the  f i l e .  The i n i t i a t o r  i s  unaware o f  th e  number o f  RUD 

p o i n t e r s  chained  th rough  by in te rm e d ia ry  h o s t s ,  and w i l l  e i t h e r  r e c e iv e  

th e  f i l e  from the  h o s t  t h a t  has  i t  (and p o s s ib ly  upda te  i t s  RUD e n t r y  

f o r  t h i s  f i l e ) ,  o r  r e a l i z e  t h a t  th e  c a s c a d e -s e a rc h  h as  f a i l e d ,  o r  

t im e o u t .  The l a t t e r  s i g n i f i e s  t h a t  th e  f i l e  was most p ro b ab ly  n o t  found 

u s in g  the  c a s c a d e -s e a rc h  and a a l t e r n a t i v e  approach  should  be ta k en .

I f  th e  s e a rc h  i s  perform ed a s  d e sc r ib e d  above, then  th e  h o s t  from 

which th e  r e q u e s t  was i n i t i a t e d ,  has  no id e a  how many o th e r  h o s ts  were 

invo lved  in  sea rc h in g  f o r  the  f i l e .  This i s  o f  no consequence i f  th e  

f i l e  i s  found . In c o n s id e r in g  the  a c t i o n  taken  i f  th e  c a s c a d e -s e a rc h  

f a i l s ,  th e  r e q u e s t in g  h o s t  w i l l  have to  b ro a d c a s t  th e  re q u e s t  to  a l l  

h o s t s .  I f  i t  knew which ones were v i s i t e d  by th e  c a s c a d e - s e a rc h ,  and
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th u s  d id  n o t  have the  f i l e  ( a t  t h a t  t im e ) ,  then  the  b ro a d c a s t  r e q u e s t  

need on ly  go to  the  rem ain ing  h o s t s ,  th u s  m inim izing th e  e x t r a  netw ork 

t r a f f i c  r e q u i r e d  to  f in d  th e  f i l e .  Of c o u r s e ,  one can c o n s t r u c t  an 

example where a ra c e  c o n d i t io n  causes  a f i l e  n o t  to  be found. The f i l e

be in g  sea rch ed  f o r  could  have moved to  a h o s t  t h a t  was v i s i t e d  by th e

c a s c a d e -s e a rc h  and a t  t h a t  t im e  knew n o th in g  about th e  f i l e .  The

b ro a d c a s t  to  th e  rem ain ing  h o s ts  w i l l  n o t  f in d  th e  f i l e ,  u n le s s  one o f  

th o se  h o s ts  has  an RUD p o i n t e r  to  the  f i l e .

On th e  o th e r  hand, i f  th e  DFS was u n r e l i a b l e ,  then  th e

c a s c a d e -s e a rc h  cou ld  f a i l  because  o f  th e  e x i s t e n c e  o f  a lo o p  in  which a 

re q u e s t  c i r c u l a t e s  i n d e f i n i t e l y ,  o r  because  a r e q u e s t  i s  l o s t .  F igu re  

5 .8  shows how th e  c r e a t i o n  o f  a sp u r io u s  RUD e n t r y  a t  node v^ causes  

t h e r e  to  be  a  lo o p .  A (t)  i s  the  s e t  o f  a r c s  t h a t  e x i s t  a t  tim e t ,  and

A(t+1) th e  s e t  a t  tim e t+ 1 . A s p u r io u s  e n t r y  r e p la c e d  8 5  ^ by a5 ,8  a t

t+ 1 . A lo o p  in  th e  c a s c a d e -s e a rc h  h as  been  c r e a t e d  i f  i t  i s  i n i t i a t e d

from V5 , Vy o r  Vg f o r  th e  f i l e .  I f  th e  re q u e s t in g  h o s t  knew which h o s t s

were in v o lv ed  in  th e  lo o p ,  i t  cou ld  a t te m p t  to  b reak  i t .

The c a s c a d e -s e a rc h  need n o t  be  perform ed " r e c u r s i v e l y " ,  b u t  cou ld  

a l s o  be perform ed " i t e r a t i v e l y " .  That i s ,  o th e r  h o s t s  do n o t  perform  

th e  s e a rc h  on b e h a l f  o f  th e  i n i t i a t o r ,  b u t  in s t e a d  each h o s t  on the 

s e a rc h  p a th  r e t u r n s  th e  c o n te n t s  o f  i t s  RUD e n t r y  to  th e  i n i t i a t o r .  

Hence, th e  i n i t i a t o r  i t e r a t i v e l y  i n t e r r o g a t e s  each  h o s t  on th e  se a rc h  

p a th  u n t i l  th e  se a rc h  t e r m in a t e s .  In  th e  p ro c e ss  o f  do ing  so ,  the  

i n i t i a t o r  can keep t r a c k  o f  each h o s t  v i s i t e d ,  and thus  can  d e te rm ine  

th e  e x i s t e n c e  o f a lo o p .  The loop  can  be  b roken  by h av ing  a l l  h o s ts



Distributed File Systems 192

1

V = ^l’V  W W V ^
A ( t )  = ta3 >i ’a 2 fl , a i , 4 , a 8 , 7 , a 7 , 5 ' a 5 ,6^  

A (t+1) = {a 3 f l »a 2 fi» a i f4»a 8 f7 ' a 7 l 5 , a 5 ,8^

F ig u re  5 .8 .  SPURIOUS RUD ENTRY AT t35 AT TIME t + 1  
PRODUCES A LOOP IN THE CASCADE-SEARCH.
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invo lved  in  th e  loop  purge t h e i r  RUDs, s in c e  i t  i s  n o t  p o s s ib le  to  

d e te rm ine  the  f a u l t y  h o s t .  Another approach  to  loop d e t e c t i o n  i s  to  

pass  a c o u n te r  w ith  th e  r e c u r s i v e  s e a rc h .  This  co u n te r  g e t s  increm ented  

each t im e ,  and i f  i t  exceeds  a c e r t a i n  count ( t h e  number o f  nodes in  the  

DFS), th e n  a loop  e x i s t s .  Breaking th e  lo o p  r e q u i r e s  more in fo rm a t io n  

to  be passed  around .

Note t h a t  a " r e c u r s iv e "  o r  " i t e r a t i v e "  im plem enta tion  o f  th e  

c a s c a d e -s e a rc h  can be used w ith  e i t h e r  o f  th e  two im plem enta tions  o f  the  

a lg o r i th m  t h a t  f in d s  th e  a f i l e ;  i . e .  hav ing  th e  lo c u s  o f  c o n t r o l  move 

th rough  th e  ne tw ork , o r  having  . the  h o s t  r e q u e s t in g  the  f i l e  do the  

i n t e r r o g a t i o n  o f  th e  d i r e c t o r y  f i l e s .

5 .2 .5  A DFS w ith  C o n s t r a in t s  on L inks
„ . {

The s e a rc h  a lg o r i th m s  d e sc r ib e d  in  s e c t io n s  5 .2 .1 ,  5 . 2 .2 ,  5 .2 .3  and

5 . 2 . 4 ,  examined each d i r e c t o r y  f i l e  in  th e  p a th  name o f  th e  f i l e  be ing  

r e f e r e n c e d .  T h is  was n e c e s s a ry  because  th e  t r e e  name o f  th e  f i l e  be ing  

re fe re n c e d  was n o t  known a t  th e  tim e i t  was r e f e r e n c e d ,  and because  

ac c e ss  p r o t e c t i o n  checks were performed when examining each d i r e c t o r y  

f i l e .

I f  th e  a c c e s s  p r o t e c t i o n  f o r  each f i l e  i s  s to re d  in  a  f i l e  

d e s c r i p t o r  b lo c k  t h a t  moves w ith  th e  f i l e ,  th en  a cc e ss  p r o te c t io n  checks 

need n o t  be  made a t  ev e ry  s t e p  in  the  s e a r c h ,  b u t  on ly  when the  f i l e  i s  

fo u n d . F u r th e r ,  i f  th e  t r e e  name o f  the  f i l e  be ing  re fe re n c e d  was known 

a t  th e  tim e i t  was r e f e r e n c e d ,  then  a g a in  th e r e  i s  no need to  examine
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th e  d i r e c t o r y  f i l e s  in  i t s  name, i n  o rd e r  to  f in d  the  f i l e .  Hence, even 

though th e  l o g i c a l  f i l e  system i s  s t r u c tu r e d  l i k e  a t r e e ,  f o r  re a so n s  

concern ing  how a u se r  w ishes  to  v iew  h i s  f i l e  system , f o r  purposes  o f  

p r o t e c t io n  and s ea rc h in g  f o r  a f i l e ,  th e y  can a l l  be viewed a s  e x i s t i n g  

a t  th e  same l e v e l .  Th is  i s  how th e  d i s t r i b u t e d  f i l e  system in  th e  DCS 

i s  s t r u c t u r e d .  The advan tages  o f  such a d e s ig n  i s  t h a t  f i l e s  may be 

found r e l a t i v e l y  q u ic k ly ,  s in c e  e x c e s s iv e  communication does n o t  have to 

be  perform ed in  o rd e r  to  f in d  a l l  th e  d i r e c t o r y  f i l e s  f i r s t .  F u r th e r ,  

even i f  d i r e c t o r y  f i l e s  a r e  u n a v a i l a b le ,  i t  i s  p o s s ib le  to  f in d  the  

re fe re n c e d  f i l e .  The d isad v a n ta g es  o f  such a s t r u c t u r e  i s  t h a t  f i l e  

d e s c r i p t o r  b lo c k s  may become l a r g e ,  and th e r e  can be l a r g e  overheads  

when c e r t a i n  f i l e  o p e ra t io n s  a r e  perform ed; f o r  example when a f i l e  i s  

c r e a te d  o r  d e l e t e d ,  b o th  th e  f i l e  and i t s  p a re n t  d i r e c t o r y  must be 

examined and searched  f o r  in d e p en d e n t ly .

A one l e v e l  f i l e  system can be  ach ie v e d ,  i f  any o f  th e  fo l lo w in g  

th r e e  approaches  a r e  tak en  re g a rd in g  l i n k s  and a l i a s e s  in  th e  naming of 

f i l e s .  Each o f  th e se  r e s t r i c t i o n s  g u a ra n te e s  t h a t  th e  t r e e  name o f  th e  

f i l e  b e in g  re fe re n c e d  i s  known a t  th e  tim e i t  i s  r e f e r e n c e d .

( i )  L inks  cou ld  be p r o h i b i t t e d  e n t i r e l y .  T h e re fo re  th e  p a th  name 

of a  f i l e  co rre sp o n d s  to  i t s  t r e e  name, which i s  u n iq u e .

( i i )  There  a r e  no l i n k s  i n  th e  c a t a l o g ,  b u t  f i l e s  can have a l i a s e s .  

The f i l e  d e s c r i p t o r  b lo c k  cou ld  c o n ta in  a l l  the  a l i a s e s  by which 

t h a t  f i l e  i s  known.
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( i l i )  The on ly  l i n k s  p e rm it te d  i n  th e  c a ta lo g  a re  those  in  the  

working d i r e c t o r y  o f th e  u s e r .  These l i n k s  must p o in t  to  the  t r e e  

name o f  a  f i l e .  S ince  th e  t r e e  name o f  th e  working d i r e c to r y  i s  

known, the  t r e e  name o f any f i l e  r e l a t i v e  to  t h i s  d i r e c t o r y  i s  a l s o  

known. For example, i f  th e  t r e e  name o f  th e  working d i r e c t o r y  i s

A.B, and t h i s  d i r e c t o r y  has  a l i n k  c a l l e d  C to  a f i l e  whose t r e e

name i s  X.Y.Z, and a b ranch  to  a f i l e  c a l l e d  D, th e n  r e f e r e n c e  to  a 

f i l e  C o r  D r e l a t i v e  to  th e  working d i r e c t o r y  i s  a l l  r i g h t ,  s i n c e  

they  t r a n s l a t e  to  t r e e  names X.Y.Z and A.B.D r e s p e c t i v e l y .  A

r e f e r e n c e  to a f i l e  C.E r e l a t i v e  to  th e  working d i r e c t o r y  would be 

improper s in c e  th e  t r e e  name o f  such a  f i l e  can no t be de term ined  

w ith o u t  f i r s t  examining X.Y.Z. Search f o r  an im properly  re fe re n c e d  

f i l e  w i l l  f a i l .

We b r i e f l y  i n d i c a t e  how th e  se a rc h  te ch n iq u e  d e sc r ib e d  in  s e c t io n

5 .3 .4 ,  th e  c a s c a d e -s e a rc h ,  cou ld  be used i n  a s in g le  l e v e l  f i l e

s t r u c t u r e .  When a f i l e  i s  r e f e r e n c e d ,  i t s  t r e e  name i s  f i r s t  

d e te rm in ed . The LFD a t  the  h o s t  where th e  r e q u e s t  was made i s  f i r s t  

examined to  see  i f  th e  f i l e  r e s i d e s  l o c a l l y .  I f  so ,  th e  sea rc h  i s  o v e r .  

I f  n o t ,  th e  l o c a l  f i l e  system assumes t h a t  th e  t r e e  name i s  a p ro p e r  

f i l e  name, and p roceeds  to  f in d  i t .  I t  cou ld  perform  a b ro a d c a s t  

s e a r c h ,  by  which each  l o c a l  f i l e  system examines i t s  LFD to  see  i f  th e  

f i l e  i s  p r e s e n t ,  and i f  so communicates w ith  th e  r e q u e s t in g  h o s t  to  

d e te rm in e  i f  th e  re q u e s t in g  u se r  p ro c e ss  has  th e  c o r r e c t  p r i v i l e g e s .  

Th is  i s  an expensive  way to  sea rc h  f o r  a f i l e ,  and so th e  r e q u e s t in g  

h o s t  f i r s t  i n i t i a t e s a c a s c a d e -s e a rc h  i f  t h e r e  i s  a  RUD e n t r y  f o r  t h a t
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f i l e .  I f  th e  c a s c a d e -s e a rc h  f in d s  th e  f i l e ,  then th e  sea rc h  i s  o v e r ,  

o th e rw ise  a b ro a d c a s t  s e a rc h  ( t o  p o s s ib ly  a su b se t  o f  the  h o s ts )  must be 

p e rfo rm ed .

5 .2 .6  B roadcas t  Search  P r o to c o ls

We have shown t h a t  b ro a d c a s t  sea rc h  p ro to c o ls  can be used to  f in d  

f i l e s ,  o r  any r e s o u rc e  in  a d i s t r i b u t e d  env ironm ent, when knowledge o f  

th e  l o c a t i o n  o f  the  re s o u rc e  i s  p r e s e n t  on ly  a t  th e  i t s  s i t e  o f

r e s id e n c e .  Such a  r e s t r i c t i o n  may be  en fo rced  because  th e  system can be 

made f a i l - s o f t  i f  co m plica ted  d a ta  s t r u c t u r e s  do not have to  be updated 

when re s o u rc e s  m ig r a te .  B roadcast s e a rc h e s  perform  an a s s o c i a t i v e  

s e a rc h  in  a  d i s t r i b u t e d  env ironm ent.

We have shown t h a t  th e  b ro a d c a s t  message may be d e s t in e d  fo r  a l l  

h o s ts  in  th e  ne tw ork , o r  f o r  a su b se t  i f  n o t  a l l  h o s ts  su p p o rt  a l o c a l

f i l e  system or i f  i t  i s  known th a t  some o f  th e  h o s ts  d e f i n i t e l y  do n o t

have th e  f i l e .  The u n d e r ly in g  b ro a d c as t  r o u t in g  c a p a b i l i t y  o f  the

communication subne t must su p p o r t  b o th  ty p e s  o f  b ro a d c a s t  r o u t i n g .  This  

i s  n e c e s s a ry  because  i f  t h e r e  i s  on ly  a  b r o a d c a s t - t o - a l l  c a p a b i l i t y ,  

even i f  th e  subnet t r a f f i c  i s  m in im al,  each  h o s t  has to  p ro c e ss  th e  

b ro a d c a s t  m essage. Th is  consumes p ro c e ss in g  power u n n e c e s s a r i ly  and 

c o n g es ts  th e  p a th  between th e  sw i tch in g  node and the  h o s t .  Chapter 3 

examines t h i s  problem in  g r e a t e r  d e t a i l .

The b ro a d c a s t  sea rc h  p ro to c o l  must be d esigned  such t h a t  i t  on ly  

l o c a t e s  th e  f i l e .  Once the  f i l e  has been lo c a te d  th e  re q u e s to r
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communicates w ith  th e  l o c a l  f i l e  system , where th e  f i l e  i s  r e s i d e n t ,  in  

o rd e r  to  make su re  t h a t  th e  r e q u e s t in g  p ro c e ss  has  th e  a p p r o p r ia te  

acc e ss  r i g h t s .  The system must be des ig n ed  such t h a t  t h i s  communication 

i s  s e c u re ,  and t h a t  no in fo rm a t io n  t h a t  may compromise the  r e q u e s t in g  

u s e r  p ro c e ss  i s  leaked  ou t in to  the  d i s t r i b u t e d  env ironm ent. This can 

be  ach ieved  by t r a n s m i t t i n g  s e n s i t i v e  in fo rm a t io n  on ly  on a  r e l i a b l e  

p o i n t - t o - p o i n t  in t e r p r o c e s s  communication c h an n e l ,  and n o t  by u s in g  a 

b ro a d c a s t  p r o to c o l .  The communication i t s e l f  can be  en cryp ted  u s in g  the  

NBS e n c ry p t io n  a lg o r i th m  [NBS75]. Secure communication and sec u re  

o p e ra t in g  system d e s ig n  i s  r e c e iv in g  a l o t  o f  a t t e n t i o n  th e s e  d a y s .
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5 .3  F i l e  M ig ra tio n

One o f  th e  advan tages  o f  hav ing  a  d i s t r i b u t e d  f i l e  system i s  the  

a b i l i t y  to  p la ce  f i l e s  in  th e  ne tw ork  so t h a t  th e  t o t a l  c o s t  o f  us ing  

them from v a r io u s  h o s t s  i n  th e  ne tw ork  i s  m inim ized . This  req u irem en t 

m ig h t ,  i n  g e n e r a l ,  a rgue  f o r  m u l t i p l e  c o p ie s  o f  some f i l e s .  I t  i s  

always d e s i r a b l e  to  have the  p ro c e ss in g  a c t i v i t y  take  p la c e  n e a r  i t s  

program and d a t a ,  i n  o rd e r  to  reduce  e x c e s s iv e  d a ta  t r a n s f e r s . *  A system  

t h a t  p e rm its  f i l e  m ig r a t io n  a l lo w s  f o r  th e  dynamic r e c o n f ig u r a t io n  o f  

th e  f i l e  l o c a t i o n s .  F i l e s  can m ig ra te  because  a u s e r  p ro c e ss  e x p l i c i t l y

moves them from one l o c a l  f i l e  system to  a n o th e r ,  o r  a u to m a t ic a l ly .  I f

f i l e s  can m ig ra te  a u to m a t ic a l ly ,  th en  an e f f i c i e n t  DFS can be b u i l t  w ith  

s i n g l e  c o p ie s  of f i l e s .  I f  th e  f i l e  system and te rm in a l  h a n d le r s  a r e  

decoupled from the  p r o c e s s o r ,  then  i f  th e  p ro c e ss o r  goes down, u s e r s  can 

use a n o th e r  h o s t  and have t h e i r  f i l e s  m ig r a te .  Techniques f o r  a ch ie v in g  

t h i s  o p t im iz a t io n  a r e  examined in  t h i s  s e c t i o n .

5 .3 .1  R e la ted  Research

The problem o f  f i l e  a l l o c a t i o n  in  a netw ork i s  v e ry  s i m i l a r  to  the
tr

p l a n t  l o c a t i o n  problem i n  O p e ra t io n s  R esearch , and so the  models used 

a re  v e ry  s i m i l a r .  Most o f  th e  te c h n iq u e s  proposed so f a r  f a l l  i n to  t h i s

c a te g o ry  [Chu69, Casey72, Eswaran74, Urano74> Levin75, Chang75,

Chandy76]. Techniques in  e s t im a t io n  th e o ry  and tim e s e r i e s  a n a ly s e s  a r e  

used  to  p r e d i c t  what th e  f i l e  a cc e ss  p a t t e r n s  w i l l  be l i k e  in  th e  n ea r  

f u t u r e ,  i n  o rd e r  to  make th e  o p t im iz a t io n  a d a p t iv e  [S e g a l l7 6 ] .

*Cheap wideband s a t e l l i t e  communication may change t h i s  re q u ire m e n t .
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Chu fo rm u la te s  th e  model a s  an I n te g e r  (0 o r  1) programming 

problem . The model c o n s id e r s  s to r a g e  c o s t ,  t r a n s m is s io n  c o s t ,  f i l e  

l e n g th s ,  r e q u e s t  and Update r a t e s  o f  th e  f i l e s ,  th e  maximum s to ra g e  

c a p a c i ty  o f  each  computer and th e  maximum a llo w ab le  expec ted  acc e ss  tim e 

to  f i l e s  a t  each  com puter. The model ta k e s  in to  accoun t queueing d e lay s  

r e s u l t i n g  from f i n i t e  l i n e  c a p a c i ty ,  b u t  assumes t h a t  t h e r e  a r e  s i n g le  

c o p ie s  o f  f i l e s .  Casey r e fo rm u la te s  th e  problem i n  o rd e r  to  make i t

more amenable to  a n a l y s i s  and l e t s  th e  number of c o p ie s  o f  a f i l e  be  the

outcome o f  th e  o p t im iz a t io n .  An i m p l i c i t  assum ption  i s  t h a t  th e  l i n e

c a p a c i ty  i s  l a r g e  enough so as n o t  to  produce queueing d e la y s .  He

pro p o ses  a mechanism f o r  o b ta in in g  th e  s o l u t i o n .

Levin and Morgan ex tend  C asey 's  model by assuming a much more 

co m plica ted  b e h av io r  between program and d a ta  f i l e  i n t e r a c t i o n .  

P rev io u s  a n a ly s i s  assumed s t a t i o n a r y  a c c e s s  r a t e s .  They ex tend  i t  to 

n o n - s t a t io n a r y  b u t  d e t e r m i n i s t i c  r a t e s ,  and then to  th e  case  where the  

n o n - s t a t i o n a r i t y  i s  m odelled by a  p r o b a b i l i t y  d i s t r i b u t i o n .

E sw aran 's  r e s u l t  i s  v e ry  im p o r ta n t .  He proves  t h a t  th e  model as 

fo rm u la ted  by Casey i s  po lynom ial co m p le te ,  and so a d v is e s  t h a t  

h e u r i s t i c s  should  be used to  f in d  the  s o l u t i o n .  Chandy and Hewes do 

p r e c i s e l y  t h i s ,  and propose a  n e a r - o p t im a l  h e u r i s t i c  t h a t  works w e l l .

Chang assumes t h a t  the  netw ork i s  h i e r a r c h i c a l l y  s t r u c t u r e d  and 

p roposes  a model. Such a model may be  a p p ro p r ia te  fo r  s p e c ia l i z e d  d a ta  

base  a p p l i c a t i o n s ,  where th e  network" has  th e  s t r u c t u r e  s i m i l a r  to  IBM's 

System Network A r c h i t e c tu r e  [SNA76J.
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S e g a l l  p roposes  a complex model f o r  e s t im a t in g  where a f i l e  must 

move to ,  based on how i t  has  been moving and th e  b eh av io r  o f  r e q u e s t  

r a t e s  from v a r io u s  h o s t s .

A l l  th e se  models and te ch n iq u es  model f i l e  a c t i v i t y  v e ry  

a c c u r a t e l y ,  b u t  do n o t  c o n s id e r  t h a t  th e  communication c o s t  ( u s u a l ly

d e l a y - t o - l a s t - b i t )  may v a ry  w ith  changing  load  c o n d i t io n s ,  owing to  the  

p re sen c e  o f  o th e r  k in d s  o f  n o n - f i l e  t r a f f i c  in  the  ne tw ork . Many models 

make th e  i m p l i c i t  assum ption  t h a t  th e  l i n e  c a p a c i ty  i s  l a r g e  enough so 

a s  n o t  to  produce queueing d e la y s .  In  th e  a n a ly s i s  t h a t  assumes 

i io n - s ta t io n a r y  r e q u e s t  p a t t e r n s  f o r  th e  f i l e s ,  i t  i s  v e ry  d i f f i c u l t  to  

see  how th e  d a ta  i s  g a th e red  or how th e  r e s u l t s  o f  th e  o p t im iz a t io n  a r e

e n fo rc e d .  These models a l s o  do n o t  assume th e  e x i s t e n c e  o f  an

u n d e r ly in g  ro u t in g  a lg o r i th m  t h a t  i s  a d a p t iv e  to  changing load  

c o n d i t i o n s ,  and netw ork f a i l u r e s  ’ [M cQuillan74]. We b e l i e v e  th a t  i f

au to m atic  f i l e  m ig r a t io n  i s  to  o c c u r ,  th en  d i s t r i b u t e d  a lg o r i th m s  should  

be  used s in c e  i t  i s  s e n s i t i v e  to  the  d i s t r i b u t e d  n a tu r e  o f  th e  ne tw ork . 

Each f i l e  system m a in ta in s  s u f f i c i e n t  s t a t i s t i c s  on th e  usage  o f  th e  

f i l e s  r e s i d e n t  a t  i t s  h o s t ,  i n  o rd e r  to  de te rm in e  where the  f i l e s  shou ld  

move ( i f  a t  a l l ) .  We propose one such an a lg o r i th m  in  Appendix E. I t s  

s u i t a b i l i t y  i s  a  s u b je c t  f o r  f u tu r e  r e s e a r c h .
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5 .A M u l t ip le  Copies o f  a F i l e

' * ‘* v

I f  th e  DFS p e rm its  on ly  s i n g l e  c o p ie s  o f  f i l e s ,  then  a l o t  o f

f a i l - s o f t n e s s  o f  the  system i s  l o s t .  I f  m u l t i p l e  copies- o f  f i l e s  each  

having th e  same name a r e  p e rm i t te d ,  then  th e  a v a i l a b i l i t y  o f  f i l e s

i n c r e a s e s ,  a s  does the  e f f i c i e n c y  of f i l e  a c c e ss e s  s in c e  the  v a r io u s  

co p ie s  may b e  s c a t t e r e d  around in  the  ne tw ork . We have touched upon the  

problems o f  p e rm i t t in g  m u l t ip le  co p ies  o f  f i l e s  in  p re v io u s  s e c t i o n s  o f  

t h i s  c h a p te r .  We examine th e se  problems in  g r e a t e r  d e t a i l  in  t h i s

s e c t i o n .  We assume th a t  t h e r e  i s  an e x t e r n a l  mechanism by which 

d u p l i c a t e  c o p ie s  a re  c r e a te d  o r  d e le t e d  from the  DFS. Automatic 

te ch n iq u es  f o r  c r e a t in g  o r  d e l e t i n g  d u p l i c a te  c o p ie s  o f  f i l e s  based  on

f i l e  usage  p a t t e r n s  in  the  ne tw ork  i s  a s u b je c t  f o r  f u tu r e  r e s e a r c h .

For th e  purpose o f  lo c a t in g  any o f  the  d u p l i c a t e  c o p ie s  o f  a  f i l e ,  

each  o f  them can be t r e a t e d  in d e p e n d e n tly .  We have proved (C o ro l la ry  

5 .1 .1 )  t h a t  the  c a sc a d e -se a rc h  i s  u n a f fe c te d  by th e  e x i s t e n c e  o f

d u p l i c a te  c o p ie s  o f  re a d -o n ly  f i l e s .  The c a s c a d e -s e a rc h  does n o t

g u a ra n tee  to  lo c a t e  th e  n e a r e s t  copy o f a  f i l e  (n o r  a l l  c o p i e s ) , s in c e  

th e  copy lo c a t e d  depends on the  p a r t i c u l a r  s e t  o f  RUD p o i n t e r s

t r a v e r s e d .  A b ro a d c a s t  sea rch  may l o c a t e  th e  n e a r e s t  copy o f  a  f i l e .  

The d i s t r i b u t e d  a lg o r i th m  th a t  o p t im iz e s  th e  l o c a t io n  o f  a copy o f  a 

f i l e  ( s e e  Appendix E ) , does so independen t o f  th e  e x is t e n c e  o f  o th e r  

c o p ie s .  T h is  i s  a p p r o p r ia te  i f  th e  f i l e s  a r e  t r u l y  d i f f e r e n t .  However, 

when th e r e  a re  d u p l i c a te  co p ie s  o f  a f i l e ,  t h e i r  movement and th u s  the  

l o c a t i o n  th ey  come to r e s t  depends on the  l o c a t i o n s  from which th e  

r e q u e s t s  o r i g i n a t e d .  S ince th e  c a s c a d e -s e a rc h  does n o t  g u a ra n te e  to
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a c c e ss  th e  n e a r e s t  copy, th e  d i s t r i b u t e d  o p t im iz a t io n  may cause  a l l  the  

c o p ies  to  bunch up, i n s t e a d  o f  b e in g  d i s t r i b u t e d  th rough th e  DFS. A 

s im ple  (b u t  r a t h e r  i n e f f i c i e n t )  way to  overcome t h i s  problem i s  to  have 

each h o s t  f l u s h  i t s  RUD e n t r i e s  p e r i o d i c a l l y ,  and then  c r e a t e  new ones 

based  on a pu re  b ro a d c a s t  s e a r c h ,  th e re b y  g e t t i n g  a  p o in t e r  to  th e  

n e a r e s t  copy.

I f  th e  m u l t i p l e  c o p ie s  a r e  m o d i f ia b le ,  then  th e  s e a rc h  a lg o r i th m  

must perform  an  a d d i t i o n a l  s e t  o f  f u n c t io n s  b e s id e s  j u s t  l o c a t in g  th e  

f i l e .  We d is c u s s  th e s e  f u n c t io n s  in  th e  n ex t  s u b s e c t io n .

5 .6 .1  Ensuring  C o n sis ten cy  Between D u p l ic a te  Copies

A number o f  problems a r i s e  i f  th e  d i f f e r e n t  c o p ie s  a r e  m o d if ia b le  

and i t  i s  im p o r tan t  to g u a ra n te e  c o n s is te n c y  between them, a s  i s  u s u a l ly  

th e  c a s e .  This i s  b e ca u se ,  owing to  th e  in h e re n t  d e la y s  i n  

communication and th e  p o s s i b i l i t y  o f  h o s t  c ra s h e s  and netw ork f a i l u r e s ,  

r a c e  c o n d i t io n s  may cause  an o ld e r  copy to  be  accessed  o r  le a v e  some 

c o p ie s  i n c o n s i s t e n t  w ith  one a n o th e r .

I f  a l l  a c c e s se s  were c o o rd in a te d  by a c e n t r a l i z e d  a u t h o r i t y ,  then 

th e  system  could  g u a ra n tee  c o n s i s te n c y  between th e  co p ie s  s in c e  i t  could  

p e rm it  m u l t ip l e  r e a d e r s ,  o r  on ly  one w r i t e r  a t  any tim e [C o u r to i s 7 1 ] . 

A f te r  a  w r i t e r  had f i n i s h e d ,  a l l  th e  c o p ie s  would have to  be made 

c o n s i s t e n t  w ith  one a n o th e r  b e fo re  any o th e r  r e a d e r  o r  w r i t e r  was 

p e rm it te d  a c c e s s  to  th e  f i l e .  This may take  an u n p re d ic ta b le  amount o f  

t im e  i f  a key h o s t  goes down o r  th e  ne tw ork  becomes te m p o ra r i ly
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p a r t i t i o n e d .  Such a  scheme can be implemented by p e r m i t t i n g  on ly  

n o n - d i r e c to r y  f i l e s  to  have m u l t ip l e  c o p ie s  and c e n t r a l i z i n g  the  

c a t a lo g .  The g lo b a l  f i l e  space  in  th e  NSW i s  managed in  a  s i m i l a r  way 

[Schantz76, Muntz76].

We a r e ,  however, t r y in g  to  g e t  away from c e n t r a l i z e d  schemes, and 

would l i k e  to  t r e a t  a l l  f i l e s ,  d i r e c t o r y  and n o n - d i r e c to r y ,  i d e n t i c a l l y .  

This problem appea rs  to  be v e ry  d i f f i c u l t .  C onsis tency  between f i l e s  

can  be g u a ran teed  i f  some s im p l i fy in g  assum ptions  a r e  made abou t the  

k in d s  o f  m o d i f ic a t io n s  p e rm it te d  on th e  f i l e s .  In  a  scheme proposed by 

Johnson and Thomas [Johnson75], the . m o d i f ic a t io n  o f  an elem ent in  a d a ta  

b ase  does n o t  depend on i t s  o ld  v a lu e ,  th e re b y  doing away w ith  g lo b a l  

s y n c h ro n iz a t io n  and lo c k in g .  A l l  m o d i f ic a t io n s  to  a f i l e ,  from a l l  

h o s t s  a r e  o rd e red  so t h a t  i t  i s  p o s s ib le  to  d i s t i n g u i s h  o ld e r  

m o d i f ic a t io n  r e q u e s t s  (which may b e  de layed  in  th e  network) from more 

r e c e n t  o n e s .  An a p p r o p r ia te  p ro to c o l  e x i s t s  to  d e te rm ine  when a 

' d e l e t e - e n t r y  r e q u e s t  has been re c e iv e d  by a l l  d a ta  base  s i t e s ,  so t h a t  

th e  e n t ry  may b e  garbage  c o l l e c t e d  w ith o u t  in t ro d u c in g  any unwanted 

e f f e c t s .  I f  u s e r s  o f  a f i l e  take  upon them selves  th e  r e s p o n s i b i l i t y  o f  

g u a ra n te e in g  c o n s is te n c y  between c o p ie s  o f  th e  f i l e ,  then  in  many c a s e s  

i t  i s  p o s s ib le  to  d e f in e  a p p r o p r ia te  p r o to c o ls  to  a ch ie v e  t h i s .  An 

example o f  a m u l t i - s i t e  d a ta  g a th e r in g  system can be found in  

[S chan tz74].

An a lg o r i th m  f o r  m a in ta in in g  d u p l i c a te  d a ta  b a se s  has  r e c e n t ly  been 

proposed by Thomas [Thoraas76]. This  a lg o r i th m  p e rm its  u p d a te s  to  

re d u n d a n t ly  m a in ta in ed  d a ta  b a se s  from any o f  th e  d a ta  b a se  s i t e s .
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Races between c o n f l i c t i n g ,  c o n c u r re n t  upda te  r e q u e s t s  a r e  re so lv e d  in  a 

manner t h a t  m a in ta in s  b o th  the  i n t e r n a l  c o n s i s t e n c y  and m utual 

c o n s is te n c y  o f  th e  d a ta  base  c o p ie s .  The sy n c h ro n iz a t io n  mechanism t h a t  

r e s o lv e s  r a c e s  does n o t  in t r o d u c e  th e  p o s s i b i l i t y  o f  d ead lock . The d a ta  

base  m ain tenance  mechanism can re c o v e r  from and fu n c t io n  e f f e c t i v e l y  in  

th e  p re sen c e  o f  communication (network) and d a ta  base  s i t e  (h o s t)  

f a i l u r e s .  The a lg o r i th m  i s  ro b u s t  w ith  r e s p e c t  to  l o s t  and d u p l i c a t e  

m essages , th e  (tem porary) i n a b i l i t y  o f  d a ta  b a se  managing p ro c e s s e s  to  

communicate w i th  one a n o th e r  (due to  netw ork  o r  h o s t  c r a s h e s ) ,  and th e  

lo s s  o f  memory ( s t a t e  in fo rm a t io n )  by one o r  more d a ta  Base managing 

p r o c e s s e s .  The a lg o r i th m  does n o t  r e q u i r e  a l l  th e  d a ta  base  managing 

p ro c e ss e s  to  be up and a c c e s s ib l e  in  o rd e r  t h a t  th e  system fu n c t io n  

c o r r e c t l y .  The s y n c h ro n iz a t io n  mechanisms o n ly  r e q u i r e  p a i rw is e  

i n t e r a c t i o n  between th e  d a ta  base  managing p r o c e s s e s .  The a lg o r i th m  

does no t depend on a b ro a d c a s t  communication c a p a b i l i t y ,  b u t  m ight be  

re fo rm u la te d  to  tak e  advan tage  o f  such a c a p a b i l i t y  shou ld  i t  e x i s t .  

This  i s  an im p o r tan t  and u s e f u l  r e s u l t .  Such an a lg o r i th m  p e rm its  th e  

d e s ig n  o f  v e ry  g e n e r a l  d i s t r i b u t e d  f i l e  system s. Of c o u r s e ,  

r e s t r i c t i o n s  on which d i r e c t o r y  o r  n o n - d i r e c to r y  f i l e s  shou ld  have 

m u l t ip l e  c o p ie s  may improve th e  e f f i c i e n c y  o f  th e  DFS, because  schemes 

which g u a ra n te e  c o n s is te n c y  i n  such a g e n e r a l  environm ent a re  o f te n  

ex p en s iv e .
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We have shown th e  need f o r  a d i s t r i b u t e d  f i l e  system , and t h a t  th e  

b a s ic  problems in  i t s  d e s ig n  a r e :

( i )  f i l e  naming c o n v e n t io n s ,

( i i )  p ro v id in g  sim ple  and qu ick  ways f o r  s e a rc h in g  f o r  a f i l e ,  and

check ing  i t s  a c c e s s  r i g h t s ,  even when i t  moves,

( i i i )  e n su r in g  c o n s is te n c y  between d u p l i c a te  c o p ie s  o f  f i l e s ,

( iv )  and d e s ig n in g  te ch n iq u es  f o r  p e rm i t t in g  th e  au to m atic

m ig r a t io n  o f  f i l e s .

The DFS p re s e n te d  in  t h i s  c h a p te r  u ses  d i s t r i b u t e d  a lg o r i th m s  f o r  

s ea rc h in g  f o r  f i l e s ,  and f o r  moving them in  o rd e r  to  m inimize th e  c o s t  

o f  u s in g  them by a l l  u s e r s  (Appendix E ) . The need f o r  an e f f i c i e n t

u n d e r ly in g  b ro a d c a s t  r o u t in g  c a p a b i l i t y  i n  th e  su b n e t  has  been 

d em o n s tra ted ,  s i n c e  such a  c a p a b i l i t y  p e rm its  th e  use  o f  b ro a d c a s t  

s e a rc h e s .  I f  b ro a d c a s t  s e a rc h e s  can b e  u sed ,  th e n  th e  s e a rc h  a lg o r i th m  

f o r  f in d in g  a f i l e  and th e  c a t a lo g  s t r u c t u r e  can be s i m p l i f i e d .  We

b e l i e v e  t h a t  th e se  id e a s  can be  extended to  a f i l e  system t h a t

( i )  has m u l t ip l e  c o p ie s  o f  r e a d - w r i t e  f i l e s ,

( i i )  has f i n i t e  f i l e  system s to r a g e  a t  each  h o s t ,

( i i i )  p e rm its  some damage to  th e  t a b l e ' e n t r i e s ,  and
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( iv )  has  a p p r o p r ia te  c o s t  m easures f o r  p e rm it in g  t r a n s f e r  o f  pages 

o f  an open f i l e  over an ex tended p e rio d  o f  t im e .

The problem o f g u a ra n te e in g  c o n s is te n c y  among d u p l i c a te  c o p ie s  o f  

f i l e s  i s  a  v e ry  d i f f i c u l t  problem , and s o lu t io n s  u s in g  d i s t r i b u t e d  

c o n t r o l  a r e  on ly  now em erging . The s u i t a b i l i t y  o f  th e  d i s t r i b u t e d  

o p t im iz a t io n  in  v a r io u s  netw ork to p o lo g ie s ,  u s in g  d i f f e r e n t  ro u t in g  

a lg o r i th m s ,  and under v a r io u s  f i l e  usage p a t t e r n s ,  i s  a  to p ic  f o r  f u tu r e  

r e s e a r c h .
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CHAPTER 6  

CONCLUSIONS AND FUTURE RESEARCH

6.1 C onclusions

This  t h e s i s  has in v e s t i g a t e d  th e  d e s ig n  and a n a ly s i s  o f  b ro a d c a s t  

r o u t in g  a lg o r i th m s  i n  s to re -a n d - fo rw a rd  packe t sw itched  computer 

ne tw orks . We have d e sc r ib e d  a few a p p l i c a t i o n s  f o r  b ro a d c a s t  p ro to c o ls  

i n  d i s t r i b u t e d  computing env ironm en ts .  In  p a r t i c u l a r ,  we have shown in  

d e t a i l  how th e  c a ta lo g  o f  a  d i s t r i b u t e d  f i l e  system could  be s t r u c tu r e d  

i n  a s im ple  way, i f  th e  system  cou ld  make use o f  e f f i c i e n t  r e l i a b l e  

b ro a d c a s t  p r o to c o l s .

We have d e sc r ib e d  f i v e  a l t e r n a t i v e s  to  t r a n s m i t t i n g  s e p a r a t e ly  

ad d re ssed  p ack e ts  from th e  so u rce  to  the  d e s t i n a t i o n s .  The a lg o r i th m s  

have been compared q u a l i t a t i v e l y ,  i n  term s o f  memory re q u ire m e n ts ,  ease  

o f  im p lem en ta tio n ,  a d a p t iv e n e s s  to  changing network c o n d i t i o n s ,  and 

r e l i a b i l i t y .  The a lg o r i th m s  have a l s o  been compared q u a n t i t a t i v e l y ,  in  

te rm s o f th e  number o f  p ack e t  c o p ie s  g e n e ra te d  to  perform  b r o a d c a s t ,  and 

th e  d e lay s  to  p ro p ag a te  the  p a ck e t  to  a l l  d e s t i n a t i o n s .  In o rd e r  to 

compare th e  a lg o r i th m s  in  t h i s  f a s h io n ,  low er bounds on th e  perform ance 

m easures were de term ined  f o r  a l l  th e  a lg o r i th m s  by examining r e g u la r  

g rap h s .

The p r o p e r t i e s  o f  r e l i a b l e  b ro a d c a s t  p ro to c o ls  a t  th e  h o s t  l e v e l  

emerge from the  r e l i a b i l i t y  o f  th e  r o u t in g  a lg o r i th m s  and the  

a p p l i c a t i o n s  f o r  th e  p r o to c o l s .  We have  examined th e  t r a d e o f f s  between
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g lo b a l  and subgroup b ro a d c a s t  r o u t i n g .  We b e l i e v e  t h a t  communication 

subnets  should  su p p o r t  b o th  c a p a b i l i t i e s  i n  th e  form of 

m u l t i - d e s t i n a t i o n  a d d re s s in g ,  and re v e rse  p a th  fo rw ard ing  r e s p e c t i v e l y .

An outcome o f  the  i n v e s t i g a t i o n  o f  b ro a d c a s t  r o u t in g  a lg o r i th m s  was 

th e  fo rm u la t io n  of two d i s t r i b u t e d  ( p a r a l l e l )  a lg o r i th m s  f o r  

c o n s t r u c t in g  minimal spanning t r e e s .  We b e l i e v e  t h a t  th e se  a lg o r i th m s  

a re  th e  f i r s t  o f  t h e i r  k in d .  The fo rm u la t io n  of such a lg o r i th m s  has  

made the  problems a f f e c t i n g  th e  d e s ig n  of d i s t r i b u t e d  a lg o r i th m s  in  

netw ork environm ents  c l e a r e r .  These minimal spanning t r e e  a lg o r i th m s  

can be used i n  b ro a d c a s t  r o u t i n g ,  a s  w e ll  a s  o th e r  networks l i k e  the  

P acke t Radio Network.
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6 .2  S ugges tions  f o r  F u tu re  R esearch

We have in d ic a te d  to p ic s  f o r  f u tu r e  r e s e a rc h  d u r in g  th e  co u rse  o f  

t h i s  d i s s e r t a t i o n  and b r i e f l y  summarize th e  im p o rtan t  ones a g a in .

The d e te rm in a t io n  o f th e  com plex ity  o f  th e  d i s t r i b u t e d  minimal 

spanning  t r e e  a lg o r i th m s  i s  an  i n t e r e s t i n g  s u b je c t  fo r  f u t u r e  r e s e a r c h .  

The f a c t o r s  th a t  in f lu e n c e  th e  com plex ity  a re  the  degree  o f  p a r a l l e l i s m ,  

th e  asynchrony o f  in te rn o d e  communication, th e  number o f s ig n a l s  

t r a n s m i t t e d ,  th e  l e n g th  o f  s i g n a l s ,  th e  overhead o f us ing  a  b ro a d c a s t  

ro u t in g  scheme to  d e l i v e r  s i g n a l s  to  nodes in  th e  same fragm en t,  and the  

d a ta  s t r u c t u r e s  r e p r e s e n t in g  the  fragm ent s t a t e  and edge in fo rm a t io n .  

A l l  th e se  f a c t o r s  a r e  n o t  independen t o f  each o t h e r .  We b e l i e v e  th a t  

s im u la t io n  under v a r io u s  c o n d i t io n s  may be  an a p p r o p r ia te  way to  

de term ine  th e  com plex ity  o f  such a lg o r i th m s .  The s u i t a b i l i t y  o f  the  

v a r io u s  in fo rm a t io n  g a th e r in g  schemes by th e  m as te r  node must a l s o  be 

d e te rm in ed . The r e i n i t i a l z a t l o n  p ro to c o l  in  the  a d a p t iv e  a lg o r i th m  was 

v e ry  s im p le .  More e s o t e r i c  p r o to c o ls  may be developed w ith  a d d i t i o n a l  

p r o p e r t i e s  th a t  make the  a lg o r i th m  more ro b u s t .  In  g e n e r a l ,  the  d e s ig n  

of ro b u s t  d i s t r i b u t e d  a lg o r i th m s  i s  an  im p o r tan t  to p ic  f o r  f u tu r e  

r e s e a r c h ,  a s  w e l l .

The d e s ig n  of r e l i a b l e  b ro a d c a s t  p r o to c o ls  analogous  to  r e l i a b l e  

i n t e r p r o c e s s  communication p r o to c o l s  i s  a  v e ry  im p o r tan t  s u b je c t  f o r  

f u tu r e  r e s e a r c h .  The s t r u c t u r e  o f  such p ro to c o ls  i s  de term ined  by th e  

a p p l i c a t io n  and th e  r e l i a b i l i t y  o f  th e  .u n d e r ly in g  b ro a d c as t  r o u t in g  

a lg o r i th m s .  E f f i c i e n t  subgroup b ro a d c a s t  r o u t in g  a lg o r i th m s  must a l s o  

be  d esigned  s in c e  g lo b a l  b ro a d c a s t  r o u t in g  has l a r g e  overhead in  l a r g e
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m u lt i -p u rp o s e  communication s u b n e ts .  R e s t r i c t e d  m u l t i - d e s t i n a t i o n  

a d d re s s in g  must be in v e s t i g a t e d  f u r t h e r ,  s in c e  i t  ap p ea rs  to  be a good 

compromise f o r  b o th  subgroup and g lo b a l  b ro a d c a s t  r o u t i n g .

The perform ance e v a lu a t io n  o f  th e  b ro a d c a s t  r o u t in g  a lg o r i th m s  in  

the  p re sen ce  o f  background t r a f f i c ,  i n t e r f e r e n c e  by p a c k e ts  o f  th e  same 

b r o a d c a s t ,  and complex c o s t  m easures must be perform ed. We have n o t  

assumed t h a t  the  l i n k s  o f  th e  su b n e t  can have d i f f e r e n t  d o l l a r  c o s t s ,  

and th a t  a  u se r  may wish to  minimize n o t d e la y  and number o f  p ack e t  

c o p ie s ,  b u t  th e  d o l l a r  c o s t  o f  perfo rm ing  b r o a d c a s t .  The s u i t a b i l i t y  o f  

us ing  r e g u la r  g raphs  a s  i d e a l  netw orks must be examined f u r t h e r ,  a s  th e  

p ro c e ss  o f  c o n v e r t in g  a g iv e n  network topo logy  i n t o  a  r e g u la r  g raph  may 

be a  u s e f u l  d e s ig n  h e u r i s t i c .

The d e s ig n  o f  d i s t r i b u t e d  f i l e  system s has many open problem s. 

There a r e  problems r e l a t e d  to  naming c o n v e n t io n s ,  s e a rc h  a lg o r i th m s ,  

m ain tenance  o f  c o n s i s te n c y  between d u p l i c a te  c o p ie s  o f  f i l e s ,  au to m a tic  

c r e a t i o n  o f  d u p l i c a t e s  f o r  e f f i c i e n c y  and r e l i a b i l i t y  p u rp o se s ,  and 

au to m atic  f i l e  m ig r a t io n .  The d i s t r i b u t e d  f i l e  m ig r a t io n  a lg o r i th m  of 

Appendix E must be in v e s t i g a t e d  in  g r e a t e r  d e t a i l ,  to  s e e  how w e ll  i t  

perform s i t s  o p t im iz a t io n  u n d e r - d i f f e r e n t  r e q u e s t  p a t t e r n s  and network 

to p o lo g ie s .  The a lg o r i th m  f o r  m a in ta in in g  c o n s is te n c y  between d u p l i c a t e  

d a ta  b a se s  [Thomas76] must be i n v e s t ig a t e d  f o r  e f f i c i e n c y  and ease  o f 

im plem en ta tion . E f f i c i e n t  and r e l i a b l e  te ch n iq u es  f o r  perform ing  

s y n c h ro n iz a t io n  between p ro c e s s e s  in  a d i s t r i b u t e d  environm ent must a l s o  

be dev e lo p ed . The d e s ig n  o f  such f i l e  system s w i l l  make i t  p o s s ib le  to  

r e f e r e n c e  l a r g e  d i s t r i b u t e d  d a ta  b a s e s ,  and make i t  p o s s ib le  to  d e s ig n
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system s t h a t  can be e a s i l y  expanded. We hope to  see  the  development o f  

g e n e r a l  purpose d i s t r i b u t e d  o p e ra t in g  system s.
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APPENDIX B

AN EXAMPLE OF REDUNDANT COMPUTATION OWING TO COMMUNICATION DELAYS

We show how redundan t com puta tion  may be performed when 

c o n s t r u c t in g  th e  minimal spanning t r e e  u s in g  the  s t a t i c  a lg o r i th m  

d e sc r ib e d  in  s e c t io n  2 .4 .  E x tra  b u t  harm less  com putation i s  perform ed 

because  o f  d e la y s  in  t r a n s m i t t i n g  s i g n a l s .  C onsider th e  c o n s t r u c t io n  o f 

the  MST i n  f i g u r e  B . l .

L e t us assume t h a t  a t  tim e Tq th e  fo l lo w in g  c o n d i t io n s  e x i s t :

( i )  The s u b t r e e  c o n s i s t i n g  o f  nodes H, K, I ,  and E has  been

c o n s t r u c te d  and E i s  a c t i v e  ( r e f e r r e d  to  as {H ,K ,I ,E ; E a c t i v e ) ) .

( i i )  The s u b t r e e  { P ,0 ,L ;  L a c t i v e )  has been c o n s t r u c te d .

( i i i )  The s u b t r e e  (A,D; D a c t i v e )  has  been  c o n s t r u c te d .

( iv )  The s u b t r e e  {C,G,F,J,M ,N; F a c t i v e )  has been c o n s t r u c te d .

(v) The s ig n a l  from B to  D c r e a t i n g  BD a s  a marked b ranch  has  n o t

y e t  a r r i v e d .

L et us assume t h a t  th e  a c t i v e  nodes t r a n s m i t  the  fo l lo w in g  s ig n a l s  

a t  tim e Tq:

(1 ) E s i g n a l s  D making ED an  unmarked b ranch  and t r a n s f e r r i n g

m a s te r  c o n t r o l  to  D.
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(2 ) L s i g n a l s  I  making LI an unmarked b ran ch  and t r a n s f e r r i n g

m aste r  c o n t r o l  to  I .

(3) D s i g n a l s  B making DB an  unmarked b ranch  and t r a n s f e r r i n g

m aste r  c o n t r o l  to  B.

(4) F s ig n a l s  E making FE an unmarked b ranch  and t r a n s f e r r i n g

m aste r  c o n t r o l  to  E. ~

At time s ig n a l s  co rre sp o n d in g  to  ( v ) , (3) and (2) a r r i v e  a t

t h e i r  r e s p e c t iv e  d e s t i n a t i o n s  cau s in g  the  g e n e r a t io n  o f  th e  fo l lo w in g  

s i g n a l s :

( I )  B i s  m as te r  and i t  t r a n s f e r s  m a s te r  c o n t r o l  back  to  D s in c e  i t  

th in k s  th e r e  i s  a  minimum c o s t  edge i n c id e n t  a t  D, c o n n ec tin g  th e  

fragment i t  i s  p a r t  o f ,  t o  an o th e r  fragm ent.

( I I )  I  i s  m as te r  and i t  t r a n s f e r s  m as te r  c o n t r o l  to  E.

At tim e T£ th e  s ig n a l  co rre sp o n d in g  to  ( I )  a r r i v e s  a t  D, and causes  

the  g e n e ra t io n  of th e  fo l lo w in g  s ig n a l :

(a) D i s  a c t i v e  and s ig n a l s  E making DE and unmarked b ranch  and 

t r a n s f e r r i n g  m as te r  c o n t r o l  to  E.

At tim e Tg s i g n a l s  co rre sp o n d in g  to  (1) and (a) reach  t h e i r  

r e s p e c t iv e  d e s t i n a t i o n s ,  and assuming t h a t  D unambiguously becomes 

m a s te r  i t  g e n e r a te s  the  fo l lo w in g  s i g n a l :
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(A) D s i g n a l s  I  t o  become m a s te r .

At tim e th e  s ig n a l s  co rre sp o n d in g  to  ( I I )  and (A) a r r i v e  a t  

t h e i r  r e s p e c t iv e  d e s t i n a t i o n s  and cause th e  g e n e ra t io n  th e  fo llo w in g  

s i g n a l s ;

( a l )  E s ig n a l s  F making EF an  unmarked branch  and t r a n s f e r r i n g

m a s te r  c o n t r o l  to  F.

(a2 ) I  s i g n a l s  E to  become m a s te r .

At tim e T5  s i g n a l s  c o rre sp o n d in g  to  (5) and ( a l )  a r r i v e  a t  t h e i r  

r e s p e c t iv e  d e s t i n a t i o n s ,  and assume t h a t  F unambiguously becomes m a s te r .  

F w i l l  upon examining i t s  fragm ent s t a t e  d is c o v e r  t h a t  the  MST has been 

c o n s t r u c te d  and b ro a d c a s t  a 'd o n e '  s i g n a l .

At time Tg th e  s ig n a l  c o rre sp o n d in g  to  (a2) a r r i v e s  a t  E. E 

becomes m a s te r  and d i s c o v e r s  t h a t  th e  MST has  been c o n s t r u c te d .  I t  too 

b ro a d c a s t s  a  'd o n e '  s i g n a l .

There a r e  no more s i g n a l s  in  the  system excep t 'd o n e '  s i g n a l s  and 

th e  a lg o r i th m  w i l l  t e rm in a te .  This  example shows the  type  o f  ra c e  

c o n d i t io n s  t h a t  can  occur and how th e  a lg o r i th m  copes w ith  them.
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APPENDIX C 

THE ARPANET ROUTING ALGORITHM

In  t h i s  appendix  we d e s c r ib e  p a r t  o f  th e  ro u t in g  a lg o r i th m  

o r i g i n a l l y  i n s t a l l e d  in  the  ARPANET. Much o f t h i s  appendix i s  taken  

v e rb a tim  from [M cQuillan74]. D e ta i l s  o f  th e  r o u t in g  a lg o r i th m s  and 

t h e i r  perform ance can be found in  M cQ uillan 's  t h e s i s .

The ARPANET r o u t in g  a lg o r i th m  an be summarized a s  fo l lo w s .  T h is  

a lg o r i th m  d i r e c t s  each packe t to  i t s  d e s t i n a t i o n  a long  a p a th  f o r  which 

th e  t o t a l  e s t im a te d  t r a n s i t  tim e i s  s m a l l e s t .  This  p a th  i s  n o t  

determ ined in  advance. I n s t e a d ,  each IMP i n d i v id u a l ly  d e c id e s  which 

l i n e  ( l i n k ,  edge) to  use  in  t r a n s m i t t i n g  a packe t addressed  to  an o th er  

d e s t i n a t i o n .  T h is  s e l e c t i o n  i s  made by a s im ple  t a b l e  lookup p ro ced u re .  

For each p o s s ib l e  d e s t i n a t i o n ,  an e n t r y  i n  th e  ro u t in g  t a b l e  d e s ig n a te s  

th e  a p p r o p r ia t e  n ex t  l i n e  in  th e  p a th .

Each IMP m a in ta in s  a  NETWORK_DELAY_TABLE which g iv e s  an e s t im a te  o f  

th e  d e la y  i t  e x p e c ts  a  p ack e t  to  en co u n te r  in  reach in g  every  p o s s ib l e  

d e s t i n a t i o n  o v e r  each o f i t s  o u tp u t  l i n e s .  This t a b l e  and o th e r  t a b le s  

mentioned below a re  shown in  f i g u r e  C . l  as  kept by IMP 2, f o r  example. 

Thus, th e  d e la y  from IMP 2 to  IMP 5 u s in g  l i n e  3 i s  found to  be 4 i n  the  

NETWORK_DELAY_TABLE. P e r i o d i c a l l y ,  e v e ry  2/3  o f  a second, th e  IMP 

s e l e c t s  the  minimum d e lay  to  each  d e s t i n a t i o n  and pu ts  i t  in  the  

MINIMUM_DELAY_TABLE. I t  a l s o  n o te s  th e  l i n e  g iv in g  th e  minimum de lay  

and keeps th e  number o f  the  l i n e  in  th e  ROUTING_TABLE f o r  use in  ro u t in g
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p a c k e ts .  Also every  2/3  o f  a second, th e  IMP p a s s e s  i t s

MINIMUM_DELAY_TABLE to  each o f  i t s  immediate n e ig h b o rs ,  t h a t  i s ,  i t

sends th e  MINIMUM_DELAY_TABLE ou t each o f  i t s  phone l i n e s .  Of c o u rs e ,

b e fo re  th e  MINIMUM__DELAY_TABLE i s  t r a n s m i t te d  to  th e  n e ig h b o rin g  IMPs,

th e  IMP s e t s  the  minimum d e lay  to  i t s e l f  to  z e ro .
f

Since a l l  the  n e ig h b o rs  o f  an IMP a r e  a lso  sending  ou t t h e i r  

MINIMUM_DELAY_TABLE ev e ry  2/3  second , w ith  t h e i r  own e n t r y  s e t  to  z e r o ,  

an IMP r e c e iv e s  a  MINIMUM_DELAY_TABLE from each o f  i t s  n e ig h b o rs  every  

2 /3  second . These t a b l e s  a r e  read  in  ov e r  the  rows o f  th e  

NETWORK_DELAY_TABLE a s  th ey  a r r i v e .  The row to  be w r i t t e n  over i s  th e  

row co rre sp o n d in g  to  the  phone l i n e  t h a t  th e  a r r i v i n g  

MINIMUM_DELAY_TABLE came in  o v e r .  A f te r  a l l  the  n e ig h b o rs '  e s t im a te s  

have a r r i v e d ,  the  IMP adds th e  d e lay  saved by th e  IMP i t s e l f  to  the  

n e ig h b o rs '  e s t im a te s .  This i s  done by add ing  the  IMP__DELAY_TABLE to  

each column o f th e  NETWORK_DELAY_TABLE. Thus the  IMP has  an e s t im a te  o f  

th e  t o t a l  d e lay  to  each d e s t i n a t i o n  over the  b e s t  p a th  to  t h a t  

d e s t i n a t i o n .

In  p a r a l l e l  w ith  t h i s  co m pu ta tion , th e  IMPs a l s o  compute and 

p ro p ag a te  s h o r t e s t  p a th  in fo rm a t io n  in  a s i m i l a r  f a s h io n .  This 

in fo rm a t io n  i s  used only  in  the  d e te rm in a t io n  o f  c o n n e c t iv i ty .  . An upper 

l i m i t  o f  the  number o f  l i n e s  in  th e  lo n g e s t  p a th  in  th e  network i s  used 

a s  th e  c u t - o f f  f o r  d is c o n n c te d  or n o n e x is t e n t  nodes .
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APPENDIX D

SUM OF DELAYS FOR A COMPLETELY FILLED PRIMARY SUBTREE

In t h i s  Appendix we s im p l i fy  th e  e x p re s s io n  f o r  th e  sum of d e lay s  

f o r  a co m ple te ly  f i l l e d  prim ary  s u b t r e e  when s e p a r a t e ly  a d d re ssed  

p ack e ts  a r e  s e n t  to  each d e s t i n a t i o n .

The sum of d e lay s  f o r  a c o m p le te ly  f i l l e d  prim ary  s u b t r e e s  i s :

m UB
Y  £  ( j  + nps -  i ) .
j = l  i=LB

where

j - l
LB = 1 + V ( D - l ) k- 1

and

j
UB = V  (D - l ) k" 1.

In  o rd e r  to  s im p l i fy  t h i s  e x p r e s s io n ,  l e t

j - l  j
a -  £ ( D - l ) k - 1  and b = V C D - l ) ^ 1 , 

k=l k=l

T h e re fo re ,  th e  in n e r  summation becomes:

b .
2  (j+N PS-i) 

i= l+ a
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b a
= £ ( j + N P S - i )  -  £ ( j + N P S - i )  

i=0 i=0

= (b+l)*(j+NPS) -  b ( b + l ) /2  -  (a+l)*(j+N PS) + a ( a + l ) /2

= (j+NPS)*(b-a) + ( a ( a + l )  -  b (b + l ) } /2

-  ( l /2 )* {2 ( j+ N P S )* (b -a )  + (a+ b)* (a-b )  + ( a - b ) >

= ( l /2 ) * { 2  (j+NPS)* ( D - l ) 3”"*" -  (b -a )* ( l+ a+ b )  }

= ( l /2 )* [2 ( j+ N P S )* (D - l)^ -1  -  (D - l )^ ” 1*{l+( (D— l ) 1̂*-1—1) /2

+ (D - l )3- l ) / ( D - 2 ) } ]

-  ( 1 /2 ) * [ 2 (j+NPS) * ( D - l ) 3""* -  ( D - l ) j ~ 1*{D+(D-l)J ~ 1+ (D -l)J -4 > ] .
(D-2)

Now perfo rm ing  th e  o u te r  summation we g e t :

m m m
£  <j+NPS)*(D-l)3_1 -  2  PC P-D 3 -  £  (D -D  U
j = l  j = l  2 (D-2) j = l  2(D-2)

m , m
+ E  (D-D + E  (̂D“DJ~ .

j = l  2(D-2) j = l  2(D-2)

The f i r s t ,  second and l a s t  te rm s can be  computed to g e th e r  g iv in g :

m m
£ { N P S  -  D /( 2 (D-2)) + 4 / ( 2 (D -2))} * (D - l )3 + j * ( D - l )
j = l  j « l

m • 4 1
= NPS*{NPS -  (D -4 )/ ( 2 (D -2)> + £ j * ( D - l > 3“ - \

j = l
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m m
and = A_ £ ( D - 1 ) J

j = l  dD j= l

= d _ t{ (D - l )m+1- l} / ( D - 2 )  -  1] 
dD

= {(m +l)*(D-l)® *(D-2) -  (D-l)®*1 + l} / ( D - 2 ) 2 

= {(nri-l)*(D-l)®*(D-2) - ( D - l ) m+l} / (D -2 )2 + l / ( D - 2 ) 2 

= (D -l)® *{m (D -2)- l} /(D -2)2 + l / ( D - 2 ) 2 

= (D -l)® *m *(D -2)/(D -2)2 -  (D - l )m/ ( D - 2 ) 2 + l / ( D - 2 ) 2 

= m *(D -l)m/(D -2 )  -  { (D -1 )® -1 )/(D -2 )2 

= m*(D-l)®/(D-2) -  N PS/(D-2).

S ince (D-l)® =» NPS*(D-2) + 1, th e  above f u r t h e r  s i m p l i f i e s  to :  

m*{NPS*(D-2)+l)/(D-2) -  NPS/(D-2)

-  m*NPS + (m-NPS)/(D-2).

.'.The f i r s t ,  second and l a s t  te rm s s im p l i f y  t o :

NPS*{NPS-(D-4)/(2(D-2)> + m*NPS + (m -N PS)/(D -2).

The th i r d  and f o u r th  te rm s s im p l i f y  t o :

m
- ( l / ( 2 ( D - 2 ) ) * 2 < ( D - l ) 2 j ” 2 +  ( D - l ) 2^ "1 } 

j = l

226
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m
■ - ( D / (2 (D -2 ) )*  (D -l)   ̂ '

J - l

= - ( D / ( 2 ( D - 2 ) ) * [ { ( D - l ) 2m -  1 > /{ (D -1 )2 -  1>]

= - ( D / ( 2 ( D - 2 ) ) * [{ (D - l )m- l ) * { ( D - l ) m+ l )]
( D - l - 1 ) * (D-l+1)

= - ( 1 / ( 2 (D-2))*[N PS*{(D -l)m- 1+2}]

= - (N P S /2 )* [{ (D - l)m- l ) / ( D - 2 )  + 2 / (D-2)]

= -NPS2/2  -  N PS/(D -2).

T h e re fo re  the  t o t a l  d e la y  now becomes:

NPS*{NPS-(D-4)/(2(D-2)> + m*NPS + (m-NPS)/(D-2)

-NPS2/2  -  NPS/(D-2).

-  NPS2 -  (D*NPS -  4NPS)/{2(D-2)> -  NPS2/2  -  NPS/(D-2)

+ m*NPS + (m-NPS)/(D-2)

= NPS2/2  + {-D*NPS + 4NPS -2N PS )/{2(D -2)> + m*NPS + (m-NPS)/(D-2)

-  NPS2/2 -  NPS*(D-2)/ { 2 (D -2)) + m*NPS + (m-NPS)/(D-2)

= NPS2/2  -  NPS/2 + m*NPS + (m-NPS)/(D-2)

= NPS*{NPS-l+2m>/2 -  (N PS-m )/(D-2).
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APPENDIX E 

A DISTRIBUTED FILE MIGRATION ALGORITHM

E . l  I n t r o d u c t io n

In t h i s  Appendix, we d e s c r ib e  a  d i s t r i b u t e d  a lg o r i th m  f o r  l o c a t in g  

f i l e s  in  a computer netw ork . This a lg o r i th m  i s  a p p l i c a b le  m ain ly  in  a 

s to re -a n d - fo rw a rd  network s in c e  i t  a t te m p ts  to  m inim ize the  

communication c o s t  fo r  a cc e ss in g  th e  f i l e s .  In  an in h e r e n t ly  b ro a d c a s t  

network th e  communication c o s t  to  a cc e ss  a  f i l e  i s  independen t o f  i t s  

l o c a t i o n ,  a s  long a s  i t  i s  n o t  p re s e n t  l o c a l l y .

T h e re fo re ,  we b e l i e v e  t h a t  th e  p o s i t i o n  o f  a f i l e  shou ld  move 

c lo s e r  to  th e  h o s t  t h a t  a c c e s s e s  i t  most o f t e n .  F i l e s  w i l l  move around 

in  th e  DFS, and may even r e s i d e  a t  a  h o s t  where they  a r e  n o t  be ing

re fe re n c e d  because h o s ts  nearby  acc e ss  i t .  Drawing an analogy w ith

f o rc e  f i e l d s ,  a t  each re q u e s t in g  s i t e  th e  magnitude o f  th e  v e c to r  i s  a

fu n c t io n  o f  th e  r e q u e s t  r a t e  and the  r e t r i e v a l  d e la y  f o r  th e  f i l e .  The

d i r e c t i o n  o f  th e  v e c to r  i s  from the  f i l e  to  th e  re q u e s t in g  h o s t .  ’ The 

f i l e  should  be p laced  i n  th e  two d im en s io n a l  space  such t h a t  th e  sum o f  

a l l  the  v e c to r s  i s  z e ro .  Hence th e  f i l e  i s  in  " e q u i l ib r iu m " .

E.2 A D i s t r i b u t e d  F i l e  M ig ra t io n  A lgorithm

A d i s t r i b u t e d  a lg o r i th m  i s  now proposed f o r  perform ing au tom atic  

f i l e  m ig r a t io n .  I t  i s  based  on th e  "clim b" a lg o r i th m  used as  a
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rep lacem en t a lg o r i th m  in  paging system s [Coffman73], ex cep t  th a t  f i l e s  

can  clim b in  more than  one d i r e c t i o n .  Assume t h a t  th e r e  i s  on ly  one 

copy o f  any f i l e  in  the  DFS, t h a t  t h e r e  i s  i n f i n i t e  f i l e  s to ra g e  space 

a t  each l o c a l  f i l e  system , and t h a t  th e  c o s t  o f  s to ra g e  i s  the  same a t  

every  h o s t .  We b e l i e v e  t h a t  f i l e s  w i l l  n o t  move about v e ry  q u ic k ly ,  

th e re b y  j u s t i f y i n g  th e  c a s c a d e -s e a rc h .  Of c o u rs e ,  th e  i n t e r v a l  chosen 

f o r  d e c id in g  w hether to  move th e  f i l e s  may a f f e c t  th e  v a l i d i t y  o f  RUD 

e n t r i e s .

L e t us assume t h a t  th e r e  i s  o n ly  one h o s t  connected  to  each 

sw itch in g  node. Assume th a t  each l o c a l  f i l e  system has knowledge o f  

which h o s ts  a r e  i t s  p h y s ic a l  n e ig h b o u rs .  I t  in c lu d e s  i t s  own h o s t  in  

t h i s  s e t .  F ig u re  E . l a  shows th e  p h y s ic a l  ne ighbor h o s ts  f o r  h o s t  1. 

Every tim e a p a r t i c u l a r  f i l e  i s  a c c e s s e d ,  th e  f i l e  system on which i t  

r e s i d e s  c a l c u l a t e s  th e  c o s t  to  t r a n s f e r  th e  f i l e  to  the  r e q u e s to r .  The 

c o s t  i s  m ain ly  a  f u n c t io n  o f  the  tim e ta k en  f o r  t h i s  t r a n s a c t i o n .  The 

f i l e  system a l s o  re c o rd s  v i a  which p h y s ic a l  ne ighbor th e  f i l e  f i r s t  

went. ( In  a s t o r e  and forward ne tw ork , t h e r e  may be  a d a p t iv e  r o u t in g ,  

and p a c k e ts  o f  th e  f i l e  may ta k e  d i f f e r e n t  p a th s ,  and so the  p h y s ic a l  

n e ig h b o r recorded  i s  the  one v i a  which most p ack e ts  went f o r  t h i s  

t r a n s a c t i o n ) . Hence, in fo rm a t io n  on th e  c u m u la t iv e -c o s t  f o r  a g iv en  

d i r e c t i o n  and f i l e  i s  m a in ta in ed  a t  each  lo c a l  f i l e  system . This 

in fo rm a t io n  i s  used to  d e te rm ine  .which f i l e s  should  move and to  which 

p h y s ic a l  n e ig h b o r .  Hence each f i l e  c lim bs from i t s  p re s e n t  p la c e  to. 

a n o th e r  u n t i l  i t  r e a c h e s  what i t  th in k s  i s  the  a p p ro p r ia te  l o c a l  f i l e  

system . Each l o c a l  f i l e  system i n  th e  DFS may a t te m p t  to  t r a n s f e r  a
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f i l e  on ly  to  one o f  i t s  immediate p h y s ic a l  n e ig h b o rs .  Hence, a lth o u g h  

r e q u e s t s  fo r  a f i l e  a re  coining from a l l  h o s ts  in  th e  ne tw ork , f o r  

purposes  o f  th e  o p t im iz a t io n  i t  ap p ea rs  as though the  r e q u e s t s  a re  

c o n c e n tra te d  a t  the  n e ig h b o rin g  h o s t s .

Any dynamic a lg o r i th m  may le a d  to  i n s t a b i l i t i e s  o f  th e  kind where 

th e  f i l e  keeps moving around w ith o u t  any a p p a ren t  b e n e f i t .  T h is  cou ld  

happen i f  a f i l e  k ep t o s c i l l a t i n g  between two nod es ,  o r  i f  th e  movement 

o f  one f i l e  caused many o t h e r s  to  move u n n e c e s s a r i ly .  The l a t t e r  

s i t u a t i o n  cou ld  a r i s e  i f  th e  l o c a l  f i l e  system s had f i n i t e  s to r a g e .  

T h e re fo re  a f i l e  should  be moved to  a  ne ighbor f i l e  system only  i f  the

sav in g s  in  c o s t  in  doing so i s  l a r g e r  th an  a  th re s h o ld  -  a t  l e a s t  the

c o s t  o f  moving i t  from one h o s t  to  a n o th e r .

D i f f e r e n t  s t r a t e g i e s  f o r  making th e  d e c i s io n  to  cause a f i l e  to 

m ig ra te  w i l l  now be  c o n s id e re d .  F i r s t  some d e f i n i t i o n s  a r e  in t ro d u c e d .

Let U be  th e  U t i l i z a t i o n  m a t r i x , where an elem ent u ( i , n )  i s  the  

u t i l i z a t i o n  of the  f i l e  i  from n e ig h b o r  n . U i s  o f  d im ension NFNxNPN 

where NFN i s  th e  Number of F i l e s  a t  t h i s  Node, and NPN i s  th e  Number o f  

P h y s ic a l  Neighbors o f  t h i s  node. (The node co u n ts  i t s e l f  a s  a  p h y s ic a l  

n e ig h b o r ) . An elem ent o f  U co rre sp o n d s  to  the  c u m u la t iv e -c o s t  f o r  a 

g iven  d i r e c t i o n  and f i l e .  I t s  v a lu e  i s  dependent on the  tim e i n t e r v a l  

over which the  measurement was made, and may a l s o  be de term ined  u s in g  a 

p r e d ic t iv e  a lg o r i th m  on the  m easurem ents . F ig u re  E . lb  i l l u s t r a t e s  what

U may lo o k  l i k e  a t  a h o s t .  •
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F ig u re  E . l a .  PHYSICAL NEIGHBOR HOSTS OF 
HOST 1 .

H osts

1 2 3 4 5

1 0 0 0 0 0

2 3 2 4 8 1

3 32 7 8 5 20

4 2 15 22 8 7

5 16 0 0 54 12

6 5 1 8 6 0

F ig u re  E . l b .  THE UTILIZATION MATRIX AT 
HOST 1 . (U n its  a r e  a r b i t r a r y . )
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Let S be  th e  S e le c t io n  m a t r i x , where an elem ent s ( i , n )  i s  the

sav in g s  in  c o s t  made by t r a n s f e r r i n g  f i l e  i  to  ne ighbor n . S i s  o f

dim ension NFNxNPN. The n t h a t  g iv e s  the  maximum sav ing  f o r  a  p a r t i c u l a r

f i l e  i s  th e  a p p r o p r ia te  ne ig h b o r to  t r a n s f e r  the  f i l e .

L e t D be  the  th re s h o ld  m a t r ix , where an elem ent d ( i , n )  i s  the

expec ted  c o s t  f o r  t r a n s f e r r i n g  f i l e  i  to  ne ighbor  n . D i s  o f  dim ension 

NFNxNPN.

The e lem en ts  o f  S a r e  de te rm ined  . from the  measurements on f i l e  

u t i l i z a t i o n  o v e r  a p e r io d  o f  t im e . At th e  end of t h i s  i n t e r v a l ,  i f  

t h e r e  a r e  any f i l e s ,  whose m ig r a t io n  would reduce  the  c o s t  o f  t h e i r  

u sag e ,  then  they  a re  t r a n s f e r r e d  to  the  ne ig h b o r t h a t  r e s u l t s  in  maximum 

c o s t  r e d u c t io n .  The e lem ents  o f  S a r e  o rde red  by th e  sav in g  i n  c o s t

a c h ie v a b le ,  i f  the  f i l e  was to  be moved to  a n e ig h b o r .  The f i l e  system

should  a t tem p t to  move those  f i l e s  t h a t  would r e s u l t  in  maximum sav ing  

f i r s t .

We now show d i f f e r e n t  ways o f  f in d in g  S.

E .2 .1  A lgorithm  I

The s im p le s t  a lg o r i th m  i s  one in  which

S = U -  D. (E.1>

In  o th e r  words, a  f i l e  i s  t r a n s f e r r e d  to  the  ne ig h b o r t h a t  makes 

g r e a t e s t  u t i l i z a t i o n  o f  i t .  The a lg o r i th m  makes no use o f  th e  

to p o lo g ic a l  r e l a t i o n s h i p  o f  the  h o s t  on which i t  i s  e x e c u t in g  w ith  the
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r e s t  in  th e  netw ork . Hence i t  i s  p o s s ib le  t h a t  t r a n s f e r  o f  a f i l e  in

th e  d i r e c t i o n  o f  g r e a t e s t  u t i l i z a t i o n  may no t c o n t r ib u te  to  low ering  the  

o v e r a l l  c o s t  o f  usage  o f  th e  f i l e .  F ig u re  E.2 i l l u s t r a t e s  an example in  

which th e  d e c i s io n  based  on t h i s  s im ple  a lg o r i th m  i s  s u b -o p t im a l .

E .2 ,2 A lgorithm  I I

T h is  a lg o r i th m  makes some s im p l i fy in g  assum ptions  re g a rd in g  the  

topo logy  and r o u t in g  a lg o r i th m s  o f  th e  ne tw ork , th e re b y  a t te m p t in g  to

overcome th e  s u b -o p t im a l i ty  o f  A lgorithm  I .  I t  assumes t h a t  when a f i l e

i s  moved to  a n o th e r  n e ig h b o r ,  th e n  th e  r e q u e s t s  and t r a n s f e r  o f  d a ta  

from the  o th e r  n e ig h b o rs  w i l l  in c lu d e ,  i n  t h e i r  p a th ,  th e  sw itch in g  node

to  which th e  h o s t ,  on which th e  f i l e  o r i g i n a l l y  r e s i d e d ,  i s  con n ec ted .

In  f i g u r e  E .3 ,  i f  th e  f i l e  was o r i g i n a l l y  a t  h o s t  1, and i s  now moved to  

2, then  t r a f f i c  from h o s ts  3, 4 , 5 w i l l  p a ss  th rough  node I .  In

d e c id in g  which h o s t  ( i f  any) a f i l e  should  move t o ,  the  l o c a l  f i l e  

system a t  h o s t  1 d e c id e s  i f  t h e r e  i s  any sav in g  i n  th e  t o t a l  c o s t  o f  

u s in g  th e  f i l e  a f t e r  i t  has  moved. I f  th e  f i l e  was moved to  h o s t  2,

th en  th e  c o s t  o f  usage from h o s ts  1, 3, 4 and 5 would in c r e a s e ,  w h ile

t h a t  from 2 would d e c r e a s e .  The th re s h o ld  c o s t  and the  c o s t  o f  t r a n s f e r

ov e r  th e  v a r io u s  l i n k s  have to  be ta k e n  in to  accoun t a s  w e l l .

We now show how e lem ents  o f  S a r e  c a l c u l a t e d .  L e t L(g) be th e  c o s t  

o f  communication from th e  f i l e  system  a t  th e  h o s t  on which t h i s  

a lg o r i th m  i s  e x ec u t in g  to  i t s  p h y s ic a l  n e ig h b o rs  g ,  f o r  a l l< l< g  NPN. 

The h o s t  on which th e  a lg o r i th m  ex ec u te s  i s  g = l .  These communication 

c o s t s  a r e  i l l u s t r a t e d  i n  f i g u r e  E .3 . The sav in g s  i n  c o s t  in  us ing  a
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10

Assume t h a t  a f i l e  F i s  a t  Host 1 and t h a t  th e  a p p r o p r ia t e  row o f  
U t h e r e  i s

Host
F i l e

15 30 25 25

The d e c i s io n  to  t r a n s f e r  t h e  f i l e  t o  Host 2 would be  su b -o p t im a l  i f  
th e  d i s t r i b u t i o n  o f  a c t u a l  r e q u e s t s  f o r  F were

Host
F i l e 10

30 10 12

Assuming i n f i n i t e  l i n e  c a p a c i ty  and minimum d i s t a n c e  (hop) r o u t i n g ,  
th e  c o s t  ( r e q u e s t  r a t e  X d i s t a n c e * )  o f  keep ing  th e  f i l e  a t  1 i s  
(15 + 3 0 + 2 5 + 2 5 + 2 )  = 9 7  u n i t s  w h ile  a t  h o s t  2 i t  would be 
(30 + 15 + 2 + 10 + 2 + 30 + 36) = 125 u n i t s •

*
Assume th e  d i s t a n c e  f o r  s a t i s f y i n g  r e q u e s t s  t o  l o c a l l y  r e s i d e n t  f i l e s  
i s  1 /2  u n i t  w hile  l i n k  c o s t s  a r e  e q u a l  to  1 u n i t .

F igu re  E .2 .  SUB-OPTIMAL DECISION USING ALGORITHM I .
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a ,  b ,  c ,  d ,  e  a r e  l i n k  c o s t s .

Communication c o s t s  L as  s ee n  by h o s t  1 a r e :  

L ( l )  m e ;  L(2) = b + e ;  L(3) = d + e ;

L(4) = c + e ; L(5) = a + e

F ig u re  E .3 .  HOST 1 AND ITS PHYSICAL NEIGHBORS
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f i l e  a f t e r  t r a n s f e r i n g  i t  to  ne ighbor n , i s  equal to  the  d i f f e r e n c e  

between the  c o s t  o f  keep ing  th e  f i l e  a t  th e  c u r r e n t  h o s t  and a t  ne ig h b o r 

n . The c o s t  o f  u s in g  a  f i l e  i  a t  i t s  c u r r e n t  r e s id e n c e  i s  eq u a l  to  th e  

sum of i t s  u t i l i z a t i o n s  from d i f f e r e n t  n e ig h b o rs ,  and i s  equa l to

NPN
E u ( i * S ) .  (E .2 )
g=l

Now, i f  th e  f i l e  were to  move to  ne ighbor n , th e  c o s t  o f  u s in g  i t  

a t  n would be d i f f e r e n t .  In f i g u r e  E.3 , i f  th e  f i l e  were to  move from 

h o s t  1 to  2 , then  th e  u t i l i z a t i o n  from h o s t  5 would in c re a s e  to  

(L (5 ) -L ( l )+ L (2 ) ) /L (5 )  o f  i t s  o r i g i n a l  v a lu e .  T h is  i s  under th e  

assum ption t h a t  t r a f f i c  p a sse s  th rough  th e  sw itch in g  node to  which h o s t  

1 i s  connec ted , and th a t  L ( l )  r e l a t i v e  to  a l l  h o s ts  i s  th e  same i . e .  th e  

communication c o s t  o f  r e t r i e v i n g  a  f i l e  from lo c a l  f i l e  s to ra g e  i s  the  

same f o r  a l l  h o s t s .  G e n e ra l iz in g ,  we conclude  th a t  when the  f i l e  moves 

to  ne ig h b o r n , the  u t i l i z a t i o n  from a l l  n e ig h b o rs  g ,  g^tn, in c r e a s e s  to  

(M g ) -L ( l )+ L (n ) ) /L (g )  t im es i t s  o r i g i n a l  v a lu e .  The u t i l i z a t i o n  from n 

i t s e l f  in c r e a s e s  to  L ( l ) /L (n )  t im es  i t s  o r i g i n a l  v a lu e .  T h e re fo re  th e  

c o s t  o f  u s in g  a f i l e  i  a t  a  ne ig h b o r n i s  equa l to

NPN
u ( i ,n ) * L ( l ) / L ( n )  + £  u ( i , g ) * ( L ( g ) - L ( l ) + L ( n ) ) / L ( g ) . (E .3)

8=1
g*n

The sav in g s  in  c o s t  o f  u s in g  th e  f i l e  i  when i t  has moved to  n i s  

g iv e n  by e q u a t io n  (E5.2) minus e q u a t io n  ( E .3 ) .  S im p l i fy in g ,  e lem en ts  o f  

S a r e  g iv en  by:
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NPN
s ( i , n )  = u ( i ,n ) * ( L ( n ) - L ( l ) ) / L ( n )  -  £  u ( i , g ) * ( L ( n ) - L ( l ) ) / L ( g ) ]  -  d ( i , n )

g=l
fetn ;n = 2 , . . . ,NPN

s ( i , n )  = 0 ;n=l
(E .4)

The sav in g s  a r e  r e l a t i v e  to  th e  c o s t  o f  keeping th e  f i l e  a t  t h i s  h o s t .

E .2 .3  A lgorithm  I I I

This a lg o r i th m  i s  an e x te n s io n  o f  th e  p re v io u s  one , and a t te m p ts  to  

tak e  in to  account in  g r e a t e r  d e t a i l  the  p a th  ta k en  by f i l e  t r a f f i c  from 

the  ne ig h b o rs  once the  f i l e  has been moved. I f  th e  t r a f f i c  does n o t  

pass  through the  node co rre sp o n d in g  to  the  o r i g i n a l  h o s t  (a s  in

Algorithm  I I ) ,  th en  i t  must pass  th rough  some o th e r  node such t h a t  th e  

c o s t  i s  l e s s  (by v i r t u e  o f  the  r o u t in g  a lg o r i th m s  o f  th e  communication 

s u b n e t ) . These a l t e r n a t e  r o u te s  depend on th e  topo logy  and dynam ically  

changing load  c o n d i t io n s .  These f a c t o r s  cou ld  be taken  in to  account in  

the  fo l lo w in g  way:

NPN
s ( i , n )  -  u ( i , n ) * ( L ( n ) - L ( l ) ) / L ( n )  -  £  r ( g , n ) * u ( i , g ) * ( L ( n ) - L ( l ) ) /L (g)

g=l
g # i

-  d ( i , n )  ;n=2....... NPN

s ( i , n )  = 0  -  ; n - l
(E. 5)

where r ( g ,n )  i s  th e  topo logy  and r o u t in g  f a c t o r  f o r  each ne ig h b o r p a i r .  

This f a c t o r  i s  a lways l e s s  than  or equal to  one. R i s  th e  topo logy  and 

r o u t in g  m a t r ix .  I t  i s  o f  dim ension NPNxNPN. F u r th e r  r e s e a r c h  i s
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r e q u ire d  to  d e te rm in e  how th e se  f a c t o r s  a r e  c a l c u l a t e d ,  i . e .  shou ld  they  

be  c a l c u l a t e d  dynam ically  o r  can they  be  assumed to  be  h e u r i s t i c  

c o n s ta n ts ?

E.3 D iscu ss io n

I t  i s  hoped t h a t  t h i s  d i s t r i b u t e d  o p t im iz a t io n  w i l l  approxim ate  th e  

same optimum a s  would be p r e d ic te d  by an a lg o r i th m  th a t  has  com plete 

knowledge o f  th e  topo logy  and r e q u e s t  r a t e s .  This i s  g r e a t l y  dependent 

on th e  r a t e  o f  v a r i a t i o n  o f  th e  r e q u e s t  r a t e s  and th e  speed w ith  which 

such an a lg o r i th m  can t r a c k  th e  changing optimum. F u r th e r ,  th e  topo logy  

and r o u t in g  a lg o r i th m s  of th e  communication netw ork may be such t h a t  the  

s tep w ise  o p t im iz a t io n  cau ses  a f i l e  to  g e t  s tu c k  a t  a l o c a l  minimum. 

The e f f e c t  o f  netw ork to p o lo g ie s  and r o u t in g  a lg o r i th m s  on th e  su ccess  

of t h i s  o p t im iz a t io n  te ch n iq u e  i s  a to p ic  f o r  f u tu r e  r e s e a r c h .

E.4 F i n i t e  S to rag e  and D i f f e r in g  S to rag e  Costs

S ec t io n  E.2 in d ic a te d  t h a t  when th e  a lg o r i th m  f o r  p la c in g  the  f i l e s  

i n  th e  network i s  a s  d i s t r i b u t e d  a s  th e  s te p - w is e  o p t im iz a t io n  proposed , 

th e  c o s t  f o r  u t i l i z i n g  th e  f i l e  has to  be based  on th e  tim e to  

s u c c e s s f u l ly  t r a n s f e r  th e  f i l e ,  th e  r a t e  o f  usage from each h o s t ,  and 

th e  s iz e  o f  th e  f i l e .  This  i s  because  th e se  a r e  the  on ly  pa ram ete rs  

t h a t  th e  f i l e  system on which th e  f i l e  r e s id e s  can m easure.

Local f i l e  system s i n  r e a l i t y  w i l l  no t have i n f i n i t e  f i l e  s to r a g e ,  

and so t h i s  f a c t  must be in c o rp o ra te d  i n to  the  d i s t r i b u t e d  a lg o r i th m ,  i f  

p o s s i b l e .  We d e s c r ib e  a p o s s ib le  te c h n iq u e .  When the  f i l e  system
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s to ra g e  i s  n e a r ly  co m p le te ly  used (say  90%), th en  th e  f i l e  system must 

t r y  to  a rc h iv e  those  f i l e s  th a t  were n o t  accessed  ( f o r  say 30 d a y s ) .  I f  

a l l  the  f i l e s  were a c c e s s e d ,  and th e r e  a r e  no c a n d id a te s  f o r  m ig r a t io n ,  

then  the  f i l e  system must do som eth ing , o th e rw ise  i t  can n o t  p a r ta k e  in  

th e  d i s t r i b u t e d  o p t im iz a t io n .  This  m ight be  one such s o lu t i o n  to  the  

f i n i t e  s to ra g e  problem , b u t  r e s u l t s  in  a breakdown o f  the  o p t im iz a t io n  

p ro c e ss  once any h o s t  has  made th e  d e c i s io n  n o t  to  a ccep t  f i l e s  from i t s  

n e ig h b o rs .  A l t e r n a t i v e l y ,  th e  h o s t  can move a  f i l e  such t h a t  i t s  

movement w i l l  cause  th e  l e a s t  l o s s  i n  o p t im iz a t io n .  H opefu lly  such a 

s t r a t e g y  w i l l  cause f i l e s  t h a t  a r e  no t v e ry  o f t e n  accessed  to  f in d  t h e i r  

" c o r r e c t "  l o c a t i o n .  These id e a s  a re  sh e e r  s p e c u la t io n  s in c e  t h e i r  

e f f e c t  on th e  o p t im iz a t io n  p ro c e ss  has n o t  been  d e te rm in e d .

We a l s o  f e e l  t h a t  th e  d i s t r i b u t e d  o p t im iz a t io n  proposed can n o t ,  i n  

i t s  p r e s e n t  form, b e  made to  in c o r p o r a te  d i f f e r i n g  c o s t  o f  s to r a g e  a t  

each  h o s t .  Even i f  a  h o s t  knew th e  c o s t  o f  s to r a g e  o f  i t s  p h y s ic a l

n e ig h b o rs ,  t h i s  knowledge i s  n o t  u s e f u l  s in c e  i f  i t  were in c o rp o ra te d  in>
th e  c o s t  fu n c t io n ,  i t  m ight r e s u l t  in  a f i l e  g e t t i n g  s tu c k  a t  a  l o c a l  

minima.

E.5 An O b se rv a tio n

T r a d i t i o n a l l y ,  p r o to c o l s  have been s t r u c t u r e d  in  a la y e re d  fa sh io n  

[C rocker72]. Th is  i s  v e ry  a p p r o p r ia t e  when i n t e r f a c e s  between v a r io u s  

l e v e l s  a re  c l e a n ,  and s t a t e  in fo rm a t io n  a t  low er l e v e l s  i s  n o t  r e q u i r e d  

a t  h ig h e r  l e v e l s .  However, a d i s t r i b u t e d  o p e ra t in g  system  t h a t  i s  

t r y i n g  to  o p tim ize  th e  lo c a t io n ,  o f  i t s  r e s o u rc e s  in  the  ne tw ork  must
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have some knowledge of th e  topo logy  o f  th e  communication su b n e t .  The 

netw ork o f  h o s t s ,  pannot lo o k  l i k e  a f u l l y  connec ted  netw ork f o r  a l l  

p u rp o ses .  The amount o f  to p o lo g ic a l  in fo rm a t io n  re q u i r e d  should  be  th e  

minimal amount t h a t  g u a ra n te e s  some a c c e p ta b le  l e v e l  o f  o p t im iz a t io n .  

The a lg o r i th m s  p re se n te d  in  t h i s  s e c t io n  sugges t  t h a t  near ne ighbor

in fo rm a t io n  may be s u f f i c i e n t .  This i s ,  i n  a d d i t i o n ,  h e lp f u l  when th e

netw ork i s  expanded by add ing  more h o s t s ,  s in c e  th e  d a ta  s t r u c t u r e s  o f  

on ly  th e  n ea r  n e ighbors  o f  th e  new h o s t  have to  be m o d if ie d .  This means 

t h a t  th e  h o s t / s w i tc h in g -n o d e  i n t e r f a c e  has to  be s e n s i t i v e  t o . t h i s .  The 

sw itch in g  node w i l l  have to  t e l l  the  h o s t  a long  which p a th  th e  p ack e ts  

(say ) were s e n t .  F ig u re  E .4  i l l u s t r a t e s  t h i s  i n t e r a c t i o n  between th e  

IMP and a h o s t  in  th e  ARPANET.

E.6 C onclusions

This  appendix  has proposed a  d i s t r i b u t e d  f i l e  m ig ra t io n  a lg o r i th m .

I t s  s u i t a b i l i t y  has  y e t  to  be d e te rm in ed . The a lg o r i th m  must be

extended to  an environm ent where t h e r e  i s  more than  one h o s t  connected  

to  each  sw itch in g  node. Cheap wideband communication may, however, make 

au to m atic  f i l e  m ig r a t io n  u n n ece ssa ry .
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USER PROCESSES

FILE SYSTEM

FTP RJETELNET

HOST/HOST

HOST/IMP

IMP/HOST

ROUTING

TO OTHER 
HOSTS AND IMPS

HOST

IMP

F ig u re  E .4 .  PROTOCOL LAYERING IN THE ARPANET. 
Topology in fo rm a t io n  must t r a v e r s e  in d ic a te d  
p a t h .
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